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Abstract

With shortening product life cycles and increasing demands for product diversifi-

cations, a fully autonomous transport system with high performance and flexibility

is strongly expected. The relevant study becomes more and more attractive and

important. In this thesis, we focus on three important problems involved with it.

The first problem is the Multi-Robot Task Allocation (MRTA) problem. In this

thesis, a novel approach named Distributed Heterogeneous Hash Tables (DHHT)

is proposed to solve the task allocation problem. Our approach assigns robots to a

set of transportation tasks offered by loading stations in two steps: firstly, a robot

is assigned to the station; then the robot gets a specific transportation task from

the station with the help of a contract net protocol. The experimental results have

shown that our approach reached a fair distribution of robots among stations, and

thus achieved a high total delivery efficiency of the system.

The second problem is the localization of the autonomous mobile robot. We in-

troduce an effective and robust dynamic localization method, which separates

localization from the mapping process. In localization process, a particle filter

coupled with a distance filter and a scan matching method achieves a more robust

localization against dynamic obstacles. In mapping process, we introduce an ex-

tend sensor model which takes dynamic influences as well as the state transition

probability of the map directly into the map update step. The empirical evaluation

shows that our approach achieves a robust localization in several highly dynamic

real-world environments. At the same time the mapping stays consistent with the

ground truth.

The third relevant problem is the Multi-Robot Motion Planning (MRMP) prob-

lem. At first, we propose a road map based approach called Adaptive Road Map

Optimization (ARMO) to deal with the Multi-Robot Path Planning (MRPP)

problem. Our approach generates an optimal road map by considering environ-

ment constraints and the current demands of stations in a pre-processing phase.

Then, the robots extract individual paths from the optimal road map by a local

path planner and navigate themselves cooperatively by a local navigation mod-

ule. The experimental results showed that the ARMO approach lead to a more

efficient navigation than conventional prioritized based decoupled path planning

(PRIOR) methods. Furthermore, we propose a Behavior-Based Multi-Robot Col-

lision Avoidance (BBMRCA) method inspired by swarm intelligence to solve the

multi-robot motion planning problem. We evaluated BBMRCA methods with up

to 100 robots in a simulation environment and the experimental results have shown



that the quality of solutions and the scalability are at the same level as ARMO

and significantly better than those of conventional decoupled prioritized planning

methods.

The work presented in this thesis has been conducted within the context of the

project “KARIS (Kleinskalige Autonomes Redundantes Intralogistiksystem)” [42]

and its follow-up project “KARIS Pro” [83]. The projects act as a focal point for

the research and as a result that provide a distributed multi-robot system KARIS

to accomplish transportation tasks in the field of intra-logistics and production.

So in the end, we describe a demonstration and two pilot applications within the

two projects roughly.

In summary, we propose a fully decentralized task allocation method which can

facilitate a fair distribution of robots among the loading stations. We introduce

an effective and robust localization method to achieve an accurate localization in

highly dynamic real world environments. We also propose two decoupled multi-

robot motion planning methods which can efficiently navigate a huge number of

robots in a structured and crowded environment. Through the experiments in the

simulation and on the real system, we have shown that our system is able to self-

organize the transport task in a human workspace in a more flexible and efficient

way.
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Zusammenfassung

Durch den verkürzten Lebenszyklus und die steigende Variantenvielfalt von Pro-

dukten, ist die Anforderung an ein vollautonomes, flexibles und effizientes Trans-

portsystem gestiegen. Mehr denn je sind damit Forschungen in diesem Gebiet

wichtig und attraktiv. In dieser Arbeit konzentrieren wir uns auf drei relevante

Probleme in diesem Bereich.

Das erste Problem ist die Multi-Roboter-Aufgabenverteilung. In dieser Arbeit wird

ein neuartiger Ansatz “Distributed Heterogene Hash Tables (DHHT)” vorgestellt.

Mit unserem Ansatz werden Transportaufgaben von Stationen den Robotern in

zwei Schrittten zugeteilt: Im ersten Schritt wird einem Roboter eine Station zuge-

ordnet; danach bekommt der Roboter eine spezifische Transportaufgabe von der

Station mit Hilfe eines sogenannten Contract-Net-Protokolls zugewiesen. Die ex-

perimentellen Ergebnisse haben gezeigt, dass unser Ansatz eine gerechte Verteilung

von Robotern auf Stationen erreichen kann und somit eine hohe Effizienz des

gesamten Systems erzielt.

Als zweites Problem untersuchen wir das Lokalisierungsproblem. In dieser Ar-

beit wird eine neue effektive und robuste Lokalisierungsmethode für dynamische

Umgebungen eingeführt. Unsere Methode zerlegt das Problem in zwei Teilprob-

leme: Lokalisierung und Mapping. Im Lokalisierungsprozess wird eine Monte-

Carlo Lokalisierung zusammen mit einem modernem Scan-Matching Verfahren

und einem Distanzfilter eingesetzt, um somit eine stabile Lokalisierung in der dy-

namischen Umgebung zu erzielen. Im Mappingprozess wird ein erweitertes Sensor-

Modell eingeführt, um dynamische Einflüsse direkt in den Kartenaktualisierungss-

chritt zu integrieren. Die experimentellen Ergebnisse haben gezeigt, dass unser

Ansatz mit Hilfe der aktualisierten Karte eine akkurate Positionsbestimmung in

äußerst dynamischen Umgebungen gewährleisten kann.

Das dritte Problem ist das Multi-Roboter Navigationsproblem. Wir stellen zuerst

einen Roadmap-basierten Ansatz vor: “Adaptive Road Map Optimierung (ARMO)”.

Dieser berechnet in einer Vorverarbeitungsphase eine optimale Roadmap unter

Berücksichtigung der eingeschränkten Umgebung und aktuellen Anforderungen

von Stationen. Anschließend extrahiert jeder Roboter seinen individuellen Pfad in

der Roadmap mit Hilfe eines lokalen Pfadplaners, und führt diesen Pfad aus. Die

experimentellen Ergebnisse haben gezeigt, dass dieser Ansatz weit effizienter als

ein entkoppeltes und priorisierendes Multi-Roboter Pfadplannungsverfahren ist.



Darüber hinaus stellen wir außerdem eine Methode zur Multi-Roboter Kollision-

vermeidung vor. Diese basiert auf dem Prinzip der Schwarmintelligenz, wird je-

doch zusätzlich mit einer entkoppelten und priorisierenden Pfadplanungsmethode

kombiniert, um Kollisionen der Roboter untereinander zu vermeiden. Wir bew-

erten unsere Methoden mit bis zu 100 Robotern in einer Simulationsumgebung.

Die Ergebnisse zeigen, dass die Effizienz und Skalierbarkeit unserer Methode auf

dem gleichen Niveau der Roadmap-basierten Methode ist, und sie deutlich besser

ist als konventionelle entkoppelte Multi-Roboter Pfadplanungsmethoden.

Die vorgestellte Arbeit wurde im Rahmen des Projekts “KARIS (Kleinskaliges

Autonomes Redundantes Intralogistiksystem)” [42] und des Folgeprojekts “KARIS

Pro” [83] erstellt. Beide Projekte setzen den Schwerpunkt auf Forschung, Entwick-

lung und Implementierung eines autonomen Multi-Roboter Transportsystems im

Bereich der Intralogistik und Produktion. Die Arbeit schließt mit einer Demon-

stration zweier Pilotanwendungen, die innerhalb dieser Projekte enstanden sind.

Zusammengefasst haben wir eine dezentralisierte Methode zur Aufgabenverteilung

vorgestellt, die die gerechte Verteilung der Roboter auf Stationen begünstigen

kann. Wir haben zusätzlich eine effektive und robuste Lokalisierungsmethode en-

twickelt, die eine akkurate Lokalisierung in hoch-dynamischen Umgebungen erzie-

len kann. Wir haben zwei dezentralisierte Multi-Roboter Navigationsverfahren

eingeführt, die eine reibungslose Navigation einer großen Anzahl von Robotern in

einer strukturierten und eingeschränkten Umgebung gewährleisten kann. Durch

die Experimente in der Simulation und auf dem realen System haben wir gezeigt,

dass Transportaufgaben in einer komplizierten Arbeitsumgebung von unserem Sys-

tem selbstständig, flexibel und effizient durchgeführt werden können.
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Chapter 1

Introduction

With shortening product life cycles and increasing demands for product diversi-

fications, flexibility and re-configurability are increasingly needed in the field of

logistics and production. However, fixed conveyor systems and human labor are

still widely used for flow of goods. The main drawbacks are the lack of flexibility,

high labor cost and risk of injury. Some commercial systems such as the Tran-

sCar system [105] and the Kiva system [119] are already running in hospitals and

warehouses. However, they are implemented by a centralized control and some

require the user to engineer the environment for human-free workspaces. There-

fore, a fully autonomous transport system with high performance and flexibility

is strongly expected to overcome the drawbacks and thus the relevant study be-

comes more and more attractive and important. In this thesis, we focus on three

important problems involved with it.

The first important problem is the Multi-Robot Task Allocation (MRTA) problem,

namely, to decide which task should be taken by which robot and when it should

happen. In this thesis, a novel approach named Distributed Heterogeneous Hash

Tables (DHHT) is proposed to solve the task allocation problem. Our approach

assigns robots to a set of transportation tasks offered by loading stations in two

steps: firstly, a robot is assigned to the station with the DHHT method; then

the robot gets a specific transportation task from the station with the help of a

contract net protocol. The robots build a kind of Mobile Content-Addressable

Network (MCAN) in which all messages are delivered via a so-called geographic

routing scheme. Our approach is completely decentralized, i.e., it needs no central

server to coordinate the task allocation. Only robots and loading stations carry

communication devices and all necessary communications are performed by the

robots and the loading stations. Therefore, our approach can be used in many

1
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production plant environments without installing additional hardware infrastruc-

tures. This approach was evaluated in both simulation and real world scenarios.

The experimental results have shown that our approach reached a fair distribution

of robots among stations under several different test constraints, and thus achieved

a high total delivery efficiency of the system.

The second problem is the localization of the autonomous mobile robot, namely,

to keep track of a robot’s location within a map built for the environment. While

common approaches are successfully applied in static environments, they may not

be well-suited for highly dynamic and complex environments. The reason is that

changes in such environments occur consistently over time and the localization

methods, which have not take dynamic influences into account, may fail after a

long time. We introduce an effective and robust dynamic localization method,

which separates localization from the mapping process. In localization process, a

particle filter coupled with a distance filter and a scan matching method achieves

a more robust localization against dynamic obstacles. In mapping process, we

introduce an extend sensor model which takes dynamic influences as well as the

state transition probability of the map directly into the map update step and leads

to a more accurate and robust map update. The empirical evaluation shows that

our approach achieves a robust localization in several highly dynamic real-world

environments, all including dynamic influences. At the same time the mapping

stays consistent with the ground truth.

The third relevant problem is the Multi-Robot Motion Planning (MRMP) prob-

lem, namely, to find out how a team of autonomous mobile robots can move in

the same environment at the same time while avoiding collisions with other robots

and obstacles. At first, we propose a road map based approach called Adaptive

Road Map Optimization (ARMO) to deal with the Multi-Robot Path Planning

(MRPP) problem. Our approach generates an optimal road map by considering

environment constraints and the current demands of stations in a pre-processing

phase. Then, the robots extract individual paths from the optimal road map by

a local path planner and navigate themselves cooperatively by a local navigation

module. The optimal road map will be recomputed only when changes of envi-

ronments or stations have been detected. Furthermore, the computation time of

the generation of an optimal road map depends mainly on the complexity of the

environment rather than on the number of robots. Therefore, our approach is able

to be used for motion planning of a large robot team (up to 100 robots) in dy-

namically changing environments. We conducted several simulation experiments

to test our approach under difficult conditions. The experimental results showed
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that the ARMO approach lead to a more efficient navigation than conventional

prioritized based decoupled path planning (PRIOR) methods.

Furthermore, we propose a Behavior-Based Multi-Robot Collision Avoidance (BBM-

RCA) method inspired by swarm intelligence to solve the multi-robot motion

planning problem in a totally different way. We combined the advantages of the

swarm techniques and the decoupled multi-robot path planning method in order

to achieve higher flexibility and better quality. We evaluated BBMRCA methods

with up to 100 robots in a simulation environment and the experimental results

have shown that the quality of solutions and the scalability are at the same level

as ARMO and significantly better than those of conventional decoupled priori-

tized planning methods. The main advantage of our approach compared with

ARMO is that BBMRCA doesn’t need any pre-processing such as computing the

optimal road-map, which requires much time for large and complex environments.

Our method is as flexible as PRIOR, when an unexpected and unknown obsta-

cle appears. At the same time, compared with common swarm technologies, our

method is more suitable in complicated, structured and crowded environments,

such as confined and cluttered logistic centers and manufacturing plants.

The work presented in this thesis has been conducted within the context of the

project “KARIS (Kleinskalige Autonomes Redundantes Intralogistiksystem)” [42]

and its follow-up project “KARIS Pro” [83]. The projects act as a focal point for

the research and as a result that provide a distributed multi-robot system KARIS

to accomplish transportation tasks in the field of intra-logistics and production.

So in the end, we describe a demonstration and two pilot applications within

the two projects roughly. The demonstration was carried out at the Logimat

Fair in Stuttgart 2010. We have successfully shown the advantages of the system

against conventional transport systems. The first pilot application was carried out

for the Robert Bosch GmbH, Stuttgart, Germany, in the field of intra-logistics.

The second pilot application was carried out for the quattro GmbH, Neckarsulm

in Germany, in the field of production. Through two pilot applications, it has

successfully been shown that the KARIS system is a realistic, flexible and efficient

solution for the materials transport problems in the industrial-like domain.

In summary, we present methods for a distributed multi-robot system KARIS to

solve the materials flow problems in industrial environments. We propose a fully

decentralized task allocation method which can facilitate a fair distribution of

robots among the loading stations. We introduce an effective and robust local-

ization method to achieve an accurate localization in highly dynamic real world

environments. We also propose two decoupled multi-robot motion planning meth-

ods which can efficiently navigate a huge number of robots in a structured and
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crowded environment. Through the experiments in the simulation and on the real

system, it has been shown that our system is able to self-organize the transport

task in a human workspace in a more flexible and efficient way.



Chapter 2

Distributed Multi-robot Task

Assignment Problem

2.1 Introduction

The task assignment problem is one of the fundamental combinatorial optimization

problems in mathematics [13]. which can be described as follows: there are n

agents and m tasks and any task can be performed by any agent. A cost or a

profit is given to each pair of agent and task. The question is how to find an

assignment of agents to tasks, so that all tasks can be completed and the total

cost or profit is optimized.

In the classical task assignment problems the number of agents n is equal to the

number of tasks m and an agent can only be mapped to exactly one task. In

this case, the assignment can be treated as a bijective mapping between a set of

agents and a set of tasks. If the tasks cannot be executed in parallel and the cost

denotes the time needed to complete a task by a certain agent, the problem is

called the linear sum assignment problem [13, Chapter 4] and the goal of such

a problem is to find a mapping that minimizes the total completion time. If the

tasks can be executed in parallel, the problem is called linear bottleneck assignment

problem [13, Chapter 6]. The goal of a linear bottleneck assignment problem is

to find a mapping that minimizes the latest completion time. The linear sum

and bottleneck assignment problems are both called linear assignment problems,

because the objective function (total cost or profit) to be optimized is a linear

function. Applications which can be modeled as a linear problem are numerous

and varied. For example, the personnel assignment problem can be modeled as

a linear sum assignment problem. The problem of scheduling tasks in parallel

5
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machines can be modeled as a linear bottleneck problem. Such a problem can be

solved, for example, with the Hungarian method [48, Chapter 2] in O(n2) time.

The more complex problem with a quadratic objective function is called the

quadratic assignment problem [12]. The quadratic problem can be formulated

in the following way. N facilities must be allocated to n locations. A flow of

materials or goods between facilities and a cost to place a facility at a certain

location are given and the distance between arbitrary two locations is known.

The goal is to find an assignment of facilities to locations so that the total cost,

which consists of costs to place a facility at a location and costs depending on the

flow between facilities multiplied by their distance, is minimized. In addition to

the facility location problem described above, another interesting application of

the quadratic assignment problem is the backboard wiring problem introduced by

Steinberg [100]. There are different devices such as display, printer and computer

which have to be placed in a room and connected to each other by wires. The

problem is to place the devices in such a manner that the total wire length is min-

imized. Unlike the linear assignment problem which can be solved in polynomial

time, this problem is a NP-hard problem [33] and there are no known methods

with which such a problem can be solved efficiently.

When triples over 3 sets of equal size are considered instead of pairs from two

sets, the assignment problem arises as a so-called 3-index assignment problem

(3AP) [13, 99]. Such problems can be described as below. There are three n-sets

A, B, and C, and to each triple in (A×B×C), a weight is given either as a cost or

as a profit. Depending on different requests for finding triples, the problem can be

divided into two subclasses. One is called axial 3-index assignment problem (axial

3AP). In this subclass, we want to find n triples so that each element from A or B

or C in n triples appears exactly only once and the cost or the profit is optimized.

The other one is called planar 3-index assignment problem (planar 3AP). In this

problem, we want to find n2 triples so that each pair from (A×B) or from (A×C)

or from (B × C) in n2 triples appears exactly only once and the cost or profit is

optimized. There are various applications which can be modeled as one of the

3APs. For example, the assembly of printed circuit boards problem [120] can be

modeled as a axial 3AP. The capital investment problem [81] can be modeled as

a axial 3AP. The most important applications of planar 3APs are in timetabling

problems [41]. In the general case, the problem is called multi-index problem when

the m-tuple instead of the triple is studied. The multi-index assignment problems

(including 3APs) are also NP-hard.
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In the context of multi-robot systems, the task assignment problem is known

as Multi-Robot Task Allocation (MRTA) problem [35, 75]. In general, multi-

robot task allocation problems are more complicated than classical assignment

problems, because some extra factors must be handled, such as uncertainties,

decentralized team organization and more complicated task setting. The study of

multi-robot task allocation problems has become more and more important in the

recent twenty years and works on it are widespread and varied. Most works on it

have been focusing on the construction and validation in one or more application

domains and varied in many ways, for instance, team size, team composition,

communication topology and application domains.

The work of Gerkey et al. [35] presents a formal analysis of MRTA problems and

provides a domain-independent characterization based on three axes:

1. Single-Task robots (ST) vs. Multi-Tasks robots (MT): ST and MT differ

according to whether some robots can execute multiple tasks simultaneously

or not.

2. Single-Robot tasks (SR) vs. Multi-Robot tasks (MR): SR and MR differ

according to whether some tasks require multiple robots or not.

3. Instantaneous Assignment (IA) vs. Time-extended Assignment (TA): IA

and TA differ according to whether tasks can be re-assigned or not. Tasks

of IA can only be allocated once, compared to TA, the future assignment is

available due to the lack of the information or because tasks will arrive over

time.

A particular MRTA problem can be described by a triple of tree axes with their

work. For example, the optimal assignment problem [31] is classified as an ST-

SR-IA problem by using this taxonomy.

Although the categorizations in this work cover most of MRTR problems, there

are still some problems that can not be included in this taxonomy, for example,

the problems in which costs are dynamic and can vary during the runtime. Unfor-

tunately the multi-robot materials flow problem that is dealt with in this thesis is

an instance of such difficult problems. The travel cost of a certain station depends

on how many other robots move to the same station at the same time, i.e., the

travel cost is associated with the multi-robot motion planning problem. Obviously,

such a problem is at least as difficult as a ST-SR-TA problem, which is a strongly

NP-Hard problem [11].
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There are several different approaches for solving MRTA problems, which range

from simple greedy algorithms to auction-based approaches, emergent coordination

techniques and fully distributed strategies.

The greedy algorithm [2] is the simplest algorithm widely used for task assignment

problems as well as many other problems. The greedy algorithm is an iterative

procedure which, at each iteration, takes the best choice at hand with the hope to

find a solution that is good enough at the end of the procedure. But because greedy

algorithms use a locally optimal strategy, the greedy algorithm based approaches

often fail to find a global optimum.

Auction-based approaches [7, 19] inspired by sales auctions are another widely used

method for task assignment problems. The basic idea of auction-based approaches

is to build a price-based task market with a network protocol to find the high-

est bidder. The auction-based approach is firstly used for single task assignment

problems. Many modifications and extensions are made to deal with multi-task

problems. There are two main sub-categories of auction-based approaches: cen-

tralized and distributed. In centralized approaches, all tasks are assigned via a

central unit. In distributed approaches, instead of a central unit, a consensus

algorithm will be applied to assign tasks.

Biologically inspired emergent coordination approaches are very attractive to dy-

namic MRTA problems [63]. The approaches are based on local information and

interactions, and individual robots coordinate their actions only through their in-

teractions with each other or with the environment. There is no need for explicit

negotiations between robots, and neither are direct communications necessary.

“However, emergent systems tend not to be amenable to analysis, with their exact

behavior difficult, if not impossible, to predict” (Gerkey et al. [35]).

Sub-grouping strategies [58] attempt to reduce the complexity of task allocation

problems by subdividing problems into small subgroups. A global solution is made

out of the proposed local solutions that are found in subgroups. In this approach,

it is not easy to obtain a global optimal solution. Increasing the size of subgroup

or restarting the searching at a specific decision circle will help solve the small to

medium size problems. However, for large problems, to overcome local optimality

is time-consuming and inefficient.

As mentioned above, the multi-robot materials flow problem described in this

thesis is strongly NP-Hard. That means, there are even no known good approxi-

mation algorithms for such problems. Given the difficulty of the problems, we will
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not attempt to solve it directly or exactly, but try to facilitate a even distribu-

tion of robots among stations in order to achieve a gut overall performance of the

system.

The rest of this chapter is organized as follows: Section 2.2 reviews some related

works about MRTA approaches. Section 2.3 describes our technique in detail.

Section 2.4 demonstrates the experiments and results of our approach. Section 2.5

concludes our method and future work.

2.2 Related Work

Tovey et al. [109] present a decentralized auction-based approach for the multi-

robot exploration task. Their research focuses on the systematic generation of

bidding rules that determine, how a robot locally computes its bid so that a better

performance for a particular global objective can be achieved. They demonstrate

it by deriving bidding rules for three team objectives of a multi-robot exploration

task: minimizing the total energy consumption, minimizing the task-completion

time or minimizing the average target-visit time. Their experiments show a good

performance compared to the optimal performance.

Zlot et al. [121] present a decentralized auction-based approach for multi-robot

exploration task which applies multiple robots to collect relevant information from

an unknown or partially known environment. At the beginning of exploration, each

robot generates a list of goal points by using some strategies (Random, Greedy or

Space Division) and plans a path to visit this goal. Next, during the exploration

robots try to improve their plan via an auction mechanism continuously so that

each goal will be assigned to a better-suited robot through negotiations. After the

auction the goals in the list that a robot has are in most cases best-suited for this

robot, namely, this robot can explore these goals most efficiently. Robots can also

share information about which regions have already been visited or not. Their

approach is completely distributed in that the exploration can still be carried

out if some of robots lose communication or even fail completely. They have

shown experimentally with a four-robot team that the exploration efficiency was

improved by a factor of 3.4 by allowing the robots to negotiate using the auction

mechanisms.

Choi et al. [64] present two decentralized consensus-based algorithms for single-

and multi-task-assignment problems, respectively. The algorithms consist of iter-

ations between two phases. The first phase is the auction process for decentralized
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task selection by using greedy algorithms. The second phase is the consensus pro-

cess for decentralized conflict resolutions from the first phase by using a consen-

sus strategy. They introduce firstly a so-called consensus-based auction algorithm

(CBAA) for the single-task-assignment problem and then extend it to a consensus-

based bundle algorithm (CBBA) for the multi-task-assignment problem in which

a sequence of multiple tasks is assigned to each robot. They demonstrate experi-

mentally that their methods achieved good performance and quick convergence of

the proposed methods compared with an existing sequential auction algorithm.

Gerkey et al. [34] present a decentralized auction-based allocation system called

MURDOCH, using a simple auction protocol to allocate tasks and a resource

centric, publish/subscribe messaging model for inter-robot communications. The

resource centric, publish/subscribe messaging model is an instance of the anony-

mous communication. “A data producer simply tags a message with a subject

describing its content and ‘publishes’ it onto the network; any data consumers

who have registered interest in that subject by ‘subscribing’ will automatically

receive the message. Data producers need not have any knowledge of which con-

sumers, if any, are receiving their messages and vice versa [34, Section V].” The

auctions protocol is a simple distributed contract net protocol that allocates tasks

via a sequence of first-price auctions. They test and validate the MURDOCH

approach in two domains: a loosely coupled multi-robot object-tracking task with

8 Pioneer 2-DX mobile robots and a tightly coupled multi-robot box pushing task

with 3 Pioneer 2-DX mobile robots. They show empirically that such decentralized

auction-based allocation mechanisms can be viable and effective for coordinating

physical multi-robot systems.

Liu et al. [65] present a distributed auction-based approach for ST-SR-IA prob-

lems which produces a optimal solution with strongly polynomial time. In contrast

to the conventional auction approaches in which a price escalation is encouraged

by bidders, in this approach a price escalation is instigated by a so-called mer-

chant who selects the pricing policy to steer purchasing behaviors of bidders. The

computation and communication are distributed and can be decentralized and im-

plemented for real robot systems without losing the global optimality. The time

complexity of this method is O(n3 lg(n)) which is very close to the fastest cen-

tralized algorithms O(n3) where n is the number of the robots and in the case of

ST-SR-IA problems, n is also the number of tasks.
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2.3 Distributed Multi-robot Task Allocation

In this section, a novel approach to assign a set of mobile robots to a set of trans-

portation tasks in an industrial environment will be introduced and analyzed. A

transportation task is defined as the delivery of an object from a source station to

a destination station. The objects will arrive at the different source stations over

time and a mobile robot can only carry one object at once. Source and destination

stations are placed in different locations in the environment and it is not neces-

sary to have a global communication. Robots have only limited communication

range and a mobile peer-to-peer network will be built to support communications

between robots.

Robots are either mobile, which can move autonomously in the environment, or

stationary, which will be fixed at some place and be used as a loading or unloading

station. Both mobile and stationary robots have been equipped with a conveyor

system which can load (unload) a crate automatically. Transportation tasks are

expected to arrive over time among stations with different rates.

The goal is to find a dynamic assignment of mobile robots to tasks so that the

average delivery efficiency of all stations during the entire transportation process

can be optimized. But as is already mentioned in the introduction, the travel

costs of deliveries depend also on the multi-robot motion planning problems and

therefore are dynamic. The optimal solution in this situation is computationally

intractable for large problems. Therefore, instead of searching a optimal solution,

we try to distribute the robots among stations as evenly as possible. The rationale

behind this idea is that on one hand the more transportation tasks a station has,

the more robots this station needs; on other hand, the more robots are assigned

to this station in the same period of time, the higher the travel cost to this station

will be. Because the capacity of a road is limited, high traffic demand of robots

will slow the speed of the traffic stream, especially in the vicinity of a station.

In the worst case, it can result in some congestion. The first factor will increase

the delivery efficiency of a station and the second factor will decrease the delivery

efficiency of a station. Therefore, it is a good trade-off in most situations to

facilitate a fair distribution of robots among stations. The formal definition of the

delivery efficiency of a station will be given in the section 2.3.1.1.

In the following section, we will describe in depth how a even distribution can

be achieved with the help of a so-called Distributed Heterogeneous Hash Tables



Chapter 2. Distributed Multi-robot Task Assignment Problem 12

(DHHT). Furthermore, other key points, such as how to build a mobile peer-to-

peer network and how to keep it intact, and how to maintain transportation tasks

within the network, will be described in detail in this section.

2.3.1 Distributed Heterogeneous Hash Tables

The goal is to assign a set of robots R1, R2, . . . , Rm to a set of stations S1, . . . , Sn

as evenly as possible, which is very similar to storing a set of data elements to

a set of slots. The hash table is a widely used data structure to store and to

retrieve data efficiently. The main idea of the hash table is to use a so-called

hash function to map an arbitrarily large domain to a small set of index values.

Specifically, a hash function computes a so-called hash value from a search key

of a given data element. This hash value is correspondent to an index of a slot

and the data element then can be located directly with the computed hash value

in the hash table. Note that in general, the domain of a hash function is larger

than its range, e.g., the number of data elements is larger than the number of

slots. So the mapping of keys into the hash range is normally not bijective, which

means different keys can be mapped into the same hash value, i.e., different data

elements can be stored in the same slot.

Since the hash value can be computed very efficiently, the hash table is a highly

efficient data structure for a large set of data. But if the number of the slots

varies (addition or removal of slots), the hash table needs to remap almost all keys

to the slots, which also means that almost all data elements need to be moved.

When such changes occur quite often, the hash table is rather inefficient. Karger

et al. [52] introduce a so-called consistent hashing to overcome such drawbacks.

They motivate the consistent hashing by data replication problems on the Internet:

the server distributes objects among the caching machines to reduce the load, and

clients use a hash function to retrieve a specific object from the caching machine.

It happens very plausible on the Internet, that some caching machines can join or

leave the network at any time.

Consistent hashing solves this problem in such a way that in addition to the

mapping keys with a hash function, slots are also mapped to the same hash range

by using an appropriate hash function. One hash function is used for slots to

determine the boundaries of intervals and an other hash function is used for data

to map the search key to the correct interval, namely corresponding slots. Note

that these two hash functions are not necessarily identical, only the ranges of

both functions must be identical. The range of hash functions is actually an
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abstract keyspace, which is splited by slots with a partitioning scheme. Each slot

is responsible for a continuous interval in the keyspace, whereas in the conventional

hash table, each slot is only correspondent to a single hash value. For example,

the concept of consistent hashing can be visualized on a circle. Several slots

partition the circle into several segments, with each slot is responsible one of these

segments. A object is assigned to a slot, if the hash value of this object falls into

the segment of this slot. With this property, when a slot is added, it takes over a

part of the interval from the adjacent slots and builds its own interval. When a

slot is removed, its interval is taken over by adjacent slots. In both cases, all other

intervals remain untouched, thus only these data elements which are mapped to the

changing intervals need to be reassigned to the corresponding slots. So consistent

hashing can minimize the disruption when the size of hash table changes, and it

allows the hash table to scale to extremely large numbers of slots and to handle

continual slots arrivals and departures. This feature is called consistency.

In the naive version of consistent hashing, slots partition the keyspace normally

not evenly, which can lead to a problem, that data is not evenly distributed among

slots. Karger et al. proposed a solution in their work that each slots is represented

by k virtual slots (copies) which are ramdonly located to multiple locations on the

keyspace. They prove that when k is the logarithmic of the number of slots, the

data elements are with high probability evenly distributed over all slots. This

feature is called balance. Stoica et al. [101] have also shown this feature in their

work “Chord”, when a sufficient number of copies of slots is used.

With consistent hashing, a change of slots causes only local maintenance of the

hash table. This means that each slot does not need to have complete information

about entire hash table, but just needs to maintain a set of links to its direct

neighbors. These links together form the routing table which can be used to locate

a certain slot. So the consistent hashing is mainly designed to solve Distributed

Hash Table (DHT) problems. In the conventional DHT, slots are homogeneous

and the different properties of slots, such as the size of storage and transmission

bandwidth, are not considered. So Schindelhauer et al. [91] introduce a Weighted

Distributed Hash Tables (WDHT) as an extension. They have deployed weighted

consistent hashing to deal with the heterogeneous properties of slots. Every slot

comes with a positive weight and a data element is assigned to a slot according to

its relative weight. They present two methods which are called the Linear Method

and the Logarithmic Method and proved that both of them can achieve a weighted

balance.

The task assignment problem with which we are confronted in this chapter is

strikingly similar to the WDHT. We want to assign robots to stations as evenly
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as possible, while a station can join or leave at any time and the number of trans-

portation tasks on each station can vary. So inspired by WDHT, we introduce

so-called Distributed Heterogeneous Hash Tables (DHHT) to handle our assign-

ment problem.

More formally, we assign a set of robotsR1, R2, . . . , Rm to a set of stations S1, . . . , Sn

with weights w1, . . . , wn under the constraints that balance and consistent prop-

erties of the WDHT are met. Moreover, considering the fact that the delivery

time of a transportation task depends mainly on the distance between the robot

and station, we add a extra constraint that a robot should be considered to be

assigned to those stations which are close to it. We define this constraint as the

locality property.

In DHHT, a weighted consistent hashing scheme is used to assign robots to sta-

tions. The keyspace is defined as a two-dimensional space S which is the area

used by the robots. A relative simple hashing function maps robots and stations

to their true positions in S. The robots are uniformly randomly distributed in

this space S, whereas the stations are selectively distributed in the same space

according to the need of productions. The linear DHHT assigns a robot Ri to a

station Sj, if Sj minimizes the weighted distance
||Ri−Sj ||

wj
, where ||Ri−Sj|| denotes

the Euclidean distance between the position of Sj and the current position of Ri.

With a logarithmic distance measure, the logarithmic DHHT assigns a robot Ri

to a station Sj, if Sj minimizes the weighted distance
ln(1+||Ri−Sj ||)

wj
.

If a single station is added or the weight of a station is increased, robots will be

reassigned from other stations to these stations. The swapping of robots between

other stations is not necessary. Similarly, if a station is removed or the weight

of a station is decreased, only this station will free up robots for other stations.

So both DHHTs preserve the consistency. The locality is followed by the linear

(logarithmic) distance measure used to assign a robot. The shorter the distance

between the station and this robot, the lower is the weighted distance of this

station.

The situation is much more complicated for keeping the balance which is the most

important feature of our approach, because we want to get a even distribution of

robots among stations. It is known that this scheme approximates the weighted

balance if the stations are randomly distributed in the space [52]. In this case, each

station receives a fair share of wi∑
j wj

robots. But this assumption does not hold

in our problem. One can try to use multiple copies of slots to solve this problem

as mentioned above. However, this does not help in our case because using copies

will destroy the locality property.
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If we permit the use of placeholder values w′1, . . . , w
′
n for the weights in the DHHT

which do not necessarily reflect the desired weighting w1, . . . , wn, a balanced dis-

tribution can be achieved.

Theorem 2.1. For any placement of stations S1, . . . , Sn and for all w1, . . . , wn > 0

there exists a choice w′1, . . . , w
′
n for the linear and logarithmic DHHTs such that the

probabilities for a given robot with random placement pi(w
′
1, . . . , w

′
n) to be assigned

to Si is wi∑
j wj

.

It is proved that such a choice of weights exists [103] and we will use an iterative,

heuristic method to approximate such weights. Additionally, the simulation shows

that for non-random locations in two-dimensional environment the logarithmic

DHHT performs better. The final version of the DHHT used in this thesis is

defined as follows:

The DHHT assigns a robot Ri to a station Sj,

if Sj minimizes the weighted distance
ln(1 + ||Ri − Sj||)

wj
.

2.3.1.1 Station Status Information and Weight

As mentioned above, there exists a choice of weights so that for non-random po-

sitions of stations a balanced distribution can be achieved. We use an iterative

heuristic method to appropriate such weights. At first, we define a so-called Sta-

tion Status Information (SSI) to represent the current status of each station, and

then, we show, how to compute such a weight for each station.

The SSI consists of a tuple 〈t, NQ, NC , Ndelivered, e〉, where t is a time stamp in-

dicating the freshness of the information, NQ the current queue length of tasks,

NC the number of robots currently assigned to tasks in the queue, Ndelivered the

total number of crates delivered, and e a value expressing the station’s current

delivery efficiency. Note that Ndelivered has to be bounded by a time window. In

our implementation we consider the total number of delivered crates within the

last 20 minutes.

We define the throughput rate Tr as the number of tasks currently dispatched

per time unit by a station. The maximal throughput rate Trmax is given by the

minimum between the number of crates arriving at the loading station per time

unit (which has to be sampled), and a constant k, where 1/k characterizes the

dispatching latency, i.e., the time needed by a robot docking with the loading
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station, loading the crate, and leaving it. Note that k can vary for each station,

for example, due to physical constraints. In our implementation we assume that

the k is the same for all stations. The delivery efficiency of a station i is then

defined by:

ei =
Tr

Trmax
. (2.1)

Therefore, delivery efficiency values close to 1.0 are typical for stations served by

robots sufficiently, whereas values close to 0.0 represent stations that have been

strongly unattended by robots. We have defined the delivery efficiency to be non-

zero and we are using this term as divisor later on. We define ei = 1.0 if Trmax = 0,

and ei = ε if Tr = 0, where ε is a positive constant close to zero.

Each station sends periodically a station status information (SSI) to the network

by using beacon messages. Each robot computes the up-to-data weights of all

stations with the help of received SSIs. How can such messages be propagated

and maintained in the network will be described in Section 2.3.2.

The weight wi of a station Si is then computed with respect to the latest SSI

received from the station as follows:

wi =
1

ei

NQ −NC

Ndelivered

. (2.2)

In Equation 2.2 the long-term demand 1/ei and the current queue length are main

influence factors on the weighting. Furthermore, we shrink the real queue length

according to the current amount of robots NC which are already assigned for the

station. Note that stations are immediately aware of the robots due to a so-called

request message from robots which declare their interests. The request message

will be described in Section 2.3.3. Consequently, they will increase NC leading

automatically to a different weighting and have thus less eligibility compared to

other stations.

2.3.2 Mobile Content-Addressable Network

We use an iterative heuristic method to approximate a even distribution of robots

among stations guided by the DHHT. In this process, the stations and mobile

robots build a decentralized peer-to-peer network in a two-dimensional space. This

structure is then similar to Content Addressable Networks (CANs) [86] that pro-

vide distributed hash table function to store data in the peer-to-peer network.

More precisely, in CANs peers are virtually placed in a two-dimensional square.
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Each peer is responsible for a local rectangle of the space and communicates only

with its direct neighbors. A data element is assigned to a peer by using a consistent

hash function.

Compared to CANs, our problem is defined in the true two-dimensional space,

instead of a virtual space. Moreover, mobile robots can change their positions

continuously in the space. Thus, we will refer our network specifically to a Mobile

Content-Addressable Network (MCAN).

2.3.2.1 Geographic Network Routing

In our setting, we assume that the robots and stations build a mobile peer-to-

peer network. The communication link between members in the network can be

automatically maintained whenever they are in the direct communication range.

The positions of stations are fixed and known in advance, and the positions of

mobile robots are also assumed to be known by applying some kind of localization

methods. Furthermore, robots exchange their positions with their direct neighbors

constantly, whenever the communication link is available. All messages including

SSIs, transportation tasks and so on should be delivered between mobile robots

and stations without any central infrastructure. But because of the limited com-

munication range and bandwidth, multicast is not feasible. Then, a geographic

routing scheme based on the true geographical positions will be used to forward

messages in our network [36, 69].

In our work, a simplified variant of the greedy perimeter forwarding routing

scheme [53] is implemented. Greedily, each robot forwards a message to its di-

rect neighbor with shortest distance to the destination (see Figures 2.1). If the

delivery of a message fails because of a failure of connections caused by moving

away of neighbors, the message is then delivered by using a backtracking mecha-

nism as a fall-back strategy. In this case, the backtracking mechanism selects the

next shortest path to deliver the message.

Routing efficiency can be improved by adapting the routing metric (Euclidean

distance) according to the signal strength. In this case, the robot with higher sig-

nal strength will be preferred by the routing scheme, since higher single strength

indicates a reliable connection which will reduce the delivery time of the mes-

sage. In the CAN the average path length has been estimated by O(n1/2) in

two-dimensional space for n peers. In our MCAN this might vary, because the

robots can be distributed unevenly in the space. In the worst case, the network

can be even divided into several parts. But this does not really pose a problem for
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(a) (b)

Figure 2.1: (a) Black dotted lines denote the direct connections between
robots in the MCAN. (b) Routing along the red dotted lines indicate the courses

from a mobile robot to a stationary robot (station).

us, because robots can use its mobility to deliver messages and as a side effect of

the mobility, the (long-time) receiving range of a robot is much larger than those

of static robots.

2.3.2.2 MCAN Construction and Maintenance

In this section, we describe how our MCAN is constructed and maintained. When

a robot is added to MCAN, it performs the following three-step procedure to

become a member of the network and to be assigned to its first task:

1. Search for the network. The robot randomly explores the physical space

until it meets the communication range of any other robot connected with

the network.

2. Receive station SSIs. The robot waits and collects station status messages

for a certain time.

3. Station selection. Based on the received station SSIs, the robot selects

a station as a contracting partner according to the DHHT, which will be

explained in Section 2.3.3.

Because of the mobility of robots, the network can be divided into several parts

or even become entirely disconnected. The latter situation is particularly the case

during bootstrapping, for example, when the first robot enters the environment.

Thus, network repairs are necessary in the MCAN. Assuming that the robots

know the map of the environment and the list of existing stations in advance, a

simple mechanism can be used to repair the network. The time stamp ti in the
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SSI message can be used to measure the age of a message. Note that the age of

a SSI is defined as infinite, if it has never been received. If a robot receives an

incomplete set of SSIs, or even an empty set, it establishes a connection between

the network and a randomly selected station from this set by moving into the

station’s direction. Consequently, new SSIs will be spread over the network after

the connection has been (re-)established. Furthermore, robots cache copies of the

messages and use its mobility to deliver messages. This technique is known as

delay tolerant routing [47].

2.3.3 DHHT-based Task Allocation

Mobile robots which initially join the network or just finish a previous task, have

to be (re)assigned to new tasks. This is carried out by, firstly, deciding a station

based on the DHHT, secondly, sending a task request message REQ to the selected

station, and thirdly, moving towards the station and negotiating for a specific task

when within direct communication range with the station. The REQ messages

are forwarded using geographic routing scheme described in Section 2.3.2.1.

For the first step, the final version of DHHT described in Section 2.3.1 is applied

to select a station for a robot, for which the weight of each station at first com-

puted via the Equation 2.2 described in Section 2.3.1.1. Afterwards, the weighted

distance for each station with respect to a robot Ri is computed by:

Dij =
ln (dij)

wj
, for dij > dmin (2.3)

where wj denotes the weight of a station Sj, dij the distance between the robot

and station, and dmin a minimum radius around the station which should be larger

than 1. The dij can straight-forwardly be computed by the Euclidean distance.

However, because the environment can be arbitrarily disconnected with obstacles

and walls, this distance metric is an inaccurate estimate. Therefore, dij is com-

puted by the real travel distance from the robot to the station, which is estimated

by a Voronoi Graph [15] computed on the grid map of the environment in advance.

Finally, the station Sj with the shortest weighted distance Dij is selected for the

robot Ri and the robot moves to this station. When the robot is arriving in the

vicinity of this station, it tries to allocate a new task from this station with a

contract net protocol [97]. After the successful allocation of a task, this station

decreases NC and NQ by one.
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(a) (b)

Figure 2.2: Visualization of min(Di) for two different situations on the small
map. Weighted distances Di of each station i are depicted by a specific color.

For each location the minimum Di is drawn.

Figure 2.2 visualizes the effect of Equation 2.3 in two situations. Each station gov-

erns a different region for assigning mobile robots. In the specific situation shown

in (a) all stations were simulated with a same rate of package arrivals (4 crates

per minute), whereas in (b) 6 stations were simulated with a high rate (5 crates

per minute), and 6 others with a low rate (2 crates per minute). Consequently, in

(a) station areas are evenly distributed, whereas in (b) some stations have more

influence than others.

2.4 Experiments and Results

This approach has been evaluated both in simulation and in a real-world scenario.

In the simulation the system is simulated by the USARSim (Unified System for

Automation and Robot Simulation) [14] framework and in the real-world scenario

three KARIS robots are used in the experiment. The method is tested according

to its convergence behavior towards a fair robot distribution among the stations,

and the system stability with regards to rapid changes, such as a change of the rate

of package arrivals of each station, and the situation that some robots suddenly

fail.

Note in this chapter we do not handle the MRMP problem and assume that this

problem is solved by the prioritized multi-robot path planning method [6] discussed

in Chapter 4. The focus of this chapter is to evaluate the MRTA approach.
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2.4.1 Simulation Results

The proposed approach is evaluated with up to 18 robots in the 3D-simulation

simulated by the USARSim framework. USARSim is an extension of the game

engine of the computer game Unreal Tournament 2004, and is particularly tailored

for simulating heterogeneous robot teams in the context of urban search and rescue

(USAR) and automation.

The game engine of UT2004 is utilized to simulate robot navigation and sen-

sor perception in 3D. Several authors validate the simulator with respect to its

reality-closeness [4, 46, 89]. In our experiments, the algorithms controlling robots

in USARSim are also used in real systems. Our experiments are conducted by

running in parallel two 8-core Intel Xeon CPUs (2.66GHz), two Dual-core Intel

Xeon (3.06GHz), one Dual-core (2GHz), and one Intel Core2Duo (3GHz).

Figure 2.3 (a,c) depict two environments with virtual loading stations used for

testing our approach. Figure 2.3 (b,d) depict grid maps generated from these

environments with superimposed Voronoi graph utilized for the distance metric.

Figure 2.3 (e) depicts a environment created according to the layout of one of

the production halls from a larger company, Figure 2.3 (f) depicts the grid map

generated from the environment with superimposed Voronoi graph.

The wireless simulation server (WSS) [79] is applied in the experiments, which

can simulate signal path attenuation of wireless network transmission between

the peers. Therefore, robots which are far from each other or separated by walls

experience signal loss, for instance, are impossible to communicate directly with

each other.

The arrival of crates at loading stations is modeled by a Poisson distribution.

Each station is characterized by the rate of package arrivals which is the average

number of packages λi arriving within one time unit. With each time step of

the simulation, the amount ki of packages generated at station i is stochastically

drawn from:

Pλi(ki) =
λkii
ki!
e−λi , (2.4)

Likewise to an assembly line in the real setting, arriving crates are kept in a vir-

tual queue attached to each station. Note that in our experiments every station

is initiated with a number of tasks in advance. Therefore, the virtual queue is

not empty at the beginning of the experiments. Each time the oldest crate from
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(a) (b)

(c) (d)

(e) (f)

Figure 2.3: (a,c) Simulated environments in USARSim. (d,e) Generated grid
maps for localization and planning with superimposed Voronoi graph (red).
Maps are denoted as (a) Small factory, (c) Big factory and (e) Company map.

the queue is automatically loaded by a robot which has already been docked with

the station, and will be delivered to its destination by this robot. The destina-

tions of crates are drawn stochastically from a Gaussian distribution with mean

µ = (sx, sy) according to the station’s location, which means that these stations

are close to the source will be chosen with higher probability than others. This
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Table 2.1: Simulation Results DHHT & Baseline

Small factory Big factory Company map

Base Eff. [%] 0.64± 0.27 0.41 ± 0.27 0.8±0.11
DHHT Eff. [%] 1.0± 0.02 0.64 ± 0.03 1.0±0.0
Base Deliv. [#] 115.2± 44.0 77.4 ± 46.0 155±22.2

DHHT Deliv. [#] 178.6± 1.6 151.4 ± 9.6 177.1±1.2
Base WCTD [min.] 71.6 50.1 75.6

DHHT WCTD [min.] 3.3 16.2 2.4

simulates the situation in a real plant where correlated products are located more

likely close to each other.

2.4.1.1 Efficiency and Convergence

We compare the proposed DHHT-based task allocation method with the straight-

forward solution denoted by Baseline. The baseline is to assign robots, according

to their spacial distance, to stations. Robots receive task offers from all stations

and make a decision for the station with the shortest distance. Note that in general,

the baseline method does not automatically lead to the situation where robots

only work for a subset of stations. Because of the Gaussian distribution of the

destinations of crates, after some time some robots might reach any station when

accomplishing delivery tasks with far destinations. However, it is not guaranteed

that they assign themselves evenly to the stations. Some stations can still be

disadvantageous due to their location.

Table 2.1 shows the average delivery efficiency over all stations (Eff.), the total

number delivered packages (Deliv.) and the worst-case time-delay of the deliv-

ery (WCTD). The delivery efficiency of a single station is calculated with the

equation 2.1. As we can see from the results, the DHHT-based method reaches

a higher average delivery efficiency (DHHT Eff. 1.0, 0.64, and 1.0), , whereas

the average delivery efficiency of the baseline (Base Eff.) is only 0.64, 0.41, and

0.8 respectively. The total number of delivered packages (Deliv.) of our method

are also better in comparison to the baseline. Furthermore, the lower standard

deviation of Eff. and the better WCTD of our method indicate that the robots

are more evenly distributed among the stations then that in baseline. This can

be clearly seen from the figures 2.4 (Small map) and 2.5 (Company map), which

show the delivery efficiency of each station over time. In our method (figures (b)),

stations are receiving a fair share of robots during the running, which means that

our method has a better degree of fairness. Note that sometimes the delivery
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efficiency is bigger than 1.0, due to the fact that the virtual queue of stations is

initiated with a number of tasks.
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Figure 2.4: Efficiency of all 12 stations over time on the Small map. Each
color denotes a single station. (a) Baseline approach, and (b) DHHT approach.

2.4.1.2 Adaption to sudden changes

Within another series of experiments we evaluate the behavior of our approach in

case of sudden changes, for example, the rate of package arrivals changes or some
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Figure 2.5: Efficiency of all 8 stations over time on the Company map. Each
color denotes a single station. (a) Baseline approach, and (b) DHHT approach.

robots crash. Note that all experiments are repeated for several times. Figure 2.6

depicts the delivery efficiency of stations over time. After 30 minutes the rate of

package arrivals at each station is suddenly changed. Instead of λ = 8 we change
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for 6 stations λ to 10 and for the other 6 stations λ to 4. The result show that

after the change, the delivery efficiency of stations with lower rate increases and

the one with higher rate decreases. However, after some time all stations converge

to an evenly distributed delivery efficiency as enforced by our method.
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Figure 2.6: Adaption after rapid throughput change. For the first 30 minutes
all 12 station were running at λ = 8, and from then on 6 with with λ = 10 and

6 with λ = 4

Figure 2.7 depicts the result from an experiment where the number of robots has

been suddenly decreased. We run 18 robots on the small map and simulate a robot

crash by removing 10 of them after 30 minutes. The figure suggests that the team

did react on the change, namely all stations are continuously visited by robots.

Obviously, the overall delivery efficiency (mean) and the overall fairness (standard

deviation) decrease slightly due to the change. The fairness has to decrease since

the reduced set of robots is forced to cover longer distances on the map in order

to serve all stations.

2.4.2 Real-World Results

Finally, we conduct real-world experiments with three KARIS [42] robots (see

Figure 2.8). The second prototype of the KARIS robot has a size of 50× 50× 45

(length x width x height) cm with a payload of 60 kg. The robot is equipped with
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Figure 2.7: Adaption after a sudden break-down. For the first 30 minutes the
system was running with 18 robots, then, we intentionally crashed 10 of them.

a holonomic drive to facilitate docking behaviors. For the purpose of autonomous

navigation, the robot is equipped with two SICK S300 laser range finders (LRFs)

mounted in two opposing corners, wheel odometry, and an inertial measurement

unit (IMU). The navigation system used in this experiment is based on A* [88]

planning on occupancy grid maps which is generated from the data collected by

once steering a single robot manually through the environment. We use Monte-

Carlo localization [18] with wheel odometry, IMU, and range readings from the

two LRFs to localize the robot on the occupancy grid map.

Stations are simulated in the same way as described in Section 2.4.1. In all experi-

ments the robots run autonomously more than five hours in total without causing

collisions or dead-locks. They finish the transportation tasks for up to four sta-

tions, with one station placed relatively far from the others. Figure 2.9 depicts

the map of the testing environment with stations marked as circles. The coloring

shows the weighted distance computed for each station. In the particular moment

indicated in the figure, station 1, located on the far left end, has the strongest

influence (dark orange) on the robots due to the fact that DHHT balance its outer

location.

Table 2.2 summarizes the results from two different settings. As can be seen, the

DHHT assignment reaches a fairer distribution (standard deviation) and a smaller



Chapter 2. Distributed Multi-robot Task Assignment Problem 28

Figure 2.8: The second prototype of KARIS robot.

Figure 2.9: Map of the real-world scenario and visualization of min(Di). The
far-off station on the left side (dark orange) has the highest demand for robots.

worst-case time-delay of deliveries.

Figure 2.10 depicts the delivery efficiency over time, which is also more evenly

distributed here when the DHHT-based method is applied. In real-world exper-

iments, it is also noticed that the system reacts appropriately to changes, i.e.,

it redistributes its resources. For example, in one situation, a robot runs out of

power, and in another we increase the travel time to one station by blocking the

path.
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Table 2.2: Real-World Results DHHT & Baseline

Three stations Four stations

Base Eff. [%] 0.69± 0.1 0.74 ± 0.24
DHHT Eff. [%] 0.76± 0.05 0.9 ± 0.09
Base Deliv. [#] 36.3± 4.9 20.3 ± 6.5
DHHT Deliv. [#] 24 ± 1.6 25.5 ± 2.7
Base WCTD [min.] 20.1 18.3
DHHT WCTD [min.] 14.5 10.5
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Figure 2.10: Efficiency of all 3 stations over time in the real environment. (a)
Baseline approach, and (b) DHHT approach.
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2.5 Conclusion

In this chapter, we introduce a novel approach, called DHHT, to solve the tasks

allocation problem in intra-logistics domains. The goal is to assign robots to a set

of transportation tasks offered by stations. The assignment of a robot to a task

is divided into two steps in our approach: firstly, a robot is assigned to a station

by using the DHHT method. Then, the robot gets a specific transportation task

from this station with the help of a contract net protocol. The robots build a

Mobile Content-Addressable Network (MCAN) and in the MCAN all messages

are delivered via a so-called geographic routing scheme.

Our approach is completely decentralized, which means that it needs no central

server to coordinate the communication or the task allocation. Only robots and

loading stations carry communication devices and all necessary communications

are performed by the robots and the loading stations. Therefore, our approach is

applicable in many production environments with no necessity of installing addi-

tional hardware infrastructures. Moreover, due to the decentralized structure of

the algorithm, the system is robust, fail-tolerant and scalable. Failures of some

robots or adding further robots during the runtime has only marginal influence on

the system, and the changing demands of stations can be easily adapted by the

system. Besides the theoretical findings for the allocation mechanism, we eval-

uate our approach in both simulation and real world. The experimental results

from the simulation and real world have shown that our approach reaches a fair

distribution of robots among stations under several different constraints, and thus

achieves the higher delivery efficiency of the transport system.



Chapter 3

Localization in Dynamic

Environments

3.1 Introduction

Localization is one fundamental problem in mobile robotics. Autonomous naviga-

tion requires that at first a mobile robot can determine its position in an environ-

ment. In outdoor scenarios, one can use an accurate global position system (GPS)

sensor to solve the localization problem. But the existing GPS network provides

only limited accuracy which is not good enough for some small-scale robots or ap-

plications. Furthermore, GPS technologies cannot function indoors. So the more

common way is to use sensors to perceive the environment and to build a map,

then to identify a robot’s position relative to that map. There are a wide variety

of sensors used to acquire information about the environment, for example, tactile

sensors to detect physical contact, active ranging sensors to measure distance to

nearby objects, vision-based sensors to analyze light intensity or color values [94,

Chapter 4]. In consideration of the noise level and the cost, a 2D laser range finder

is used in our work to perceive distance information in indoor environments.

Depending on what is known about the environment at the beginning, the lo-

calization problem can roughly be divided into two main types: localization in a

known environment and localization in an unknown environment. Localization in

an unknown environment is commonly referred to as Simultaneous Localization

and Mapping (SLAM) [39, 72] problem. In this thesis, we assume that the envi-

ronment is known and concentrate on the problem of keeping track of a robot’s

location within the map. There are several ways to represent the environment.

31
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Map representation can usually be divided into two classes: continuous represen-

tations and decomposition strategies. Choosing a particular map representation

is normally dual of the problem of the representation of the robot’s configuration

space and the sensors. For the robot equipped with range-based sensors, the most

common map representation is the fixed decomposition strategy. One very popular

version of this strategy is known as the occupancy grid map [73]. In this strategy,

the environment is represented as a discrete grid, where each cell is of the same

size and is either occupied by a part of an object or free. According to the re-

quirements of accuracy, the size of the cell can be enlarged or reduced. Therefore,

the size of the map is dependent not only on the size of the environment but also

on the fine degree of cells, and it can be very large compared to continuous map

representations. In spite of that, the range sensor based localization can benefit

from this method, because the range values from the sensor combined with the

robot pose can be used directly to update the occupancy state of each cell. The

work throughout this thesis is based on the occupancy grid map representation.

For more details about the map presentation, please refer to [94, Chapter 5].

According to the knowledge of the initial robot pose, localization within a known

environment can be classified into three categories [107, Chapter 7]. The simplest

is the pose tracking problem, which assumes that the initial robot pose is given.

Localization seeks to correct small, but incremental odometry errors. The uncer-

tainty is local and restricted to a small region near the robot’ true pose. What is

more difficult is the global localization, where the initial robot pose is unknown.

The robot has to at first determine the initial pose and then keep track of its pose.

Since the determination of the initial pose cannot be guaranteed to be free from

error, the localization error can be arbitrarily large. What is even more challenging

is the kidnapped robot problem, in which an already localized robot is teleported

to somewhere else without being aware of it. This problem is more difficult than

global localization, because the robot is firmly convinced of a wrong belief of its

pose.

In static environments, many approaches have already been implemented to solve

the pose tracking and global localization problem successfully, for example, the

Monte Carlo localization [107, Chapter8]. By adding random particles in the sam-

pling process, a so-called augmented Monto Carlo localization can also solve the

kidnapped robot problem well. But real environments are rarely static, especially

some environments like intralogistic centers or production halls, are even highly

dynamic. Changes in such an environment occur continuously over time and can

be very huge after a while. The localization methods which do not take dynamic

influences into account can often fail in extreme cases.
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In this chapter, we consider the pose tracking problem in highly dynamic environ-

ments and introduce an effective and robust dynamic localization method. Similar

to SLAM, our method separates localization from the mapping process and up-

dates map when changes in the environment are detected. But it is worth noting

that our problem is different from the SLAM problem from two aspects: a map

of the environment is known at the beginning, and the environment is dynamic.

In the localization process, we apply a Monte Carlo localization method coupled

with a distance filter and a scan matching method to achieve a more robust local-

ization to overcome dynamic obstacles. In the mapping process, we take dynamic

influences and the state transition probability into account to extend a normal

sensor model [71], which leads to a more accurate mapping result. Combining lo-

calization with map updating, our approach achieves a more accurate and robust

localization in highly dynamic real environments.

The remainder of this chapter is organized as follows: in Section 3.2 we present

related work. Section 3.3 formally defines our problem of dynamic localization and

gives necessary background for Monto Carlo localization with the scan matching

and distance filter. Section 3.4 describes the dynamic mapping process and the

extended sensor model in detail. Finally, we evaluate our method for multiple real

world environments in Section 3.5.

3.2 Related Work

A common approach to deal with dynamic obstacles that only occur for short

periods of time is to treat them as outliers. Fox et al. [30] apply, among other

things, a distance filter to remove readings of a scan which are shorter than the

expected value and are therefore caused by an object that is not modeled. Inspired

by this work, we not only filter outliers which are shorter than expected, but

also detect those that are longer than expected during the localization. And

additionally, we use the information of outliers to update the map accordingly.

When changes take place irregularly and the map is being changed for a longer

period of time, a distance filter is not sufficient. Tipaldi et al. [108] show that even

if their SLAM algorithm is applied permanently and loop closure techniques join

different trajectories together, the generated map gets highly inconsistent and the

trajectory path is wrong. Thus, they treat the lifelong localization problem as a

multi-session localization and mapping problem instead. Their map is based on a

dynamic occupancy grid [71], which consists of a collection of individual cells mod-

eled with a hidden Markov model. The grid requires a state transition probability,
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corresponding to the (static) probability that a cell changes its state. Tipaldi et al.

separate the estimation of the robot trajectory from the map estimation and use

a particle filter to compute the robot trajectory, where each particle is associated

with its own map. They reduce the size of these local maps by exploiting prop-

erties of the hidden Markov model. However, since the number of the particles

required for global localization amounts to several thousand, memory management

still plays a key role.

Another way to achieve global localization is to use scan matching instead of

a particle filter. Recently, Olson [76] present a multi-resolution scan matching

method, which generates the same result as brute-force full resolution methods,

but runs an order of magnitude faster than previous approaches. This technique

is well-suited when the initial map of the environment is known.

Our approach also separates mapping from localization. We use a particle filter

localization method and apply scan matching afterwards, to improve the accuracy

of the estimated pose. However, we don’t associate a map to each particle. Instead,

we initiate a dynamic mapping process, to update the map if the uncertainty of

the estimated robot pose is low. This prevents map updates which are based on

wrong estimates. The updated map will then be used for upcoming the localization

process.

Other work on localization in dynamic environments represents dynamic objects

as explicit object models on the map. Anguelov et al. [3] extract dynamic object

snapshots in office-type environments from static occupancy grid maps acquired

at different times. They use an EM-algorithm [70] to learn two-level hierarchical

shape models, which links these object snapshots to generic shape templates of

several object classes. Similarly, Biswas et al. [8] also apply static occupancy grid

maps to extract object snapshots and use an EM-algorithm to learn object models

represented as local occupancy grid maps. Both of these methods have achieved

significant accuracy at modeling dynamic objects in environments. However, they

suffer from disadvantages of the off-line algorithms and the limited complexity of

objects.

Wang et al. [117] present two approaches to manage localization, mapping and

moving object tracking (SLAMMOT) simultaneously. In their first approach, all

objects (including robot pose) are modeled with a hybrid state model consisting

of a state and a motion mode. They compute a joint posterior over all objects,

similar to other SLAM methods [72]. But due to the required motion modeling

of all objects, this approach is computationally more complex and thus generally

does not suit real-time applications. In their second approach the estimation
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problem is decomposed into two separate estimators, namely, for stationary objects

and moving objects. They demonstrate that this satisfies navigation and safety

requirements in high speed autonomous driving applications in urban areas.

Gallagher et al. [32] present an online approach to deal with dynamic changes.

Their map consists of a static occupancy grid map and several lists of dynamic

objects. Dynamic objects will be detected and classified via laser observations

and recognized objects are saved in lists with positions and orientations. These

lists will be updated whenever the map is changed. They have shown that their

resulting map improves both localization and navigation.

In contrast to these explicit modeling approaches we integrate changes caused by

dynamic objects directly into the occupancy grid mapping, which leads to the

independence of our approach from the shape, type and complexity of dynamic

objects, and therefore attains its independence from the different type of environ-

ments as well.

3.3 Dynamic Localization

The problem of dynamic localization is to calculate the posterior distribution of

map configurations m1:t and robot poses x1:t up to time step t, given observations

z1:t, odometries u1:t, initial map configuration m0 and initial robot pose x0, i.e.

to estimate p(m1:t, x1:t | z1:t, u1:t,m0, x0). The major difference from the SLAM

problem is that m0 and x0 are prior distributions known in advance and that the

map configuration changes over time, since the environment is dynamic. Simi-

lar to SLAM, we can separate the estimation of the robot pose from the map

configuration, by using Bayes’ rule and the Markov assumption:

p(m1:t, x1:t | z1:t, u1:t,m0, x0) =

p(m1:t | x1:t, z1:t,m0, x0)p(x1:t | z1:t, u1:t,m0, x0).
(3.1)

Figure 3.1 describes the Bayesian network that models the factorization.

Afterwards, we have two separated problems, where p(m1:t | x1:t, z1:t,m0, x0) cor-

responds to the problem of mapping with known poses and p(x1:t | z1:t, u1:t,m0, x0)

corresponds to the localization problem. We will discuss the mapping problem in

Section 3.4 with prior concentration on localization.

We use a particle filter approach to solve the basic localization problem, and apply

a scan matching method to improve the accuracy of the estimated position. For
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. . . ut−2 ut−1 ut . . .

x0 . . . xt−2 xt−1 xt . . .

. . . zt−2 zt−1 zt . . .

m0 . . . mt−2 mt−1 mt . . .

Figure 3.1: Bayesian network of the dynamic localization problem.

scan matching, we employ the multi-layer searching technique by Olson [76] to

find the local maximum of the position within a limited region. Since this method

is extremely fast for small regions, we can substantially increase the accuracy of

the localization with requiring only a few computational resources. Additionally,

a matching score returned by the this process can be used as a parameter to

prevent updates of the map based on wrong estimates. Only if the score exceeds

a specific threshold, the map update step will be evoked. For our experiments,

this threshold is determined empirically. We will discuss other possibilities to

determine it in Section 3.6.

3.3.1 Distance Filter

To account for dynamic obstacles, a distance filter marks observations that are

shorter or longer than the expected observation as outliers. Originally, the distance

filter by Fox et al. is used to filter those readings of the laser scan that are shorter

than the distance expected from the map. Let d1, . . . , dn be a set of possible

distances and pm(di|xl) the probability of measuring distance di, if the robot is at

position xl. The probability that distance di is shorter than expected is defined

by

pshort(di|xl) =
∑
dj>di

pm(dj|xl),

based on the fact that this is equivalent to the probability that the expected result

of measurement is longer than di. Since the position xl is based on the current
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belief, we have to average over all possible positions of the robot:

pshort(di) =
∑
l

pshort(di|xl) · p(xl),

where p(xl) is given by our particle filter. Given pshort(di), we can now mark those

measurements di as shorter outliers, where pshort(di) exceeds some threshold γ.

And the shorter outliers will be rejected during localization.

Similar to shorter outliers, the probability that distance di is longer than expected

is defined by

plong(di|xl) =
∑
dj<di

pm(dj|xl),

and the average over all possible position we have is:

plong(di) =
∑
l

plong(di|xl) · p(xl).

We can then mark those measurements di as longer outliers if plonger(di) exceeds

some threshold γ. The longer outliers will not be handled during the localization.

But in the dynamic mapping process, both shorter and longer outliers will be

applied to influence the rate of the map updating. The details will be described

in Section 3.4.

We should mention here that Fox et al. precompute the distance to the closest

obstacle on the map for each possible robot location. However, since our environ-

ment is not static, we have to compute this distance on the fly. While this is the

main bottleneck of our distance filter, our approach still works well in practice.

3.4 Dynamic Mapping

The second problem to tackle is to compute the full posterior distribution of

p(m1:t | x1:t, z1:t,m0, x0). This computation is not only intractable, but also un-

necessary in practice, because we are only interested in the last configuration of

the map. Therefore, we use a Bayesian filter to recursively compute the marginal

distribution p(mt | x0:t, z1:t) for the current map mt.

A common approach is to decompose the problem into several one-dimensional

estimation problems [74, 106], with the underlying assumption that grid cells are

conditionally independent from each another. Therefore, we approximate p(mt |
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x0:t, z1:t) with
∏N

i=0 P (cit|zi1:t), where zi ∈ {hit,miss}, c ∈ {occ, free} and i =

1, . . . , N , N being the total number of cells.

To represent dynamic changes, we use dynamic occupancy grid maps introduced

by Meyer-Delius et al. [71], which apply the theory of hidden Markov models

(HMM) [85]. In the original work, the state transition model p(cit | cit−1) is assumed

to be stationary (i.e., the state transition probabilities do not change over time)

and can be learned offline or online. We adopt the same assumption and learn it

offline. We also adopt the sensor model introduced along with dynamic occupancy

grids, which takes two cases into consideration: a measurement ends up in a cell

(hit) or goes through it (miss). However, this sensor model does not consider

dynamics influences in the environment. The probability for a measurement miss,

given that a cell is occupied (i.e. cell state occ), is usually quite low, due to the

high accuracy of today’s laser range finders. But this probability should increase

when we know that some objects may disappear in the environment. Similarly,

the probability for a measurement hit, given that a cell is free, is usually very

low. But it should increase when we know that some objects may appear in the

environment.

To achieve this, we incorporate information about the transition dynamics of each

cell: sti is a boolean, time-independent flag that specifies whether cell ci is a static

cell, or whether objects may appear or disappear. For example, in a production hall

we might flag walls and machinery equipment as static, while hallways, movable

shelves and stock in a storeroom are flagged as dynamic. We may learn such

information offline, but usually we can also manually flag the map by studying a

layout plan of the facility. The second information we incorporate are the results

from the distance filter. We consider not only whether a measurement hits a cell ci,

but also if this measurement is regarded as an outlier: ẑit ∈ {hit,miss, hito,misso}.
Figure 3.2 represents the underlying HMM of our model.

As a result, we have to compute
∏N

i=0 P (cit|ẑi1:t, st
i). By applying the Bayesian rule

we get

P (cit|ẑi1:t, st
i) =

P (cit, ẑ
i
1:t, st

i)

P (ẑi1:t, st
i)

,

where P (ẑi1:t, st
i) is independent from the state of the cell. Therefore, we can

substitute it by a normalization constant µ, which leads to

P (cit|ẑi1:t, st
i) = µP (cit, ẑ

i
t, st

i).
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. . . cit−2 cit−1 cit . . .

Figure 3.2: Hidden Markov Model of the extended sensor model.

According to the Hidden Markov Model 3.2, the state of cell cit also depends on

the hidden variable cit−1. So by applying the forward algorithm, we get

P (cit|ẑi1:t, st
i) = µ

∑
ct−1

·P (ẑit, c
i
t, c

i
t−1, ẑ

i
1:t−1, st

i).

Applying the chain rule results in

P (cit|ẑi1:t, st
i) = µ

∑
ct−1

P (ẑit|cit, cit−1, ẑ
i
1:t−1, st

i)

·P (cit|cit−1, ẑ
i
1:t−1, st

i)

·P (cit−1|ẑi1:t−1, st
i) · P (ẑi1:t−1, st

i).

Due to conditional independence

P (ẑit|cit, cit−1, ẑ
i
1:t−1, st

i) = P (ẑit|cit, cit−1, st
i),

P (cit|cit−1, ẑ
i
1:t−1, st

i) = P (cit|cit−1),

we get
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P (cit|ẑi1:t, st
i) = µ

∑
ct−1

P (ẑit|cit, cit−1, st
i)

·P (cit|cit−1)

·P (cit−1|ẑi1:t−1, st
i)

·P (ẑi1:t−1, st
i).

Furthermore, P (ẑi1:t−1, st
i) is independent from the state of the cell, so it can be

substituted by another normalization constant η, which leads to

P (cit|ẑi1:t, st
i) = µη

∑
ct−1

P (ẑit|cit, cit−1, st
i)P (cit|cit−1) · P (cit−1|ẑi1:t−1, st

i).

This equation can be computed recursively: P (ẑit|cit, cit−1, st
i) corresponds to the

sensor model, P (cit|cit−1) corresponds to the state transition model and P (cit−1|ẑi1:t−1, st
i)

is the recursive call, where the base case is given by the initial map m0. Both the

sensor model and the state transition model can be learned offline beforehand, as

it is done in our experiments (cf. Table 3.1). It should be noted that parame-

ters of the extended sensor model influence the rate at which a cell may switch

its state. If the learned parameters are therefore unreasonable, they may lead to

inconsistency of the map.

Another advantage of the extended sensor model is that dynamics are not modeled

as explicit object models [3, 8, 39, 117]. Our model is independent from the shapes

and types of the dynamic objects. This allows us to apply the sensor model learned

for one environment to another environment, as we will see in our experimental

results.

3.5 Experimental Results

To evaluate our approach, we conducted a series of experiments in two real pro-

duction halls (PH1: 104m x 52m, PH2: 47m x 26m) and an intralogistic center

(LC: 137m x 99m) from three different companies. Changes in the environments

may be caused, for example, by forklifts or people moving storage boxes. We are

also confronted with more long-term structural changes, for example, the rear-

rangement of shelves. In each environment, we collected several data sets with a

mobile robot equipped with a SICK S300 laser range finder. Each data set consists
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m0

mt

Figure 3.3: Ground truth maps of collected data sets of PH1.

of raw odometry and laser data. Since all environments are dynamic, we have dif-

ferent environment settings for each experiment. We examine two data sets with

the most changes between the environments and use them to test localization and

mapping.

We apply a standard SLAM approach [38] to generate the initial map m0 based

on the first data set, and the ground truth (i.e. x1:t and mt) based on the second.

It has to be noted that this approach does not usually suit dynamic environ-

ments [108] well. However, during one recording of a data set, only few dynamic

changes occur. Therefore, the SLAM approach is a reasonable source for ground

truth. The state transition model for each map is based on the structure of the

environments. All three scenarios can be seen in Figure 3.3, 3.4 and 3.5. We

omit the odometry data for clarity; a noteworthy fact is that it is generally very

unreliable.
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m0

mt

Figure 3.4: Ground truth maps of collected data sets of PH2.

To learn the parameter set Θ of the extended sensor model we use four separately

recorded data sets. As we know the state transition model st, the initial map m0

and the ground truth mt and x1:t, we can generate the training set D = {di | di =

(cit−1, c
i
t, st

i, zit),∀i ∈ [1, S]} from each data set, S being the size of the data set.

The goal is to compute Θ, so that the probability P (D|Θ) is maximized:

arg max
Θ

P (D|Θ).

This problem can be solved by applying a maximum likelihood estimation (MLE)

algorithm, given that there is enough data available. Despite that our data sets

consist of millions of data points, we observe that some combinations of measure-

ments, cell states and state transition dynamics rarely occur. Therefore, we assume

a prior probability P (Θ) and utilize a posteriori probability (MAP) estimation [17]
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m0

mt

Figure 3.5: Ground truth maps of collected data sets of LC.
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Table 3.1: Learned parameters of the extended sensor model, denoted in %.

st ct−1 ct P (hit|ct−1, ct, st) P (hito|ct−1, ct, st) P (miss|ct−1, ct, st) P (misso|ct−1, ct, st)

1
occ

occ 86.365 1.289 7.126 5.220
free 7.955 8.721 71.494 11.830

free
occ 14.223 10.720 72.709 2.349
free 0.223 1.114 95.130 3.533

0
occ

occ 69.103 2.084 24.707 4.106
free 34.575 0.550 7.251 57.626

free
occ 7.190 43.211 48.979 0.619
free 15.208 14.684 57.694 12.413

to compute Θ:

arg max
Θ

P (D|Θ)P (Θ)

P (D)

= arg max
Θ

P (D|Θ)P (Θ).

With the assumption that P (Θ) is a Dirichlet Distribution, the optimal estimation

can be obtained from the following calculation

θi,j =
mi,j + αi,j∑
i(mi,j + αi,j)

,

in which mi,j is the number of samples with ẑt = i and (ct−1, ct, st) = j,
∑

imi,j is

the number of samples with (ct−1, ct, st) = j and αi,j as the hyper-parameters which

can be regarded as imaginary counts from the prior experience. The resulting

estimates are denoted in Table 3.1.

In the following section, we report localization and mapping results, based on 10

runs for each scenario. Global scan matching [76] is used to provide the initial

position of the robot.

3.5.1 Localization results

To verify the quality of localization, we consider maximal translation error and

maximal angle error. We consider a run as a success, if the translation error is

kept below 1.0 meter and the angle error below 25 degree. Otherwise we consider

it as a failure. Firstly, we compare our approach (DL) with two static localization

methods, namely, AMCL and AMCLDF , that do not update the map at run

time. AMCL is a standard localization method in the ROS package [84] which

implements the popular Monte Carlo localization method described by Fox et

al. [107]. AMCLDF is the extension of AMCL with a distance filter [30]. All
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methods use the same set of parameters for the motion model and the standard

sensor model. For a fair comparison we increase the number of particles for AMCL

and AMCLDF , so that computational time required by every method remains at

the same level at each iteration step (cf. Table 3.2). The threshold to allow map

updates in our approach is set to 60% for all experiments.

Method #Particles Distance Filter Scan Matching Map Update

AMCL 1000 no no no

AMCLDF 1000 yes no no

DLsimple 1000 no no yes

DL 500 yes yes yes

Table 3.2: Description of static and dynamic methods

All results are shown in table 3.3. As expected, localization with DL succeeds

in all scenarios and all runs, whereas both static methods fail in most cases. Of

course, AMCL has no way to incorporate dynamic influences. We can see that

the distance filter helps, as AMCLDF can deal with the dynamics in scenario

PH1. However, as the scenarios become more complex, the success rate decreases.

The reason is the well-known particle deprivation problem [114] which results in

divergence of the particles in the second and third scenarios. To the contrary, our

approach responds very quickly to changes and updates the map in time, so that

the robot stays localized with the updated map.

We also evaluate an implementation of our approach which updates the map at run

time, but has distance filter and scan matching disabled (DLsimple). We double the

number of particles to achieve a fair comparison regarding computational time (cf.

Table 3.2). In needs to be noted that without post-processing of scan matching,

the map will be updated at every iteration step. This can lead to a divergence

of the map. To overcome this problem, each particle should update and maintain

its own map [108]. However, this will increase the load and usage of CPU and

memory. As we can see from the results in Table 3.3, this is not necessary if we

activate distance filter and scan matching.

3.5.2 Mapping results

To evaluate the mapping results we saved the updated map mt at the end of

each run. Accurate mapping should bring about accurate trajectories, especially
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Scenarios Method
Error (m) Error (degree)

Success

Mean Var Mean Var

PH1

AMCL 1.791 3.868 10.212 21.245 0/10

AMCLDF 0.138 0.051 0.638 0.523 10/10

DLsimple 0.415 0.756 1.184 1.570 7/10

DL 0.126 0.059 0.687 0.629 10/10

PH2

AMCL 0.750 0.957 6.337 9.286 1/10

AMCLDF 0.691 0.857 5.018 6.288 1/10

DLsimple 0.160 0.080 1.381 1.307 10/10

DL 0.165 0.054 0.615 0.528 10/10

LC

AMCL 10.107 23.054 22.442 48.222 0/10

AMCLDF 6.891 18.160 10.966 29.145 0/10

DLsimple 3.144 4.282 3.356 7.112 0/10

DL 0.110 0.096 0.602 0.883 10/10

Table 3.3: Comparison results of static and dynamic methods

in highly dynamic parts of the environment. Figures 3.6, 3.7 and 3.8 show the

resulting maps with corresponding trajectories over all 10 runs for all approaches.

As can be seen, the updated maps and trajectories have both converged to the

ground truth in our approach, whereas other methods diverge in most runs (recall

that AMCL does not update the map). The results of scenario PH2 also show

that the resulting maps and trajectories of DL are more consistent and robust

than the results of DLsimpledespite that it also succeeds. This is also the case for

the other scenarios. Altogether, these results suggest that our approach is very

robust and consistent for different dynamic environments. Note that if we would

use separated map updates for each particle, as described by Tipaldi et al. [108],

we could expect similarly robust and consistent results for DLsimple. However, as

this requires more resources, it may be more suitable to apply DL.
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(a) Ground truth (b) AMCL

(c) DLsimple (d) DL

Figure 3.6: Mapping and localization results for PH1

(a) Ground truth (b) AMCL

(c) DLsimple (d) DL

Figure 3.7: Mapping and localization results for PH2

3.6 Conclusion

In this chapter we present a dynamic localization approach which incorporates

several previously introduced concepts. Similar to SLAM, we separate the prob-

lem and treat localization and mapping individually. By incorporating recent

advancements on scan matching, we can give precise localization updates without

consuming too many computational resources. Furthermore, we use a distance

filter to incorporate dynamics of the environment directly into the sensor model,

which leads to quicker convergence of the map update.

The empirical evaluation demonstrates the advantages of our approach. We learn

the parameters of the sensor model and achieve a robust localization in several
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(a) Ground truth (b) AMCL

(c) DLsimple (d) DL

Figure 3.8: Mapping and localization results for LC

different real-world environments, all including dynamic influences. At the same

time, the mapping stays consistent with the ground truth.

An important parameter for our approach is the threshold for map updates, which

we determine empirically. Setting that threshold too high prevents an accurate

representation of the real map and influences localization, while setting it too low

can result in distorted maps, due to localization inaccuracies. It seems reasonable

to aim for a threshold that brings about a good average matching score. Or we

could merge the approach from Tipaldi et al. with ours. When the matching score

drops below a certain threshold, we could associate each particle to its own map,

until the matching score ascends again. Such threshold could be learned from

data with the matching score as an evaluation function. Furthermore, all of our

scenarios consist of environments with a clearly defined static structure, such as

machinery and walls. While we exploit this information, there may be production

halls which are completely dynamic, i.e., a very basic wall structure, no hallways

or dynamic machinery equipment. The amount of static objects this approach

requires remains to be an open question.

Another interesting topic is the dynamic localization in multi-robot scenarios. A

basic consideration is to share the information of mapping results from multiple

robots which can obviously improve the performance in the localization and map-

ping. A further consideration is to exchange robot trajectories and sensor data,

so that a loop-closure could be identified as early as possible without requiring
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robots to perform loops while executing their primary tasks. In such a case, a

graph-based SLAM algorithm [67] in multi-robot scenarios [104] could be utilized

to generate a global consistent map.





Chapter 4

Adaptive Road Map Optimization

4.1 Introduction

Besides the MRTA problem discussed in Chapter 2, another challenge in the multi-

robot system is to efficiently coordinate robots in confined and cluttered environ-

ments.

For a single robot, the path planning or motion planning problem is a fundamental

problem in the field of autonomous mobile robot navigation. The goal is to find

out a plan in which a mobile robot is able to move from a start position to a goal

position without collisions with any obstacles in its workspace defined in R2 or

R3. The plan can be some kind of geometric paths or trajectories, or a sequence

of motion commands. It might be very hard to find such a plan, if the rigid-body

of robot is as complex as, for example, the “piano mover’s problem” [92].

In the field of robotics the obstacles in the workspace can be modeled either as

combination of primitives (e.g. polygons, 3D-triangles) or as discrete represen-

tation of the workspace, for example, occupied cells. The rigid-body of a robot

can be then mapped to a reference point (with the orientation) in the workspace,

which is named as a configuration [66] in the workspace. The set of all config-

urations in the workspace is defined as configuration space Cspace. The set of all

configurations that are collision-free with static obstacles is defined as free space

Cfree. The path planning problem in the context of the definition of Cspace is then

defined as to find a path (or a trajectory) in Cfree from a start configuration to a

goal configuration.

The classical path planning approaches are road map based techniques, potential

field based techniques and cell-decomposition based techniques [93]. The road

51
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map based techniques [54] represent the connectivity of Cfree as a network with line

segments (e.g. Visibility diagram or Voronoi diagram). The path planning problem

is then converted to the graph search problem. Many graph search algorithms

can be applied to solve this problem. The widely used algorithms are perhaps

Dijkstra’s algorithm [20] and A* search algorithm [77], which is an extension of

Dijkastra’s algorithm by using heuristics to prove the time performance. Dijkstra’s

algorithm is complete and optimal. A* algorithm is complete too and by using

admissible heuristics A* algorithm is also optimal.

The potential field based approaches represent the Cfree as an artificial potential

field [59] consisting of an attractive potential field generated by goal and a repulsive

potential field generated by obstacles. An attractive force created by the attractive

potential field pulls the robot towards the goal while a repulsive force created by

the repulsive potential field push the robot away from the obstacles. A sum of

two forces applied to a robot has the end effect that the robot moves toward the

goal when is avoids collisions with obstacles. An advantage of potential field based

approaches is that a path is not preplanned, but generated in real time. Therefore

a robot can react very quickly to dynamic obstacles. But because of the local

minimal problem, a robot can be trapped in a local optimum before it reaches the

goal.

The cell-decomposition based approaches decompose the free space by cells (see

one example, the occupancy grid map discussed in Chapter 3). The adjacent

cells connect together and build a graph representing the free space Cfree. The

path planning problem in context of the cell-decomposition is then a graph search

problem. Because the graph can be more huger and complex than the road map,

A* algorithms is the best choice for this problem.

From single robot to multi-robot system, the path planing problem is more chal-

lenging and difficult and in general is a Multi-Robot Motion Planning (MRMP)

problem [78]. The MRMP problem can be described as follows: There are a team

of mobile robots in which each robot has its own start and goal configuration.

The problem is to find an individual plan for each robot in Cfree while avoiding

collisions with other robots.

The MRMP problem has been profoundly studied worldwide since 1980s and there

are various approaches which normally can be divided into two categories: Multi-

Robot Path Planning (MRPP) methods and Multi-Robot Motion Coordination

(MRMC) methods. The MRPP methods are usually focused on explicit path

planning, whereas in MRMC methods, a planning of a path for each robot is

not always necessary, or only used to indicate the global direction of motion.
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For instance, potential field based approaches, velocity obstacles based methods,

and some swarm behaviors based approaches like flocking, schooling or formation-

keeping. In this chapter we will focus on how to solve MRMP problems through

explicit path planning methods, namely, MRPP methods. In next chapter, we will

discuss another MRMC method inspired by swarm principles.

Most of MRPP methods can be roughly divided into two major categories: central-

ized and decoupled approach. In the centralized approach, a team of the robots is

considered as a single composite system, and the classic path planning algorithm is

applied in joint configuration space [5]. Centralized approaches are complete and

optimal, but since the dimension of the joint configuration space grows linearly

(PSPACE [43]) and thus the search space grows exponentially with the increasing

number of robots, centralized approaches are not scalable and impractical for large

problems.

In contrast to centralized approaches, decoupled approaches try to solve the prob-

lem independent [62]. Decoupled approaches are efficient and scalable, but they

lost the completeness. This means that the solution is sup-optimal, or they cannot

find a solution, even though there exists one.

Decoupled approaches can be typically divided into two broad categories: pri-

oritized path planning [27] and path coordination [50]. In the prioritized path

planning, robots are at first sorted by priority and then the path collisions are

solved by searching a plan in a configuration time space for each robot in de-

scending order in which lower priority robots treat the higher priority robots as

dynamic obstacles. Furthermore, according to the timing of solving collisions,

such approaches can be denoted as local repair approaches and cooperative ap-

proaches [95]. In the first case, all robots plan its individual path ignoring all other

robots, then resolve emerged path collisions, if necessary, during runtime. In the

other case, robots search paths with consideration of paths of all others at the

beginning. Regardless of when collisions are solved, all of them are very sensitive

to the priority scheme. In general, the local repair algorithms are more efficient

than cooperative algorithms, since in cooperative algorithms, the complete search

of all robots in the three dimensional configuration time space is more computa-

tionally costly. So the local repair algorithm is more suitable for real-time use.

But the quality of the solution of local repair algorithm is lower, compared with

cooperation algorithms.

In path coordination methods [50], first an individual path for each robot is gen-

erated without considering the paths of other robots. Next, a velocity planning

method is used to tackle path collisions during the path execution by changing
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robot’s velocities (move slow, stop or move back). Such approaches are more or

less suitable for the virtual agents in virtual environments. Because the exact

control over robot’s velocities is not easy in the real environment, the velocity

planning method does not contribute very much on the real robot system. It’s

worth noting that if the robot can completely deviate from the planned path, the

velocity planning method is actually a Multi-Robot Motion Coordination method.

The velocity obstacles method [29, 113] is a good example.

As is mentioned, road map based approaches are popular for the single robot

motion planning problem in static environments. However, for multi-robot appli-

cations and dynamic domains, road map based approaches are more challenging

due to permanent changes in the environment.

In this chapter, we present a road map based approach called Adaptive Road

Map Optimization (ARMO) to deal with such challenges. Firstly, an optimal

road map is generated with considering environment constraints and the current

demand for transportation tasks in the pre-processing phase. Next, each robot

extracts its individual path from the road map, and an efficient decoupled MRPP

approach will be used to coordinate robots during runtime. The road map will

be recomputed after the changes of environment are detected. It is capable of

adapting the road map in real time whenever the environment changes.

The next sections of this chapter is organized as follows: Section 4.2 describes

some related works according to the roam map based approaches. Section 4.3

illustrates our approach in detail. Section 4.4 shows the experiments and results

of our approach. Section 4.5 concludes this chapter and indicates the future work.

4.2 Related Work

Lydia E. Kavraki et al. present an efficient path planning method based on so-

called Probabilistic Road Maps (PRMs) for single robot in static environments [55].

This approach separates the planning in two phases: Learning phase and Query

phase. In the learning phase, a graph called probabilistic road map by connecting

the random sample of free space is constructed and stored. In the query phase,

local connections from the start and goal configuration to the graph are built and

a path will be found through searching over the graph using A* algorithm. This

method can be applied to any type of robots with various degrees of freedom.

Kallman et al. present a method for single robot motion planning, employing

the dynamic road map in changing environments [49]. The dynamic road map is
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coupled with a grid-based cell decomposition of the workspace, and a road map

of the free space is generated with the method of PRMs. For each cell in grid,

a list containing all nodes and edges of the road map affected by this cell is pre-

computed and stored. During runtime, occupations and liberation of cells are

updated by tracking dynamic obstacles, and the affected nodes and edges of road

map are considered as not safe and thus not allowed to be traversed during the

graph search procedure. It is demonstrated that this method is faster and more

capable of planning difficult motions in the 3D dynamic environment.

Silver et al. [95] introduce a decoupled Windowed Hierarchical Cooperative A*

algorithm (WHCA) for multi-robot path planning problems that limit the search

depth in configuration time space. This approach is a variant of the prioritized

path planning method between the local repair algorithms and cooperative al-

gorithms. Each robot plans only a partial path in the configuration time space

with a fixed depth specified by the window, after which, it plans a path ignoring

all paths of higher priority robots. Then, each robot begins to follow the partial

path planned in configuration time space and when it is half-way on its partial

path, the window is shifted forwards and a new search in configuration time space

is started. The experiment with up to 100 robots suggests that the WHCA is

more efficient than conventional prioritized path planning with the similar qual-

ity of paths (path length). However, their method is incomplete and there is no

guarantee of the quality of the computed solutions.

Wang et al. [118] introduce a tractable algorithm for multi-agent path planning

on grid map. At the beginning, individual paths are computed for each agent

without considering paths of other robots. At runtime, no further path re-planning

is needed and path collision is avoided by putting a blank travel idea, with the

inspiration from sliding tile puzzles. Intuitively, an agent can move from a current

location to the next location on its path, only if the next location is empty (so-

called a blank). But if the next goal location is occupied by a lower priority agent,

this algorithm tries to bring a blank to the next location which is similar to the

blank that travels in a sliding tile puzzle. The researchers prove that a blank

travel is always possible if the problem is a so-called SLIDEABLE problem. Thus

this algorithm provides completeness guarantees on the problems that belong to

slideable problem. But this algorithm is incomplete in the general case and there

is also no guarantee of the quality of the solutions.

Luna et al. [68] propose a coupled fast algorithm called Push and Swap which can

provide completeness guarantees for a general class of problems without any as-

sumptions about the graph’s topology. This algorithm employs two operations: a
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“push” operation that allows robots to move towards their goals and a “swap” op-

eration that allows two robots to swap positions without altering the configuration

of all other agents. Compared to the conventional coupled A* approaches, this

algorithm focuses its search on a necessary subset of operations, thus it is more

efficient. Compared to decoupled algorithms, this algorithm provides complete-

ness guarantee for a general class of problems that there are at most n-2 agents

in a graph with n vertexes. Although the solution quality is noticeably better

compared to WHCA, there are still no solution quality guarantees.

Bennewitz et al. [6] present an approach to optimize the priorities for prioritized

path planning and test it in the real robot system. Since the quality of the solutions

based on the prioritized path planning methods is very sensitive to the priority

scheme, they perform a randomized and hill-climbing search in order to optimize

the priority scheme and to minimize the overall path lengths. The search can

be stopped at any time and return to its currently best priority scheme. They

show experimentally that the number of failure of the path planning is reduced

significantly and the overall path length also decreases remarkably with the use

of their optimization of priority scheme. But there is neither completeness nor

quality guarantees on the solution.

Velagapudi et al. introduce a distributed version of prioritized path planning for

large teams of hundreds of robots [116]. They divide path planning into various

iterations. In the first iteration, every robot plans a path simultaneously and

independently and at the end of this iteration it transmits its path to lower priority

robots. In subsequent iterations, every robot must re-plan its path, if the paths of

higher priority robots from previous iteration have been received. At the end of

each iteration, if a new path of a robot is produced by the re-planning, the robot

sends this new path to lower priority robots. The whole process stops, if no path

of higher priority robots from previous iteration is received. They show that this

distributed version has similar quality to that of a centralized prioritized planner.

Berg et al. present a method based on the road map for multi-robot motion

planning in dynamic environments [112]. The road map of free space is generated

without considering dynamic obstacles in advance. Then, they use a two-level

approach to find a trajectory in the road map. On the local level, trajectories

on single edges of the road map are found by the depth-first search in a state-

time space. On the global level, a near-time-optimal global trajectory is found by

coordinating local trajectories. In contrast to our method which learns changes of

the environment on-line, their approach discriminates between static and dynamic

objects in advance, e.g., walls and robots, which might fail, when portions of the

map have to be considered as dynamic as well.
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Sud et al. develop an approach for path planning of multiple virtual agents in

complex dynamic scenes [102]. They utilize first- and second-order Voronoi dia-

grams as a basis for computing individual agent paths. Then, they compute the

local dynamics for each agent to follow the individual path based on a generalized

potential field method. Their method is computationally efficient, but they do not

focus on optimizing the global efficiency of the multi agent team.

4.3 Adaptive Road-Map Generation and Opti-

mization

In our setting, there are transportation tasks D expected to be delivered among

a set of fixed stations S by a team of autonomous robots R = R1, R2, ..., Rn.

Transportation tasks will arrive over time, so D is not static, but a function of

time denoted by D(t). For each transportation task dkl ∈ D(t) a robot is assigned

to deliver a crate from a source station k ∈ S to a destination station l ∈ S. We

assume that the dynamic multi-robot task allocation problem has already been

solved by adopting the DHHT method presented in Chapter 2, and hence we pay

our attention to the MRMP as follows: Each robot has a start configuration si ∈
Cfree and a goal configuration gi ∈ Cfree, where Cfree is the set of all configurations

which are collision free given the footprint of the robot. Our MRPP problem is to

compute for each robot Ri ∈ R a trajectory πi : [0, Ti] → Cfree so that π(0) = si

and πi(Ti) = gi which is free of collisions with the trajectory πj of any other robot

j 6= i. It should be noted that Ti denotes the individual path length of the robot

Ri, and in our case the environment is dynamic, so Cfree is a function of time

denoted by Cfree(t).

According to the complexity of such MRPP problems, decoupled approaches are

normally preferred for the large problem. In decoupled approaches, road map

based approaches are more suitable than grid map based approaches for large

problems, because the searching for solutions to road map is more efficient than

that to grid map. Furthermore, the complexity of multi-robot collision solving

would be much easier if robots are only restricted to the road map. For the same

reason, the multi-robot navigation on the road map is more efficient in common

case, and it is just similar to the highway for the high-speed traffic.

But as is mentioned in the introduction, a main drawback of road map based

approaches is that it can not deal well with dynamic changes in the environment.

Berg et al. [112] and Sud et al. [102] have already made some improvements to
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avoid such drawback, but they are either not sufficiently flexible or not efficient

enough. Therefore, we want to extend the conventional road map based approach

to an efficient multi-robot navigation method which can adapt successfully to

permanent changes in the environment.

For this purpose, we at first use the so-called Dynamic Occupancy Grid Mod-

ule [71] to detect the changes of the environment and to integrate the changes to

the grid map. Based on the up-to-data updated grid map, an optimal road map

is automatically generated with considering environment constraints and the cur-

rent demand of the tasks. In order to generate such optimal road map, all possible

road segments connected all stations must at first be extracted from the Voronoi

Graph [15] based on the up-to-data grid map. Afterwards, an optimal configura-

tion of these segments is determined by a Linear Programming (LP) planner with

respect to minimal travel costs and maximal compactness of the network. Finally,

the road map is published to robots and each robot extracts its individual path

from the road map. The path execution of robots is then guided with a decoupled

navigation method.

Figure 4.1 depicts the overall system architecture and modules of the considered

components. The localization module reports inconsistencies between sensor ob-

servations and the current grid map to the Dynamic Occupancy Grid Module.

The updated grid map is published to the localization module of each robot, and

to the Adaptive Road Map Planner as well. The Adaptive Road Map Planner

computes an optimal road map configuration and publishes it to the local planner

of each robot. The local planner extracts its own local path based on the road

map and the plan is executed by the navigation module.

Server
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Figure 4.1: System Overview
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It is noteworthy that the overview does not contain the mechanism for the multi-

robot task allocation (MRTA), i.e., it does not assign robots to transportation

tasks.

4.3.1 Detection and Integration of Dynamic Changes

In our approach, the environment is represented by an occupancy grid map [26, 73]

which has been generated by an appropriate method for simultaneous localization

and mapping (SLAM) in advance [37]. This grid map is used for both the local-

ization and the generation of the road map. In order to adapt to the changes of

the environment, this grid map should be updated when inconsistencies between

laser observations and the grid map have been detected. In this chapter, we use

the Dynamic Occupancy Grid Module [71] to update the occupancy grid map, and

hence the standard occupancy grid map in this case is extended to the dynamic

occupancy grid map.

In more concrete terms, a conventional occupancy grid map is combined with a

Hidden Markov Model (HMM) that represents the belief in the occupancy and

occupancy change probabilities of each cell in the grid. Standard occupancy grid

maps are a special case of this representation in which the probabilities of change

are zero. To measure the amount of changes in the environment, we count the cells

that change their occupancy state between time t and time t+k and divide it by the

number of cells updated in this time interval. Whenever the percentage of changed

cells is larger than a given threshold (e.g. 30%), a new road map is computed. In

this case, the Voronoi Graph and connected network which connects all stations

must be recomputed (see chapter 4.3.2). Figure 4.2 depicts the re-arrangement of

the road map after local changes of the environment have been detected.

4.3.2 Computation of the Connectivity Network

In order to obtain an optimal road map, we first need to compute the Voronoi

graph [15] based on the dynamic occupancy grid map. After that, we generate

a connectivity network C = (V,E) based on the Voronoi graph, where the nodes

v ∈ V represent either station locations loc(s) or crossings and edges e ∈ E connect

all stations and crossings on the map. The computation of C is carried out with

the following three steps:

1. For each tuple (i, j) ∈ S∧i 6= j, a set of alternative paths Aij which connects

station i and j on the Voronoi graph is determined.
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Figure 4.2: In industrial environments the map can locally change due to
replaced objects, such as pallets, as well as gathering humans. Adaptive road
map optimization facilitates the simultaneous navigation planning of large robot

teams when taking these changes into account.

2. According to the method described in [16], we replace each Aij by orthogonal

straight lines (either horizontal or vertical) under the constraint that they

have to be within a minimum safety distance to obstacles including the

maximal extent of robots from their rotational center.

3. Add all straight lines to E. Merge parallel lines when the distance between

them exceeds the double size of the robots.

Meanwhile besides station locations loc(s), a new node is created for each crossing

of edges and added to V . Finally, for each edge eij ∈ E, the maximal number

of possible lanes wij and the time needed to cover this segment cij will be com-

puted according to the distance to the nearest obstacle and length of the edge

respectively.

4.3.3 Definition of the LP Problem

Based on the connectivity network C, we want to find a road map configura-

tion which minimizes the transportation cost with consideration of environment

constraints and the current demands of stations, which is very similar to the mini-

mum cost flow problem [2]. In the standard minimum cost flow problem, a certain

amount of flow should be sent through a directed graph from source nodes to des-

tination nodes. The flow running through an edge will cause a certain cost and the

maximal amount of flow can not exceed the capacity of this edge. The goal is to

find the way to send the flow through the graph so that the total cost is minimized.

The minimum cost flow problem is a kind of optimization problems which can be
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solved by linear programming. Therefore, we define our transportation problem

with the help of the linear programming which is similar to the minimum cost flow

problem.

More concretely, each time there exists a set of simultaneous transportation tasks

D(t), where each task dkl ∈ D(t) is to deliver a package from a source station

k ∈ S to a destination station l ∈ S. Let C = (V,E) be a connectivity network

which is computed as described in Section 4.3.2, where V is the set of nodes and

E the set of possible edges. Besides a cost cij and the maximal number of lanes

wij associated with an edge, we define the capacity uij of an edge as the maximal

number of robots that can travel on this connection via a single lane at the same

time without resulting in any congestion.

With the difference with the standard minimum cost flow problem, the edge is

defined in both directions in our case, and hence the number of lanes in both

directions between two nodes i and j is indicated by the decision variables yij and

yji, respectively. For example, yij = 1, yji = 2 denotes a single lane connection

from node i to node j and a double lane from node j to node i. In this case,

the maximal number of lanes wij restricts all possible assignments to yij and yji,

which means that yij + yji ≤ wij. For example, if wij = 3, some of the possible

assignments are (0, 0), (0, 1), (1, 0), (2, 1), (1, 2), (2, 2), etc. Note that the maximal

number of lanes only depends on the space available in the real world, not on the

directions of the edge, and thus wij = wji.

The decision variables xklij define the flow running through an edge ij due to the

delivery from station k to station l. The total flow xij has to be greater than or

equal to zero and below the maximal capacity uijyij, where uij is the capacity

of a single lane and yij the number of activated lanes. In addition, we define

bkl = b(dkl) as the required throughput rate, i.e., the amount of packages that

have to be delivered per minute from a source node k to a sink node l. Finally,

the problem can be formulated as follows:
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Minimize
∑
(i,j)

∑
k

∑
l

cijx
kl
ij +

∑
(i,j)

uijyij (4.1)

subject to:

∑
j:(j,i)

xklij −
∑
j:(i,j)

xklji =


−bkl(i) (i = k) ∀ i, k, l

bkl(i) (i = l) ∀ i, k, l

0 otherwise.

(4.2)

yij + yji ≤ wij ∀ (i, j), (4.3)

xklij ≥ 0 ∀ (i, j), k, l, (4.4)∑
k

∑
l

xklij ≤ uijyji ∀ (i, j), k, l (4.5)∑
j:(i,j)

xklji ≤ Cmax (i 6= k ∧ i 6= l) ∀ i, k, l (4.6)

Eq. (4.1) minimizes over the total travel costs and the physical space occupied by

the road network. Eq. (4.2) enforces the flow conservation in the network, i.e., the

summed flow from all incoming edges j : (j, i) and all outgoing edges j : (i, j) has

to be equal −bkl if i is a sink, bkl if i is a source, and zero otherwise. Eq. (4.3),

Eq. (4.4), and Eq. (4.5) are constraining the maximal number of lanes, minimal and

maximal flow, respectively. Finally, Eq. (4.6) ensures that the total flow through

crossing nodes does not exceed the maximal crossing capacity Cmax which depends

on the spacial size of crossings, i.e., how many robots can be located there at the

same time. Note that transportation tasks for which the node operates as source

or sink have no influence on the capacity.

The formulation above can efficiently be solved by linear programming solvers (e.g.

CPLEX), when we define the decision variables xij, yij by continuous values and

rounding up the yij from which the road map can directly be constructed then.

Furthermore, we yield for each transportation task dkl a subset of edges from the

road map that has positive flow assignments xklij > 0. These quantities are directly

utilized by the local planner (see Section 4.3.4) to extract individual robot paths.

4.3.4 Local Planner

Given an optimal road map and a transportation task dkl, each robot extracts its

individual shortest path on the road map and follows this path while coordinating

locally at crossings with other robots.
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First of all, the local planner builds local connections from start and goal config-

uration to the road map and searches for the shortest path over the road map by

using a A*-like algorithm. To expand a node i in the road map during the search,

the local planner performs random sampling over all outgoing edges weighted ac-

cording to their normalized flow values xklij . If there exists only one edge with

xklij > 0 for node i, the edge is expanded directly.

After that, a local navigation module is applied to coordinate robots on the road

map. At a lane, a robot, like a convoy, just follows the previous robot. At a

crossing, a distributed prioritized path planning method [116] is applied to avoid

collisions with other robots. Instead of a static priority used in [116], the priority

in our approach is dynamic.

Every time when a robot arrives at a crossing, it begins to count the “process time”

every 100 ms (started with 0) and check if the overall capacity of the outgoing edge

is already exceeded or not. There are two possibilities when the overall capacity

of the outgoing edge is already exceeded. One is that there is already a higher

priority robot at the crossing and it wants to move to the same outgoing edge.

Another is that the number of robots on the outgoing edge has already reached

the maximal capacity of this edge. Either possibility being the case, the robot

must wait at the crossing and continuously count its “process time”. As soon as

there are no such robots at the crossing, a distributed prioritized path planning is

started for a group of robots, which includes a new arrival and the robots which

are already at the crossing. The priority is determined by the “process time”: the

longer the “process time”, the higher the priority. In case of the robot has the same

“process time” with others, the priority is determined by the IDs of robot, which

are pre-defined and unique in our approach. It is noteworthy that it is possible

that there are more than one new arrival joints in the path planning procedure,

when several new arrivals are entering the crossing at the same time. The robots

that are already in the crossing will not stop counting its “process timer” until

they leave the crossing, since a path planning procedure can be triggered at any

time by some new arrivals.

Because the prioritized path planning is not complete, it is possible that some

robots can not find a plan. The robots which have no valid plan must wait for a

few seconds and then trigger a new round of path planning again. That will not

lead to a traffic congestion in the crossing when there is a failure of path finding

of some robots. Because in the first round of the path planning, at least one robot

(with highest priority) can find its plan to pass through the crossing due to the

property of the road map optimization. After that, if a robot already has a valid

plan in the previous round of the planning procedure, it can not be blocked by
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new arrivals with lower priority in the next round of the path planning procedure.

Actually the waiting will only happen to the new arrival which has not yet entered

the crossing. The robots that already have a valid plan will never be trapped

during the passing of the crossing, and the maximal capacity of the outgoing edge

has already been checked before the robot enters the crossing. Therefore, at any

time at least one robot is able to pass through the crossing and reach its outgoing

edge.

4.4 Experiments and Results

This approach is tested in several different environments simulated by a simulator

Stage [115]. Figure 4.3 depicts these environments of the experiments presented

in this section. The PLANT map has a size of 51m × 56m, the ASE map a size

of 94m× 82m, and the KNO map a size of 88m× 43m. On each map we defined

locations of loading stations: 8 on PLANT, 16 on ASE, and 8 on KNO.

In the section below, a comparison between our approach ARMO and a decoupled

prioritized planning (PRIOR) approach from Berg and colleagues [111] will be

presented with large robot teams (up to 100 robots). In prioritized path planning,

trajectories of robots are planned iteratively after a pre-defined priority scheme.

When the i’th robot is planned for, the trajectories of the i-1 robots planned pre-

viously are considered as dynamic obstacles. Berg and his colleagues define the

query distance as the distance for each robot to reach its goal configuration on

the shortest path while ignoring the other robots. In order to minimize the maxi-

mum of arrival times, priorities are assigned according to this distance: the longer

the query distance, the higher the priority assigned to a robot. This prioritized

path planner is complete under the assumption that start and goal configurations

of each robot are so called garage configurations, i.e., configurations that are not

part of Cfree of any other robot. The method avoids efficiently the intractable com-

putation of n! possible priority schemes, however, it requires at least R sequential

calls of the motion planner.

We utilized the Stage software library [115] to simulate a large robot team and the

environment. One advantage of Stage is that it allows the building of simulation

worlds directly from occupancy grid maps generated from real environments.

We generated 100 transportation tasks for each map which are handled by 20, 50,

and 100 robots during different runs. Table 4.1 provides the results of comparing

ARMO with PRIOR on different maps with different numbers of robots. We
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(a) (b)

(d)

Figure 4.3: Grid maps utilized for experiments: (a) the PLANT map gener-
ated from a simulated environment, (b) the ASE map generated in a real logistic

center, (c) the KNO map generated in a large distribution center.
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Figure 4.4: Comparing the CTime of prioritized planning (PRIOR) with adap-
tive road map optimization (ARMO).
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measure the number of conflicts (C) of the optimal path in Cfree with trajectories

of the other robots. In the case of ARMO, these are the situations in which a

robot has to wait for other robots before entering a segment, and in the case of

PRIOR, these are the situations in which robots has to plan around a conflicting

path of a higher prioritized robot. Furthermore, we measure the average velocity

of all robots (avg. v) and the total time needed by all robots to complete all tasks

(CTime). As can be seen from Table I and Figure 4.4, while leading to slightly

longer completion times for small robot teams, ARMO reduces significantly this

time when the team size increases. This is also reflected by the number of conflicts

and the average velocities of the robots. The prioritized path planning minimizes

the final completion time following a heuristically determined order, whereas the

LP-based planning in ARMO minimizes the global flow of robots, leading to a

more efficient distribution of the robots over time.

Map #Robots Method #C avg.v(m/s) CTime (s)

ASE

20
ARMO 1432 0.47 969
PRIOR 2142 0.43 926

50
ARMO 5040 0.37 545
PRIOR 10625 0.28 631

100
ARMO 8307 0.3 369
PRIOR 16983 0.2 496

PLANT

20
ARMO 1471 0.42 628
PRIOR 1346 0.38 610

50
ARMO 5563 0.34 426
PRIOR 11601 0.25 481

100
ARMO 15145 0.22 383
PRIOR 107700 0.21 874

KNO

20
ARMO 506 0.38 1383
PRIOR 5638 0.35 1346

50
ARMO 2951 0.31 815
PRIOR 70799 0.16 1371

100
ARMO 7729 0.29 513
PRIOR 102836 0.11 1167

Table 4.1: Comparing prioritized planning (PRIOR) with adaptive road map
optimization (ARMO)

The computation times of both methods are measured in seconds on an Intel

DualCore running at 2.13 GHz. We measure PRIOR with 50 robots and got

an average computation time of 0.030±0.03 on PLANT, 0.05±0.04 on ASE, and

0.1±0.17 on KNO, and with 100 robots 0.10±0.08 on PLANT, 0.13±0.08 on ASE

and 1.1±0.7 on KNO. ARMO requires the road map computation t1 = 0.9 + t2 =

0.6 on PLANT, t1 = 0.82 + t2 = 0.84 on ASE, and t1 = 1.2 + t2 = 10.3 on KNO,
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(a) (b)

(c) (d)

Figure 4.5: Adjustment of the road map according to dynamic changes in the
map (a,c) source of disturbance and (b,d) resulting modifications reflected on

the road map.

where t1 is the time for extracting the connectivity network, and t2 the time for

solving the LP problem. Within each planning cycle, ARMO needs on average

only 0.002 on PLANT, 0.004 on ASE and 0.01 on KNO for any number of robots.

In summary, the number of robots has nearly no effect on the computation time

needed by ARMO, however, we detect a significant growth of the time needed by

prioritized path planning. On the contrary, ARMO requires much more time to

generate the road map when the environment is very large and complex, such as

the KNO map, which however needs only to be performed at low frequency, i.e.,

when the environment is significantly changed (see Section 4.3.1).

4.4.1 Adaption in Dynamic Environments

We also evaluate ARMO with respect to dynamic changes of the grid map. For

this purpose we modify the ASE map step wise by adding successively obstacles

updated in the map by the dynamic occupancy grid approach. Figure 4.5 depicts

two snapshots taken at successive points in time. As can be seen, the road map

adjusts to the changes at the cost of higher completion times. For 100 robots
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the completion time increases from 378s (no modifications) to 410s (first modifi-

cation) and 420s (second modification). We perform several more experiments for

evaluating the adaptivity of our approach. Also after changing the distribution of

transportation tasks among the stations, the road map is dynamically adjusted by

removing or adding links among the stations. Note that in this case only the LP

solver is restarted without re-computing the connectivity network.

4.4.2 Real-World Experiments and Results

We also conducted real-world experiments with four KARIS robots (see Chapter 6)

for the comparison between pairs of a ARMO or PRIOR method combined with

a task allocation method, DHHT or ContractNet. To put it in a simple way, we

compare four pairs of methods, each of which consists of one MRMP method from

PRIOR or ARMO and one MRTA method from DHHT or ContractNet.

The number of arrived packages at loading station is modeled by a Poisson dis-

tribution with parameter lambda. Each station is characterized by the average

number of packages which arrive within one time unit. Without loss of general-

ity, at the end of each experiment in the same map with same number of robots,

the number, destination and sequence of the generated transportation tasks are

totally identical and thus the completion time between different pair of methods

is comparable. To fit the different numbers of robots, the lambda varies from 2

to 4.5 packages/min. Like assembly lines in the real world, arrived packages are

kept in a virtual queue attached to each station. Robots load the first arrived box

from the queue and deliver it to its destination.

Similar to experiments in the simulation, we measure the completion time, av-

erage velocity of all robots and the number of conflicts to reflect the efficiency

of the different pair of methods. Furthermore, we also measure the average effi-

ciency, fairness of all stations and the worst-case time-delay of package deliveries

to illustrate the difference between different task assignment methods.

Due to the limited capacity of batteries we set the maximum execution time up

to 45 minutes for each experiment. During all experiments the robots are running

more than 6 hours autonomously in total without causing collisions or dead-locks.

The environment of the experiments is the robot experiment area in the University

of Freiburg and the Figure 4.6 (a) depicts the map of the testing environment with

four stations marked in green. Four KARIS finish transportation tasks for stations

where station 1 is placed comparatively far from the others and in no task is it set

as the destination. Thus, this station is disadvantaged because of its location and
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the setting of transportation tasks. Figures 4.6 (c) and (d) show the robots and

environment during the experiments in the experimental area.

(a)

(c) (d)

Figure 4.6: Real world experiments in the robot experimental area of Univer-
sity of Freiburg. (a)Snapshot pictures captured from Stage. (b) and (c) show

four robots and the environment during the experiments.

Table 4.2 shows the results of this experiments. As can be seen, with the same

MRTA method, the ARMO method is always more efficient than the PRIOR

method, e.g., the number of delivery of ARMO+DHHT is 111, and the number

of delivery of PRIOR+DHHT is only 79. But due to the low density of robots in

the environment, the superiority of DHHT compared to ContractNet cannot be
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Real-World experiments

M #C v(m/s) Eff: #Deliv. WCTD(s)
ARMO+DHHT 294 0.48 0.41 111 280

ARMO+ContractNet 385 0.39 0.49 128 2667
PRIOR+DHHT 929 0.44 0.30 79 640

PRIOR+ContractNet 410 0.39 0.48 122 2577

Table 4.2: Results of Real-World experiments of map Building 78

clearly reflected by the results. In the case of ContractNet the robots just move

among three stations which are located close to each other. However, in the case

of DHHT the robots must serve station 1 continuously and thus waste much time

on the road to station 1. That is the reason why the average efficiency of stations

with DHHT is not as high as that with ContractNet. Nevertheless, by comparing

the average velocity, the fairness and the worst-case of deliveries, we can still find

some competitive advantages of DHHT over ContractNet.

As can be seen in Figure 4.7 which shows the standard deviation of fairness,

DHHT always attains an obviously better degree of fairness. Figure 4.8 depicts

efficiency of stations over time. The efficiency of stations with DHHT method

(Figure 4.8(b)) converges to a fair distribution, while the difference of efficiency of

ContractNet method (Figure 4.8(a)) is huge: the efficiency of station 3 is always

1.0, whereas station 1 is always 0.
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Figure 4.8: Efficiency of 3 stations over time. Each color denotes a single
station. Station 4 has no outgoing tasks.
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4.5 Conclusion

In this chapter we propose a road map based approach called Adaptive Road Map

Optimization (ARMO) to deal with multi-robot path planning (MRPP) prob-

lems. Our approach generates an optimal road map with taking into account

environment constraints and the current demands of stations in a pre-processing

phase. Then, the robots extract individual paths from the road map by a local

path planner and cooperatively navigate themselves by a local navigation module.

The optimal road map will be recomputed only when changes of environments

have been detected or the demands of stations have been changed. Furthermore,

the computation time of generated an optimal road map depends mainly on the

complexity of the environment rather than on the number of robots. Therefore,

our approach is able to be used for the large robot team (up to 100 robots) in

dynamically changing environments.

We conduct several experiments in simulation and on the real robot system to test

our approach under different conditions. The experimental results have shown that

the ARMO approach leads to more efficient multi-robot navigation than conven-

tional prioritized based decoupled path planning methods.



Chapter 5

Swarm-Intelligence:

Behavior-based Collision

Avoidance

5.1 Introduction

For virtual agents, many Multi-Robot Path Planing (MRPP) methods mentioned

in Chapter 4 can be used to solve the Multi-Robot Navigation Problem. But due

to the imprecise control and many uncertainties in real environments, accurate

path tracking is not easy to realize. Thus, MRPP methods do not suit real robot

systems quite well. By contrast, in Multi-Robot Motion Coordination (MRMC)

methods, a global path is not necessary, or is just used to indicate the global

direction of motion. The collision will be avoided locally by applying immediate

reaction to changes in surrounding areas. In the context of MRMC, swarm intel-

ligence principles based approaches are an important technique to deal with the

local collision avoidance. Therefore, in this chapter we concentrate on a collision

avoidance method inspired by swarm intelligence principles.

Swarm Intelligent [9, 45] refers to the design and development of algorithms or dis-

tributed problem-solving systems inspired by the collective and emerging behavior

of biological systems, such as social insects (e.g. ants, bees, etc.) or animals (e.g.

birds and fish). The collective and emerging behavior of such biological systems

is triggered automatically by relatively simple rules followed by every individual

without any central control system. Local communications between members can

be achieved in a direct way or an indirect way. Although each such insect or an-

imal is not considered as intelligent, the whole societies of them can show some

73
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self-organization behavior which can be regarded as some kind of collective intel-

ligence. For example, a group of birds forming a special pattern when they are

in flight is called the flocking behavior; a group of fish swimming in the same di-

rection in a coordinated manner is called the schooling behavior; a group of goats

instinctively gathering together as a group and moving from place to place to flee

a predator is called the herd behavior; a group of bees or ants scattering in dif-

ferent directions simultaneously to find the best food source is called the foraging

behavior.

Through biological research on such collective behaviors, we can understand the

underlying mechanisms of such biological systems and develop similar algorithms

or artificial systems. For instance, the classical Particle Swarm Optimization

(PSO) algorithm [56] inspired by the flocking and schooling behavior is a pop-

ulation based optimization method for optimization of continuous nonlinear func-

tions. The Ant Colony Optimization (ACO) algorithm [21] inspired by the ant

foraging behavior is a probabilistic method used to solve path planning problems.

The Artificial Bee Colony (ABC) algorithm [51] inspired by the foraging behavior

of bees is a population based heuristic algorithm for solving constrained optimiza-

tion problems. The Bees algorithm [80] inspired by the foraging behavior of bees is

a population based search algorithm for solving continuous optimization problems.

There are many other algorithms and almost all of them share information among

members via direct or indirect communications. Furthermore, the multiple mem-

bers can be parallelized easily, so that these algorithms are usually more suitable

for the large, discrete, continues or constraint optimization problems, like travel-

ing salesman problems, large scheduling problems, large network routing problems,

clustering problems and image processing problems.

The applications of swarm intelligence principles to robots is called swarm robotics

[93, Chapter 40.4][90]. Swarm robotics focus on how to develop artificial dis-

tributed robotic systems which attempt to achieve a desired group-level collective

behavior without relying on any form of centralized control. In such systems,

the individual robot normally has too limited ability to solve a complete problem

on its own, but with a huge number of such robots they can solve the problem

together or better. The collective behavior of the robots results from local inter-

actions between the robots and between the robots and the environment in which

they act. Local interactions between robots can rely on the direct communication

or the indirect communication, for instance, via pheromone. The most important

advantage of a swarm system is that the system is fault tolerant, flexible and

scalable.
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Firstly, because of the distributed architecture, swarm systems are able to deal

well with the failure of one or more individuals. Some individual crashes will

not indicate the failure of the whole system. With this property, swarm systems

are highly suitable for applications with dangerous tasks which imply a high risk

of losing some individuals. Secondly, swarm systems can also deal well with the

changes of environments because of its self-organization property. The collective

behaviors are generated from simple rules and local interactions instead of global

information of the whole environments. Thus, swarm systems are perfectly suitable

for applications in which sudden changes of environments are very difficult or even

impossible to be predicted. Last, swarm systems are fully scalable because of

its local sensing and communications property. Individuals interact only with

local communications or even without direct communications. So, swarm systems

are particularly suitable for very large problems and some particular tasks such as

underwater or planetary exploration in which an infrastructure for communications

does not exist in advance.

The design and development of a swarm system focus on how to define behaviors

and rules at the level of individual robots so that the desired global collective

behavior at the level of group can be achieved [10]. According to the different

global collective behaviors, the swarm systems can be roughly divided into four

categories: spatially-organizing behaviors, collective decision behaviors, naviga-

tion behaviors and other collective behaviors [1]. Spatially-organizing behaviors

focus on how to organize and distribute robots and objects in space, such as aggre-

gates, patterns, chains and structures of physically connected robots. Collective

decision-making behaviors focus on how robots influence each other when they

make decisions, such as consensus achievement and tasks allocation [60, 82]. Nav-

igation behaviors focus on how to coordinate the movements of robots, such as

collective exploration, coordinated motion and collective transport. Some other

collective behaviors that can not fall into the three categories above build up the

last category, other collective behaviors.

In the context of the Multi-Robot Motion Coordination (MRMC) problems, many

navigation behaviors based approaches (see the section 5.2) have already been

developed and used for real robot systems in spacious environments. But few of

them perfectly fit applications in which robots must move in a structured, complex

and constrained environment. For example, it is imaginable that there will be

many chaos if two group of robots run reciprocally through a narrow corridor or a

door. In this case, it should be better if some robots can just wait a moment for

other’s passing or choose an alternative path.
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Based on these considerations, we propose a behavior-based multi-robot collision

avoidance (BBMRCA) method which is essentially based on the swarm intelligence

principles. In addition, we also combine a MPPP method with this method to

make it more suitable for structured and crowded environments. In short, a path

for each robot is computed without consideration of any other robot and all robots

execute their paths simultaneously. If a path collision occurs during execution

time, a situation specific behavior is automatically selected to avoid the collisions

that the robot might temporarily deviate from the original and optimal path.

Behaviors are selected according to specific traffic rules that directly emerge from

the context. The path will be re-planned when the avoiding behavior fails or

a deadlock is detected. Re-planning will also be triggered whenever the path is

completely blocked by unknown obstacles, which can take place when, for example,

the real environment deviates too much from the initial state.

The remainder of this chapter is organized as follows. In Section 5.2 some related

works related to MRMC and swarm systems are described. In Section 5.3 the

method for multi-robot collision avoidance is depicted in detail. In Section 5.4

results from experiments are presented and we finally conclude in the section 5.5.

5.2 Related Work

Sperati et al. [98] present an effective collective navigation in an unknown envi-

ronment for a swarm of robots. The robots with limited sensory range move back

and forth between two distant target areas and are located within a rectangular

arena surrounded by walls. The navigation behavior at the level of the team is

synthesised through a simple evolutionary algorithm used to optimize the param-

eters of a feed-forward neural network controller. They evaluate their approach

in a simulator and show an interesting dynamic chain formation behavior. The

robots self-organized a dynamical chain that merges and grows with two rows of

robots which are moving in opposite directions. However, this approach is not

tested on real robots or extends to a cluttered environment with obstacles.

Fiorini et al. [29] present a method for the motion planning of a robot in dynamic

environments. They propose a definition of the velocity obstacle that represents

the set of robot velocities that would result in a collision with given obstacles which

move at each individual given velocities. The avoidance maneuvers are generated

by selecting robot velocities with consideration of robot dynamics and actuator

constraints outside such velocity obstacles. The trajectory from start to goal

is computed by searching a tree of feasible avoidance maneuvers at discrete time
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intervals. They demonstrate this method for disk robots and an automated vehicle

successfully. But in the multi-robot scenario, when each robot does not take into

account that other robots will also have the same strategy, the resulting motion

may cause undesired side effects like oscillations. To prevent oscillations, Berg

et al. [113] extend this method by taking into account that other moving objects

react to the robot in the same manner. In their work, the avoidance maneuvers are

generated by selecting a new velocity which is just the average of robot’s current

velocity and a velocity that lies outside the other robot’s velocity obstacles. With

this improvement, they demonstrate safe and oscillations-free navigation for more

than 1000 agents in the virtual environments.

Ducatelle et al. [25] present a collective navigation behavior for swarm robots

based on mobile ad-hoc network communications. The robots only have a limited

communication range and want to move to one or more targets in a cluttered

or uncluttered environment. The navigation information about a target spreads

throughout the mobile ad-hoc network with the help of a so-called navigation table,

in which the navigation information is stored and maintained and broad-casted by

each robot. A robot that wants to move to this target makes use of the navigation

information to move from robot locations towards the target. In this work the

researchers study two different experimental setups: a single robot moves while

the other robots act as beacons to guide it, and all the robots move between two

targets. In the second experiment, the robots organize themselves into a robust a

dynamical chain, similar to the work from Sperati et al. [98], but with completely

different methods. They test their methods both in a simulator and on real robots

and show that collective navigation behavior has a preference for short paths.

Turgut et al. [110] present a flocking behavior for swarm robots with the help of

a so-called virtual heading sensor which allows each robot to sense the relative

headings of other robots. With heading information and distance information

(obtained by an infrared sensor) of other robots, the robots are able to obtain

coherent coordinated motion and obstacle avoidance without being aware of a

global goal direction. The authors evaluate the performance of flocking behavior

by using different metrics and test it both on real robots and in the simulator. They

show flocking behavior with a small group of real robots named “Kobot” in a closed

constrains area. They also evaluate their method in a simulator with 1000 robots

and show robustness against a big noise. This is the first true implementation of

flocking behavior with real robots.

Ferrante et al. [28] also propose a flocking behavior for swarm robots with a novel

method that does not need an explicit alignment rule. The robots use only attrac-

tion and repulsion rules that depend on relative distance and bear neighboring
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robots to compute the forward and angular speed. The robots do not need to

sense the heading directions of other robots, which is necessary in the work of

Turgut [110]. Thus this method could be used on a very large swarm of robots

which have only relatively simple hardware equipments. Furthermore, they show

that their method is able to navigate robots in the absence of an informed robot

that knows the global goal direction. Their method is evaluated by using different

metrics and tested both in a simulator and on real robots. The real robot is called

“foot-bot” and it is developed during the Swarmanoid project [23].

Kushleyev et al. [61] describe the architecture and algorithms to coordinate a team

of quad-rotors in known three-dimensional environments. The micro quad-rotor

has a size of 21cm diameter and a weight of 73 gram with on-board attitude

estimation and it can operate autonomously with an external localization system.

Due to the small size and weight, the micro quad-rotor has a high control agility

and can fly in tight formation. They demonstrate with 20 quad-rotors how a

team performs a tight formation flight and how four groups of four quad-rotors fly

through a window.

Kernbach et al. [57] show a project SYMBRION (Symbiotic Evolutionary Robot

Organisms) funded by European Commissions. The project focuses on “evolve-

ability, dependability and artificial evolution for such robot organisms based on

bio-inspired and computational paradigms ([57, p. 2])”. In this project, the swarm

robots can dock with each other to share energy and computational resources.

With the self-assembling property, the swarm robots can dynamically aggregate

into a single symbiotic multi-robot organism and collectively interact with the

world through a variety of sensors and actuators. They demonstrate that the

swarm robots form a 3D structure (like a bridge) to collectively pass a barrier (see

Figure 5.1). This project is an open-source and an open-hardware.

Rubensteif et al. [87] present a low-cost robot Kilobot (see Figure 5.2) to provide a

testing platform for research on swarm algorithms. A Kilobot robot uses two sealed

coin shaped vibration motors for locomotion, a infrared transmitter/receiver for

communication and distance sensing, a three-color (RGB) LED to show internal

state and a Lithium-Ion battery for 3-10 hours’ use. The robot has only the size of

a coin and cost 14 dollars, which makes it possible to test collective algorithms up

to hundreds of robots. Additionally, a large Kilobot team can be easily controlled

by a single user, which is hardly possible for many other real robot teams. They

demonstrate some popular swarm behaviors such as foraging, formation control,

and synchronization with 25 Kilobots.
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Figure 5.1: The swarm robots of project SYMBRION form a 3D structure to
collectively pass a barrier (http://zool33.uni-graz.at/artlife/SYMBRION).

Figure 5.2: A Low Cost Scalable Robot System Kilobot (http://www.eecs.
harvard.edu/ssr/projects/progSA/kilobot.html).

Dorigo et al. [22] show Swarmanoid project [23] in a movie which was the champion

of the AAAI 2011 video competition. The Swarmanoid project, as the successor

project to the Swarm-bots project [24], is a Future and Emerging Technologies

(FET-OPEN) project funded by the European Commission. The Swarmanoid sys-

tem consists of three different robot types (see Figures 5.3): “foot-bots are small

autonomous robots specialized in moving on both even and uneven terrains, capa-

ble of self-assembling and transporting either objects or other robots; hand-bots

http://zool33.uni-graz.at/artlife/SYMBRION
http://www.eecs.harvard.edu/ssr/projects/progSA/kilobot.html
http://www.eecs.harvard.edu/ssr/projects/progSA/kilobot.html
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are autonomous robots capable of climbing some vertical surfaces and manipulat-

ing small objects; eye-bots are autonomous flying robots which can be attached

to an indoor ceiling, capable of analyzing the environment from a privileged po-

sition to collectively gather information inaccessible to foot-bots and hand-bots

([23, p. 1])”. They demonstrate successfully the integrated search and retrieval

behavior in a real-world environment with a Swarmanoid robot team. The team

could find a shelf and retrieve the book with no prior knowledge of where the book

is.

(a) (b) (c)

Figure 5.3: The Swarmanoid robot system consists of three different robot
types: (a) foot-bots, (b) hand-bots and (c) eye-bots (http://www.swarmanoid.

org/swarmanoid_hardware.php).

5.3 Behavior-based Collision Avoidance

In this section, we describe the behavior-based multi-robot collision avoidance

(BBMRCA) method in detail. At first, the problem is formally defined in 5.3.1.

Then, in 5.3.2 we describe how the behaviors and rules at the level of individuals

are defined to achieve the global navigation behavior of the group. After that,

in 5.3.3 we describe how a possible deadlock is detected and handled so that the

completeness guarantee can be given for a subset of MRMP problems.

5.3.1 Problem Formulation

Similar to the last chapter, we consider the problem of coordinating the execution

of transportation tasks by a team of autonomous robots between a set of fixed

http://www.swarmanoid.org/swarmanoid_hardware.php
http://www.swarmanoid.org/swarmanoid_hardware.php
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stations S. For each transportation task dkl ∈ D(t) a robot has to be assigned to

finalize the delivery by transporting the corresponding crate from station k ∈ S to

station l ∈ S. We assume that the task allocation problem has been solved (e.g.

by DHHT as shown in Chapter 2), and hence restrict our attention to the problem

of solving the MRMP problem as defined below. Let R = {R1, R2, . . . , Rn} be the

set of n robots navigating simultaneously on a two-dimensional grid map. During

planning, each robot has a start configuration si ∈ Cfree and a goal configuration

gi ∈ Cfree, where Cfree is the subset of configurations in which robots can take

on without colliding with static obstacles. For each robot Ri ∈ R a path πi :

[0, Ti] → Cfree will be computed by executing the A* algorithm on a grid map

with obstacles grown according to the outer radius of the robot footprint. It is

noteworthy that Ti denotes the individual path length of robot Ri. If Ri does not

have any potential collision with other robots while following path πi, Ti is equal to

the final path length. In case of a path collision between Ri and Rj, Ri or Rj has

to take a detour or hold its position to avoid the collision. We denote by Πij the

increased cost (in our implementation increased time) to avoid a collision between

two robots Ri and Rj either due to the taken detour or induced wait steps. Then,

Ti is increased according to either the additional path length or the wait steps.

The problem is to develop a decoupled collision avoidance system to minimize the

overall costs for avoiding collisions during the entire transportation process of all

robots given by

min
∑
(i,j)

Πij.

5.3.2 Swarm Behaviors and Traffic rules

It is very hard to find a optimal solution of such problems. Hatzack and Nebel [40]

shown in their work that scheduling the moves is NP-hard. Because of this, we

do not attempt to solve this problem directly or exactly, but try to approximate

an optimal solution by reducing the overall costs for collisions avoidance as much

as possible. To achieve this goal, we invest in development of behaviors and rules

at the level of individuals which can help robots avoid collisions within a certain

little group efficiently. The basic idea is that all robots try to keep following the

originally planned optimal paths as precisely as possible while avoiding collisions,

so that each robot will keep the cost of detours as low as possible. Since we do

not do any global optimization, the solution is not optimal. But we will show with

the experiments that the quality of our method is much better than some conven-

tional decoupled MRPP methods and similar to the ARMO method provided in

Chapter 4.
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As mentioned above, we are assuming that the task allocation problem has already

been solved and each robot Ri ∈ R obtains a job assignment. For each robot a

path will be computed with A* algorithm on the 2D occupancy grid map and

the paths are executed simultaneously by all robots. During this process, robots

are constantly exchanging information about their position, velocity, path and

status whenever they are within the direct communication range. The robots are

synchronized not with a global clock but with local messages and communications.

This means that the robot does not broadcast the message but only sends it to its

direct neighbors.

With the help of a so-called FrontAreaCheck function, each robot checks continu-

ously whether other robots are situated within its way. The front area is defined by

a rectangle as shown in Figure 5.4. The origin of this area is the current position

of the robot. The orientation of the front area depends on the current position

of the robot and the next local goal from the path to be reached, whereas the

current orientation of the robot is ignored. In other words, if the robot rotates at

its current location, the orientation of the front area will not change. The critical

area is located in the front area and corresponds to the drive channel needed by

the robot.

Figure 5.4: Definition of the front area and the critical area.

The closest robot to the origin in the front area will be selected by the front area

check and the robot in the critical area will be preferably selected. It means that,

if any robot is located in the critical area, the robots which are not in the critical

area will be ignored.
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5.3.2.1 Definition of behaviors

The behaviors designed to solve the multi-robot navigation problem are listed as

follows:

1. FollowWayPoint: The robot follows the next local goal one by one in the

path until the robot reaches the final goal station. After loading or unloading

a crate at the station, the robot will plan a new path to the new goal and

execute FollowWayPoint again.

2. Avoid: The robot drives round the other robot which is its partner, or an

unknown obstacle which is considered as its partner. When the partner is

not in the front Area any more, this behavior is then completed and the

robot will execute FollowWayPoint again.

3. Exchange: For a head-on collision, two robots pass each other and they are

partners of each other. When the partner is not in the front area any more,

this behavior is completed and the FollowWayPoint behavior will be started

again.

4. GoThrough: For a side collision, this robot is going through the intersection,

the other has to wait until this robot passes. After passing through the

intersection, the behavior is completed and the FollowWayPoint behavior

will be executed again.

5. Dock: The robot reaches the docking region of a station and starts to dock

with the station.

6. WaitKeepDistance: The robot waits for a partner and keeps a certain dis-

tance to the partner. When the partner leaves its front area, the behavior is

completed and the FollowWayPoint behavior will be executed again.

7. WaitForGoThrough: When the partner is just carrying out the GoThrough

behavior, this robot must wait and if necessary, make the intersection free

for the partner to go through. If the partner stops his behavior or leaves its

critical area, the robot will change to do FollowWayPoint again.

8. WaitForDocking: The robot must wait when another robot is just docking

at the same station.

The FollowWayPoint behavior uses the data from the laser range finder (LRF)

in order to avoid the collision with unexpected obstacles. The LRF data is also
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used by the Avoid and Exchange behaviors to search the most suitable direction

in which the robot should preferably move. In behavior Exchange, robots have

to reach a consensus on a common avoiding side with the help of the LRF data

and robot information. Note that in the Avoid behavior, the robot treats the

other robot as its partner, but it is not necessary that the other robot also treats

this robot as its partner. For example, a robot can use the Avoid behavior to

circumnavigate a robot which is just waiting for a third one.

In this chapter we focus on intra-logistics problems and therefore two particular

behaviors Dock and WaitForDocking are needed to handle the Loading and un-

loading process. When a robot is docking with a station and another robot arrives

nearby, the latter should stop at a certain distance from the station and wait until

the former leaves. When no robot is docking with the station, the robot should

check whether other robots arrive and are ready to dock at the same time. Here

we use a simple strategy, first come first served, and in case of the same arrival

time, the robot with a higher priority will dock at first. The priorities are defined

according to the robot IDs which are unique in our system. The end effect is that

only one robot can dock with a station at a time.

The behaviors can be divided into two subclasses: one is so-called Active be-

havior and the other is so-called Wait behavior. As the name suggests, the

subclass of Active behavior includes all behaviors (FollowWayPoint, Avoid, Ex-

change, GoThrough and Dock) in which the robot is in movement and the subclass

of Wait behavior includes all behaviors (WaitKeepDistance, WaitForGoThrough

and WaitForDocking) in which the robot stops. The execution of a particular Ac-

tive behavior is controlled by a local reactive controller. In the reactive controller,

the global path provides an attractive force that pulls the robots toward the local

goal, and the obstacles detected by the LRF provide a repulsive force that pushes

robots away from the obstacles. The obstacles might be other robots or some

unknown and unexpected obstacles such as human workers or crates. The local

controller can react very quickly with the dynamic changing in the environment,

so it can provide a certain safety guarantee for human workers. But in the case of

a traffic jam, for example, the road totally blocked with unexpected obstacles, the

execution of a behavior may fail. If the execution fails, the reactive controller will

report a failure and the robot will try to find an alternative path to the goal to

avoid a deadlock. The deadlock detection and path re-planning will be discussed

in detail in Section 5.3.3.
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5.3.2.2 Definition of the Traffic rules

During the execution of behaviors, every robot checks continuously the front area

for a possible new path collision which consists of rear-end collision, head-on colli-

sion and side collision. Once a new path collision is detected, the robot will select

a new behavior according to the traffic rules. The traffic rules for each behavior

are defined as follows.

1. FollowWayPoint: Algorithm 1.

2. Avoid: Algorithm 2.

3. Exchange: Algorithm 2.

4. GoThrough: Algorithm 3.

5. Dock: When a path collision happens, the robot will keep moving towards

the goal instead of selecting a new behavior. In this case, the other robots

will automatically make way for it.

6. WaitKeepDistance: Algorithm 4.

7. WaitForGoThrough: Algorithm 4.

8. WaitForDocking: In stead of changing the behavior, the robot will move

back or move into a less crowded area when another robot is too close to

it. However, the robot will stop WaitForDocking and execute FollowWay-

Point again when it is too far away from the station because of the avoiding

movement.

The function SolveActiveAndWaitCollision 5 is used to decide whether the robot

should circumnavigate another robot or not. Simply put, in case other robots have

the same goal station or are also within the critical area, the circumnavigation has

to be delayed. Otherwise, if no other robot within the front area is doing an Active

behavior, the circumnavigation can proceed. More detailed information about this

algorithm is given in Algorithm 5.

The function lowOrder provides a dynamic priority scheme that determines the

priority of robots according to the distance to the last goal station. The robot

with a shorter distance to the last goal station has a higher priority. In case of

the same distance, the priority is determined by the IDs. The idea within this

function is that if a station is crowded with many robots, the robot closest to

the station should first start to leave the crowded region. Additionally, with the
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Algorithm 1: SolveFollowWayPointCollision

Data: the robot in the front area
Result: select a new behavior
begin

switch behavior of the robot do
case FollowWayPoint

if rearEndCollision then
WaitKeepDistance;

else if headOnCollision then
Exchange;

else if sideCollision then
Execute GoThrough or WaitForGoThrough depend on the
situation;

case Avoid ∨ Exchange ∨GoThrough
if I am the robot’s partner then

Cooperate with the robot with a proper behavior;

else
WaitKeepDistance;

case Dock
if pathCollision then

Avoid;

else
WaitKeepDistance;

case WaitKeepDistance ∨WaitForGoThrough ∨WaitForDocking
SolveActiveAndWaitCollision(robot); // Alg.5

dynamic priority scheme, robots will have a chance to exchange the priority during

runtime, which will reduce the possibility of deadlocks.

The function noOtherActive is used to check whether other robots in the front

area are executing an Active behavior. The idea behind this function is to prevent

additional possible collisions, when other robots in the same area are already

engaged in avoiding collisions.

5.3.3 Deadlock and Re-plan

As is stated above, in case of a failure that executes the behaviors, the robot will

plan a new path to the goal. For this purpose, a virtual wall will be built between

the current position of the robot and its local goal in the path in the search space
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Algorithm 2: SolveAvoidCollision

Data: the robot the front area
Result: select a new behavior
begin

switch behavior of the Robot do
case FollowWayPoint ∨ Avoid ∨ Exchange

if rearEndCollision then
WaitKeepDistance;

else if (headOnCollision ∨ sideCollision) ∧ lowOrder(robot) then
WaitKeepDistance;

case GoThrough
if pathCollision then

WaitKeepDistance;

case Dock
if ¬pathCollision then

WaitKeepDistance;

case WaitKeepDistance ∨WaitForGoThrough ∨WaitForDocking
SolveActiveAndWaitCollision(robot); // Alg.5

Algorithm 3: SolveGoThroughCollision

Data: the robot in the front area
Result: select a new behavior
begin

switch behavior of the Robot do
case FollowWayPoint ∨ Avoid ∨ Exchange

if rearEndCollision then
WaitKeepDistance;

case GoThrough
if rearEndCollision then

WaitKeepDistance;

else if (headOnCollision ∨ sideCollision) ∧ lowOrder(robot) then
WaitKeepDistance;

case Dock
if pathCollision then

Avoid;

else
WaitKeepDistance;

case WaitKeepDistance ∨WaitForGoThrough ∨WaitForDocking
SolveActiveAndWaitCollision(robot); // Alg.5
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Algorithm 4: SolveWaitKeepDistanceCollision

Data: the robot in the front area
Result: select a new behavior
begin

switch behavior of the robot do
case Avoid ∨ Exchange ∨GoThrough

if Avoid me then
Cooperate with the robot with a proper active behavior;

case Dock
if pathCollision then

Avoid;

case WaitKeepDistance ∨WaitForGoThrough ∨WaitForDocking
if Wait for me then /* Deadlock */

if lowOrder(robot) then
Drive around the robot with a proper active behavior;

else
if ¬sameGoalStation ∧ ¬inCriticalArea ∧ noOtherActive(robot)
then

Drive around the robot with a proper active behavior;

Algorithm 5: SolveActiveAndWaitCollision

Data: the robot in the front area
Result: select a new behavior
begin

switch behavior of the robot do
case WaitKeepDistance ∨WaitForGoThrough

if I am not the partner of this robot then
if ¬sameGoalStation ∧ ¬pathCollision ∧ noOtherActive(robot)
then

Avoid;

else
WaitKeepDistance;

else
Cooperate with the robot with a proper behavior;

case WaitForDocking
if sameGoalStation then

WaitKeepDistance;

else
Avoid;
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expanded by A*. In this way, A* will avoid using the same local goal in the original

path and find an alternative path that does not go through the virtual wall. The

failure of different behaviors is defined as follows:

1. FollowWayPoint: If the robot detects unexpected and unknown obstacles

that blocks the entire front area, but no other robots are located in the front

area.

2. Avoid: If the robot can not find any free space in the front area to execute

this behavior and there is no other robot excepts its partner in the front

area.

3. Exchange: If both the robot and its partner can not find free space to execute

this behavior. The robot with lower ID will re-plan its path and the robot

with higher ID will shift to WaitKeepDistance behavior.

4. GoThrough: The execution time exceeds 30.0 sec.

We assume, that the Dock behavior is always executable given the domain of intra-

logistics and thus there is no definition about the failure of the Dock behavior.

With the alternative path re-planning, robots can prevent themselves to fall into

the failure of the path execution. But it is still possible that robots run into

deadlocks when they wait for each other within circular chain. The problem with

two robots is solved by Algorithm 4. However, the problem with more than two

robots can not be solved merely with the traffic rules. Therefore, a deadlock

detection mechanism is used to automatically detect this problem.

The robot which executes one of the Wait behavior, sends a so-called WaitMessage

which contains its ID to every partner at a certain frequency (we use 2 second

intervals during our experiments). If its partner is also doing a Wait behavior, it

will check whether its partner’s ID is already contained in this message. Otherwise,

its partner will just ignore this message. For the case that its partner’s ID is already

contained in this message, a chain deadlock is detected and its partner has to plan

an alternative path. Otherwise, its partner will add its own ID to this message

and forward this message to those robots which this partner is waiting for.

Now we discuss the capability of this method in avoiding deadlocks. Outside of

the docking region, the path collision within a certain group of robots executing

FollowWayPoint, Avoid, Exchange, or GoThrough behavior will be solved with the

traffic rules. According the traffic rules, only one robot can execute the GoThrough

behavior while the other robots have to wait. Inside the docking region, the Dock



Chapter 5. Swarm-Intelligence: Behavior-based Collision Avoidance 90

behavior dominates all other Active behaviors. On the assumption that there is

no overlap between the docking regions of any stations (Target Isolation), it is

impossible for two robots to do the Dock behavior in the same region at the same

time. Therefore, a cycling of the Active behaviors within the same group of robots

can not occur. This will ensure that at least one robot in this group will keep

moving toward its goal.

All Active behaviors except the Dock can degrade to one of the Wait behavior.

In this case the robots can build a cyclic dependency and wait for each other.

This problem is solved by the chain deadlock detection and re-planing method as

described above. If the robot can always find an alternative path from any position

to any station (Alternate Connectivity), at least one robot will be released from

the deadlock and move towards its goal.

In summary, our approach is dead-lock free for the problems in which the condi-

tions of Target Isolation and Alternate Connectivity are met.

5.4 Experimental Results

For evaluating our approach we conduct a series of experiments in three different

environments at the simulator Stage. Figure 5.5 depicts those three environments

used to test our approach. The size of the Building 78 map is 33m x 30m, the

ASE map is 94m x 82m, and the KNO map is 88m x 43m. On each map we define

several loading stations (green rectangle): 4 stations on Building 78, 9 on ASE,

and 6 on KNO.

The simulator Stage [115] is modified to match our particular demand, for example

to illustrate the front area, paths and the name of a behavior. One advantage of

the Stage is that it allows us to build simulation worlds directly from grid maps,

which are generated from real environments in our case.

A comparison between the BBMRCA and the Adaptive Road Map Optimization

(ARMO), introduced in Chapter 4, and the decoupled technique based on pri-

oritized planning (PRIOR) from Berg and colleagues [111], will be presented in

the following sections. In PRIOR, the path is planned iteratively after a pre-

defined priority scheme. When the ith robot plans its path, the paths of the

i− 1, i− 2, . . . , i− k robot planned beforehand are considered as dynamic obsta-

cles. In order to guarantee completeness with decoupled planners, it is required

that the start and goal locations of each robot are so-called garage configurations,

i.e., configurations that are not part of Cfree of any other robot.
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(a) (b)

(c)

Figure 5.5: Snapshot pictures captured from Stage utilized for experiments:
(a) the Building 78 map generated in robot experimental area of University of
Freiburg, (b) the ASE map generated in a real logistic center. (c) KNO map

generated in a large distribution center.

Under the same settings, several experiments with the same number and identical

sequence of transportation tasks (#Del.) are conducted for each planning method.

The maximum allowed velocity of the robot is set to 0.8 m/s for all three methods.

The completion times (CTime) is measured in seconds, which reflects mainly the

efficiency of the different methods. Additionally, the average velocity over all

robots (avg. v) is also measured in meter per second. The average velocity not

only provides a different perspective to the efficiency, but also indicates the energy

consumption of robots. Normally, move needs more energy than standing; in other

words, lower velocity means less energy consumption at the same time period. All

experiments are tested with a machine configured with Intel(R) Core i7-3770 (3.4

GHz) processor, 8 GB main memory and Ubuntu 12.04 64-Bit version.

Table 5.1 shows the results of experiments on the map “Building 78”. The free
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Building 78
#R M #Del. avg. v (m/s) CTime (s)

20
ARMO 144 0.23 1416
PRIOR 144 0.13 4544

BBMRCA 144 0.12 2560

40
ARMO 216 0.12 2144
PRIOR 216 0.09 9144

BBMRCA 216 0.09 3889

Table 5.1: Experiment results of map Building 78.

Map Name ASE
#R M #Del. avg. v (m/s) CTime(s)

20
ARMO 196 0.35 2438
PRIOR 196 0.24 4636

BBMRCA 196 0.31 2401

50

ARMO 294 0.20 2732
PRIOR 294 0.15 8229

BBMRCA 294 0.20 3250

100

ARMO 294 0.11 2826
PRIOR 294 0.14 10206

BBMRCA 294 0.16 2685

Table 5.2: Experiment results of map ASE.

space of this environment is relatively small, particularly when it is crowded with

20 to 40 robots. Therefore, it is not surprising that ARMO has the best results.

However, ARMO requires much more time for computing the optimal road map.

Moreover, since the robots can only move on the computed road map and the

optimization of such road map is not all the time, another weakness of ARMO is

that its reaction time to dynamic changes is not as short as that of the BBMRCA.

Furthermore, with almost the same energy consumption, the efficiency of BBM-

RCA is nearly double of that of PRIOR (44% with 20 robots and 57% with 40

robots). That means, BBMRCA is more energetically efficient than PRIOR.

As is shown in Table 5.2, for the map “ASE”, the performance of BBMRCA is

nearly as good as that of ARMO and even better in some cases (with 20 robots

and 100 robots). One reason for this is that the road map generated by ARMO

contains only orthogonal edges, and in this environment, the orthogonal lines may

not be the shortest path between stations. Compared to PRIOR, BBMRCA has

a significantly better performance and the results have shown an improvement up

to 70%. Additionally, BBMRCA is more scalable by varying the number of the

robots.
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KNO
#R M #Del. avg. v (m/s) CTime(s)

20
ARMO 112 0.40 1746
PRIOR 112 0.25 4184

BBMRCA 112 0.36 1902

50
ARMO 196 0.29 1743
PRIOR 196 0.16 8131

BBMRCA 196 0.25 2604

100
ARMO 252 0.16 2114
PRIOR 252 0.14 17977

BBMRCA 252 0.19 2612

Table 5.3: Experiment results of map KNO.

The results of experiments on the map “KNO” are shown in Table 5.3. Although

the drivable space of this environment is very limited, the performance of our

method is at the same level with ARMO. The average velocities of ARMO and

BBMRCA are also nearly identical. Furthermore, by comparison with PRIOR,

the efficiency of BBMRCA leads to an improvement up to 85%. And as can

be seen in this table, the completion time of PRIOR is raised significantly with

increasing number of robots, while the number of robots has hardly any impact

on the efficiency of BBMRCA.

5.5 Conclusion

In this chapter we propose a behavior-based multi-robot collision avoidance (BBM-

RCA) method to solve the MRMP problem in large robot teams. This method

is inspired by biological studies on insects and animals which can solve the group

navigation problem efficiently. We combine the advantage of the swarm techniques

and decoupled multi-robot path planning methods together to achieve an efficient

navigation with better quality for large distributed robot systems.

We evaluate our methods with up to 100 robots in a simulation environment and

the experimental results suggest that the quality of solutions and the scalability are

at the same level with ARMO and significantly better than those of conventional

decoupled prioritized planning methods. The main advantage of our approach

compared to ARMO is that BBMRCA does not need any pre-processing such as

computing the optimal road-map, which requires much time for large and com-

plex environments and is not flexible enough. Our method is as flexible as PRIOR,

when an unexpected and unknown obstacle appears. At the same time, compared
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to common swarm technologies, our method is more suitable to complicated, struc-

tured and crowded environments, such as confined and cluttered logistic centers

and manufacturing plants. Furthermore, this method is also implemented and

successfully tested on the real robot system within the “KARIS Pro” project (see

more detail in Chapter 6 Section 6.3).

Although at present our method is specially designed for the intra-logistic appli-

cations, in the future, the behaviors and rules can be relatively easily extended to

and adopted in other multi-robot navigation scenarios, for instance, virtual agents

in video games.



Chapter 6

The KARIS System

6.1 Introduction

In this chapter, we introduce the KARIS (Kleinskalige Autonomes Redundantes

Intralogistiksystem) system in more detail. As is mentioned above, the KARIS

system is a distributed multi-robot system developed by several companies and

research institutes within two joint research projects. The first one “KARIS” is a

project of the “Intralogistic Network” in South Germany from 2009 to 2013, and

the follow-up project “KARIS Pro (KARIS in der Production)” [83] was funded

by a Bundesministerium für Bildung und Forschung (BMBF) grant from 2014 to

2016. The long-term goal of the two projects is to provide a fully autonomous

transport system to the flow of materials in the field of intra-logistics and pro-

duction. The system should work together with humans intuitively and safely,

and enable companies to improve the efficiency of their production facilities while

reducing the costs.

6.2 The KARIS Project

The KARIS project is a joint project from the technology working group of the

“Intralogistic Network” in South Germany during 2009-2013. Several companies

and research institutes collaborated on the project. Three research groups of our

institute have participated in this project. The research group on Computer Net-

works and Telematics took the responsibility of the communication and network.

The research group on Autonomous Intelligent Systems took the responsibility of

95
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the localization. And our research group on Foundations of Artificial Intelligence

took the responsibility of the task allocation and multi-robot navigation.

The third prototype of the KARIS mobile robot from this project (see Figure 6.1

(a)) has a size of 50 × 50 × 45 (length x width x height) cm, a payload of 60 kg,

and multiple robots can be connected together to build a static conveyor system

as is shown in Figure 6.1 (b).

(a) (b)

Figure 6.1: (a) The third prototype of KARIS robot. (b) Inter-robot connec-
tions facilitated by a docking mechanism for jointly solving tasks.

The robot is equipped with a holonomic drive system, a conveyor system, a fine

docking mechanism and two laser range finders. The holonomic drive system with

four Mecanum wheels allows the robot to move in any direction which improves

the agility and facilitates the docking behaviors. The conveyor system can auto-

matically loads and unloads crates when docked with a loading station. The fine

docking mechanism enables a high precision automatic docking maneuver with the

help of four distance measure sensors, either with other robots or with a loading

station. Two SICK S300 laser range finders (LRFs) are mounted in two opposing

corners to cover the 360 degree field of view for autonomous and safe naviga-

tion. The software is developed in C++ and the communication between different

software components is based on the Inter Process Communication framework

(IPC) [96]. Figure 6.2 depicts an abstract functional software architecture from a

viewpoint of most important functions.

For localization, a Monte-Carlo localization method [18] is used. The occupancy

grid map [26, 73] is generated with a fast SLAM method [72] from the data col-

lected by once steering a single robot manually through the environment. Further-

more, in the case of using ARMO method a road map based presentation of the

environment is used for the multi-robot navigation. The road map is generated

from a dynamic occupancy grid map which presents the dynamic changes of the
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Figure 6.2: The abstract functional software architecture.

environment over time (see Chapter 4). For the navigation either the prioritized

planning method (PRIOR) from Berg and colleagues [111], or the ARMO method

described in Chapter 4 is used. For the task allocation, the DHHT based approach

proposed in Chapter 2 is applied.

6.2.1 Application: A Real World Demonstration

In order to show the advantages of the KARIS system against conventional trans-

port systems, we demonstrated the KARIS system at the Logimat Fair in Stuttgart

2010. We constructed a real world instantiation of transportation tasks with four

KARIS robots (see Figure 6.3 (f)), whose task was to deliver prepared coffees and

snack foods to visitors waiting at the delivery stations and to put used cups into

the small catering kitchen. The size of the demonstration area was 6m× 14m and

there were five delivery stations in total installed in the scenario (see Figure 6.3

(a)). One station next to the kitchen was used to provide catering services and

other four stations were used for ordering foods and coffees by visitors. The coffees

and foods were put into a small red crate, as is shown in Figure 6.3 (c), thus a

particular delivery task was to transport a small crate from one station to one of

the other four stations and vice versa.

During this demonstration up to four robots ran continuously for three exhibition

days (every day 8 hours) without any interruption. Every day, the robots traveled
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(a) (b)

(c) (d)

(e) (f)

Figure 6.3: The demonstration at the Logimat Fair. (a) The scenario of the
demonstration and the red cube denotes a KARIS robot. (b) A robot is docked
with a station and is loading a crate. (c) A red crate used to transport the foods
and coffees. (d) A robot is approaching a recharging position. (e) The safe
navigation among humans. (f) Four KARIS robots used in this Demonstration.

on average four kilometers and finished on average 180 delivery tasks without

collisions or deadlocks. We demonstrated successfully that the KARIS system

is able to organize the transportation tasks by itself in human workspace in an

efficient and flexible way.
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6.3 The KARIS Pro Project

The KARIS Pro project is the follow-up project of KARIS funded by a Bundesmin-

isterium für Bildung und Forschung (BMBF) grant during 2014-2016. The plan

was to have two KARIS Pro pilot applications in real production environments by

2016. Numerous companies and research institutes from Baden-Württemberg col-

laborated on the projects (see Figure 6.4), and our institute took the responsibility

for localization and navigation.

Figure 6.4: The multi-company research project KARIS Pro with our institute
taking the responsibility for localization and navigation.

In this project, the robot is completely re-designed and produced. Figure 6.5

shows the final version of the robot. The size of the robot is 60× 40× 40 (length

x width x height) cm, a payload of 120 kg and is equipped with a holonomic drive

system, one SICK S300 laser range finder mounted in front of the robot and a ex-

changeable module for two different transportation tasks. One module is designed

for the small load carrier (see Figures 6.5 (a)) and the robot can be automatically

docked with a loading station to load or unload the carrier. The other module

is designed for a cart (see Figure 6.5 (c)) and the robot can autonomously dock

under the cart and move together with the cart. The robot is powered with an

on-board power system and the battery can be charged automatically by docking

to a contact-less charger station (see Figure 6.5 (b)). The software is based on the

Roboter Operating System (ROS) [84] libraries. To deal with the high dynamics

in real environments, the dynamic localization method described in Chapter 3 is

implemented and applied. To increase efficiency and flexibility, the behavior-based
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multi-robot collision avoidance method described in Chapter 5 is applied for the

multi-robot navigation. Furthermore, a scan matching based fine position method

is implemented in order to realize the autonomous docking function with a loading

or charge station. The fine position reaches an accuracy of 1 cm (see Figures 6.5

(a)).

(a)

(b) (c)

Figure 6.5: (a) A robot equipped with a module for small load carrier is dock-
ing with a loading station. (b) Robots are charging with contact-less charger

stations (c) A robot docks with a cart and moves together with it.

6.3.1 Two Pilot Applications

In this project two pilot applications are successfully completed. The first pilot

application was carried out for the Bosch Diesel Systems, Stuttgart, Germany, in

the field of intra-logistics. The second pilot application was carried out for the

Audi R8 production of the quattro GmbH, Neckarsulm, Germany, in the field of

production.

In the first application at the Bosch Diesel Systems, the job is to transport goods

in carriers from different production areas to a measuring room and vice versa

(see Figure 6.5 (a)). A transport job can be generated manually by entering an

order on a tablet by workers or directly from RFID tag mounted on the carrier.

All robots are informed about the job via WLAN and negotiate among themselves
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by a decentral auction based job management implemented by the Institute for

Material Handling and Logistics [44] to decide which robot does which job. Then

a robot who takes an order will pick up a carrier and bring it to the destination.

In the second pilot application at the Audi R8 production, the job is to transport

carts from the warehouse to the assembly line and vice versa (see Figure 6.5 (c)).

The carts containing all the parts needed for a certain production step should be

transported to a certain assembly site at the correct time. At the same time the

empty carts from assembly sites should be transported back to the warehouse. The

transport job is generated manually by entering an order on a tablet by workers.

Then, jobs will be allocated to robots in the same way as described in the first

application. A robot that takes an order will drive to the cart, dock under it and

bring it to the destination.

To ensure that materials could be transported to the right place on schedule safely

and fully autonomously, localization and navigation need to overcome many chal-

lenges. The difficulty here for the localization is to overcome huge working spaces

plus high dynamic influences. For example, the working space in the first applica-

tion is about 100m x 120m extending over two buildings, and that of the second

application is about 80m x 50m. The dynamic influences here include long-term

changes caused by rearrangement of shelves or local renovation of plants, as well as

short-term changes caused by gathering humans or moving objects such as forklifts

or micro goods trams. Our dynamic localization method provided in Chapter 3

works well under such difficult conditions. At the end of the pilot we demonstrate

that the pose tracking problem in real environments with high dynamics can be

solved with our approach.

The difficulty here for the navigation is to deal with complex traffic situations in

real industrial environments. In addition to avoid collisions with each other, the

robot must also face other participants in traffic, such as pedestrians, forklifts,

micro goods trams and even fast-moving bicycles. Furthermore, in some places

our system should follow the traffic rules used by other on-site transport systems.

For this purpose, a road map is manually built to fulfill the special requirements

of different scenarios. For instance, in the road map an edge can be marked as a

one-way street, so that the moving direction of our robot is the same as that of

the micro trams and an overtaking of it can be prevented. A scan matching based

object detection method can be specified at individual nodes on the road map, so

that our robot can yield the right of way to micro trams or on-site running AGVS

in the Audi scenario. The path planning of a single robot will take into account

these specific features of the road map to find an optimal path which meets the
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customers’ needs. The path execution is controlled by the behavior-based multi-

robot collisions avoidance (BBMRCA) method described in Chapter 5. At the

end of the project, our method was successfully tested in different situations and

achieved a safe, flexible and efficient multi-robot navigation.

With two pilot applications, it has been shown that the KARIS system is able to

deal with different real environments in industrial settings, and can bring benefit

to customers by reducing of the processing time and saving human resources. It

has also been demonstrated that the KARIS system is very flexible and requires

little effort to integrate itself into the running production process. Furthermore,

we have also acquired many experience and skills from this project, which will

help us to design and build a better system in the future. In summary, it has

been demonstrated that such a autonomous multi-robot transport system is a

realistic, flexible and efficient solution for material transport tasks in the field of

intra-logistics and production.



Chapter 7

Conclusions

In this thesis we focus on tree relevant problems involved in designing and building

a distributed multi-robot system to solve the materials transport problems in the

industrial-like domain. The first important problem is the Multi-Robot Task Allo-

cation (MRTA) problem, namely, to decide which object should be transported by

which robot and when it should happen. The MRTA problems associated with the

multi-robot navigation problem is NP-hard, so almost all centralized approaches

with the lack of scalability can not be applied to large problems. Therefore, we

will not attempt to solve such problems directly or exactly, but try to provide an

approximation to improve the overall performance of the system. For this pur-

pose, in Chapter 2 we propose a novel approach called Distributed Heterogeneous

Hash Tables (DHHT) to solve the task allocation problem. The assignment of a

robot to a task by using of the DHHT is divided into two steps: firstly, a robot

is assigned to a station with the DHHT method; then, the robot gets a specific

transportation task from this station with the help of a contract net protocol. The

robots build a kind of Mobile Content-Addressable Network (MCAN) and in the

MCAN all messages are delivered via a so-called geographic routing scheme.

This approach is completely decentralized, meaning that it needs no central server

to coordinate the task allocation. Only robots and loading stations carry commu-

nication devices and all necessary communication is performed by the robots and

the loading stations. Therefore, this approach can be used in many production

environments without installing additional hardware infrastructures. Moreover,

because of the decentralized structure of the algorithm, the system is robust, fail-

tolerant and scalable. Failures of some robots or adding further robots during the

runtime barely has influence on the system, and the changing demands of stations

can be easily adapted by the system. Besides the theoretical findings for the al-

location mechanism, we evaluate our approach both in simulation and on the real
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system. The experimental results from the simulation and real world have shown

that our approach performs a fair distribution of robots among stations under

several different test constraints, and thus achieves high total delivery efficiency

of the system.

Another important problem is the localization in highly dynamic environments,

namely, to determine the robot position in continuously changing environments.

While common approaches are successfully applied in static environments, they

may not be well-suited to highly dynamic and complex environments, such as

intra-logistics and production. In Chapter 3, we introduce an effective and robust

dynamic localization method which separates localization from the mapping pro-

cess to solve such problems. In localization process, a particle filter coupled with

a distance filter and a scan matching method achieves a more robust localization

against dynamic obstacles. In mapping process, we introduce an extend sensor

model which takes dynamic influences as well as the state transition probability

of the map directly into the map update step and leads to a more accurate and

robust map update. The empirical evaluation shows that our approach achieves a

robust localization in several highly dynamic real-world environments, all includ-

ing dynamic influences. At the same time the mapping stays consistent with the

ground truth.

Besides the task allocation and localization problems, another relevant problem

involved in the multi-robot system is the Multi-Robot Motion Planning (MRMP)

problem, namely, to find out how a team of autonomous mobile robots can move in

the same environment at the same time while avoiding collisions with other robots

and obstacles. In general, MRMP problems are also NP-hard. Therefore, coupled

approaches are not suitable for a large team of robots. The most conventional

decoupled motion planning approaches for real robot systems, like the prioritized

path planning (PRIOR) method, are suffering from the unsatisfactory quality of

the solution. That means, the quality of the solution can be fairly low with the

huge number of robots (e.g up to 100 robots). So we seek for some new methods

to improve the quality of solutions in these cases.

In Chapter 4, we propose a road map based approach called Adaptive Road Map

Optimization (ARMO) to deal with multi-robot path planning (MRPP) problem.

Our approach generates an optimal road map with consideration of environment

constraints and the current demands of stations in a pre-processing phase. The

robots then extract individual paths from the road map with a local path planner

and cooperatively navigate themselves with a local navigation module. The opti-

mal road map will be recomputed only when changes of environments or stations

are detected. Furthermore, the computation time of the generation of an optimal
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road map depends mainly on the complexity of the environment rather than on

the number of robots. Therefore, our approach is capable for a large robot team

(up to 100 robots) in dynamically changing environments. We conduct several

experiments in simulation to test our approach under different conditions. The

experimental results have shown that the ARMO leads to a more efficient multi-

robot navigation than conventional decoupled prioritized path planning methods.

Although the ARMO approach has a significantly better quality than the conven-

tional decoupled methods and can be used on real robot systems, a centralized

pre-processing is still needed and some constraints are not flexible enough for ar-

bitrary applications, for instance, the road map must be orthogonal straight lines.

Through biological research on insects, ants and birds in nature, it is found that

the coordination problem in a large numbers of such animals can be highly effi-

ciently solved with swarm techniques. The key point of a swarm system is that a

swarm behavior can be triggered automatically by relatively simple rules followed

by individuals. Many swarm systems have already been developed for robotics

and video games, for example, formation methods, flocking methods, schooling

methods and following methods. But few of them are perfectly fit for applications

in which robots must move in a structured and crowded environment. Therefore,

in Chapter 5, we propose a behavior-based multi-robot collision avoidance (BBM-

RCA) method for solving MRMP problem in large robot teams. We combine

the advantage of the swarm techniques and decoupled multi-robot path planning

methods to achieve better flexibility and quality for the real robot system.

We evaluate the BBMRCA method with up to 100 robots in a simulation and

the experimental results indicate that the quality of solutions and the scalability

are at the same level as those of ARMO and significantly better than those of

conventional decoupled prioritized planning methods. The main advantage of our

approach compared to ARMO is that BBMRCA does not need any pre-processing

such as computing the optimal road-map, which requires much time for large and

complex environments. The BBMRCA method is as flexible as PRIOR, when

an unexpected and unknown obstacle appears. At the same time, compared to

common swarm technologies, this method is more suitable in complicated, struc-

tured and crowded environments, such as confined and cluttered logistic centers

and manufacturing plants. Although at present our method is specially designed

for the intra-logistic applications, in the future, the behaviors and rules can be

relatively easily extended to and adopted in other multi-robot motion planning

scenarios, for instance, for virtual agents in video games.

Finally, we introduce a demonstration and two pilot applications within two projects

“KARIS” and “KARIS Pro” in Chapter 6. The demonstration was carried out at



Chapter 7. Conclusions 106

the Logimat Fair in Stuttgart 2010. We successfully demonstrated the advantages

of the system compared with conventional transport systems. The first pilot ap-

plication was carried out for the Robert Bosch GmbH, Stuttgart, Germany, in the

field of intra-logistics. The second pilot application was carried out for the quattro

GmbH, Neckarsulm, Germany, in the files of production. With these applications,

it has successfully been demonstrated that the KARIS system is a realistic, flexi-

ble and efficient solution for the materials transport problems in the industrial-like

domain.

In summary, we present methods for a distributed multi-robot system to solve

materials transport problems in industrial environments. We propose a fully de-

centralized task allocation method which can facility a fair distribution of robots

among the loading stations. We introduce an effective and robust localization

method to achieve an accurate localization in highly dynamic real world environ-

ments. We propose two decoupled multi-robot motion planning methods which

can efficiently navigate a huge group of robots in structured and crowded environ-

ments. With the experiments in the simulation and on real robots, it has been

demonstrated that this system is able to organize the transportation task by itself

in human workspace, and solve the transportation problems in real environments

in a more flexible and efficient way.
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