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Abstract
Model-driven development of complex software-intensive or cyber-
physical systems involves the creation of heterogeneous artifacts
and models. Although most modeling tools seem to convey cer-
tainty for each value or model state, the information they represent
often relies on assumptions and so, by necessity, include a degree
of uncertainty. When specifying and managing such uncertainty
within a single model, it is hard to determine its effect on the set of
modeling artifacts and as well, on model consistency and correct-
ness. The potential effects of uncertainty can be unclear, especially
whenmodels are automatically kept consistent. Effects become even
more unclear when consistency and correctness are determined not
solely by constraints but for a given model state, also by simulation
or other black-box mechanisms. In this paper, we present Uncer-
tainTree, an end-to-end process that makes uncertainty a first-class
concern of multi-model consistency analysis. The approach’s anal-
ysis includes interacting uncertainties from various sources and
models. Engineers annotate uncertainty in the multi-model environ-
ment. The process explores the induced possible models, propagates
them, and evaluates their consistency. UncertainTree aggregates the
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heterogeneous verdicts in a central reporting metamodel and com-
municates the outcome through stakeholder-specific uncertainty
views. To improve explainability, we enrich the views with expla-
nations provided by large language models, accessing the evidence
provided by previous analysis steps. To make the analysis scale,
we envision interchangeable execution modes, from state-space ex-
ploration to symbolic execution of consistency-preservation rules.
As evidence of feasibility, we report a pre-study, conducted as a
small-scale evaluation with a working prototype on two subject
systems, as evidence of feasibility. Further, we lay out a detailed
plan to evaluate the end-to-end vision.
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1 Introduction
Engineers develop large-scale software-intensive and cyber-physical
systems with a large number of interrelated models drawn from
many domains [17]. To reflect a change made in one model in the
models of other domains, and to maintain the relations between
them, automated consistency-preservationmechanisms can be used
during development [21, 28] as part of the general task of model
management [25]. Engineers who rely on such mechanisms rea-
sonably place trust in their tool chain. As long as the models are
reported to be consistent, the current design decisions appear sound.
This, however, creates a dangerous illusion of certainty [23], be-
cause the values in the models often rest on provisional, guessed, or
only partially known information and are hence uncertain [7, 18].

Uncertainty rarely remains local to the model element in which
it originates. Through consistency-preserving transformations, an
uncertain parameter in one domain propagates into dependent
models in other domains [12]. For example, an uncertain diameter
in a mechanical specification may change the geometry of the cor-
responding Computer-Aided Design (CAD) model [15] and thereby
decide whether surrounding components still fit or whether down-
stream analyses remain valid. Uncertainty is, thus, not a property
of a single model element, but a composite property of the state
of the whole multi-model environment [7, 11]. Consequently, a sys-
tem may appear consistent for one nominal realization yet become
inconsistent for other, equally plausible, realizations of the same
uncertain parameters.

Reasoning about consistency under uncertainty is hard for three
reasons. First, a single uncertain value induces a whole space of pos-
sible concrete models, and critical states are often revealed only by
the interaction of several uncertainties [9, 11]. Second, deciding con-
sistency of a possible model is not a static lookup. The consistency-
preservation rules must be executed to propagate the uncertain
change, and only then can the resulting state be judged. Third,
that judgement is made by heterogeneous evaluators that go far
beyond constraints, ranging from simulations to third-party black-
box tools whose internal reasoning is unavailable for the model
management consistency preserving tool. Existing consistency-
management approaches keep related models synchronized for
concrete values [21, 30], but to the best of our knowledge, none
natively reason about uncertainty across these three dimensions,
nor communicate the result to the diverse stakeholders who must
act on it.

In this paper, we present a vision for an end-to-end process that
turns uncertainty into a first-class concern of multi-model consis-
tency analysis. Based on uncertainty annotations [14] the process
derives the induced possible models, propagates them through the
existing consistency-preservation rules, evaluates each resulting
state with composable, possibly black-box evaluators, aggregates
the heterogeneous verdicts (from booleans over constraint viola-
tions to value ranges) in a central reporting metamodel, and com-
municates the outcome through stakeholder-specific uncertainty
views enriched by Large Language Models (LLMs). Crucially, the

costly analysis is served by interchangeable execution modes. State-
space exploration for the general case, and symbolic execution of
consistency-preservation rules where their structure permits it,
trading enumeration for compact, range-based results.

We ground this vision in a working prototype that already real-
izes the exploration and evaluation steps, and we report a pre-study,
conducted as a small-scale evaluation on two subject systems, as
evidence that the core mechanism is feasible while exposing what
is still missing, most notably scalable analysis and effective commu-
nication of results (section 5). In summary, we contribute (i) a vi-
sion of an end-to-end, uncertainty-aware multi-model consistency
analysis process (section 4), (ii) the concept of interchangeable
execution modes for scalability, including symbolic execution of
consistency-preservation rules, (iii) a central reporting metamodel
feeding stakeholder-specific, LLM-enriched uncertainty views, and
(iv) feasibility evidence from a pre-study together with a plan to
evaluate the complete vision (section 6).

The remainder is structured as follows. Section 2 presents back-
ground and related work, and section 3 introduces a running exam-
ple. Section 4 describes our vision, section 5 reports the pre-study,
section 6 details the future and evaluation plan, and section 7 con-
cludes.

2 Background
2.1 Consistency Management for Multi-Models
A central concern of model-driven development is maintaining
consistency between the heterogeneous artifacts created during de-
velopment. While for small domains a single monolithic metamodel
may be sufficient, most practical cases require a pragmatic setting
that combines multiple metamodels [3]. Consistency can then be
ensured both by consistency checking [31], which evaluates a consis-
tency specification on a model state, or by consistency preservation,
which keeps every developer-visible state consistent through incre-
mental model transformations. Approaches such as Vitruvius [21]
realize consistency preservation across a Virtual Single Underlying
Model (VSUM) using Consistency Preservation Rules (CPRs) that
propagate changes between models.

CPRs can be specified in dedicated languages such as the Reac-
tions language [22]. These languages can be Turing-complete. Con-
sequently, statically predicting the model states reachable through
such CPRs is in general undecidable, so reasoning about the ef-
fect of a change may require executing the rules or using external
analyses.

2.2 Uncertainty in Modeling
Following Walker et al., we regard uncertainty as any deviation
from the unachievable ideal of completely deterministic knowledge of
the relevant system [33]. Uncertainty in model-driven engineering
has been studied across design and run time [7, 27], surveys pro-
pose conceptual models to represent it [24, 32], and further work
studies how it propagates and interacts in adaptive systems [9] and
how transformations over partial models can be made uncertainty-
aware [10]. For consistency, prior work targets change propaga-
tion, traceability, and artifact-level annotations [20], but typically
assumes deterministic states or treats uncertainty locally. What
remains open is an end-to-end treatment that explores the possible
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models induced by interacting uncertainties across interconnected
models, judges their consistency with heterogeneous evaluators,
and communicates the result to the responsible stakeholders.

3 Running Example
We use the model-driven development of an automotive brake
system as a running example, based on a case study from the lit-
erature [15]. The system is described by four models that form
a Multi-Model Environment (MME) [21]. The Brake Specification
model (product manager) defines the product and component spec-
ifications negotiated with suppliers. The CAD model (mechanical
engineer) captures the 3D shapes, dimensions, and positions of
the assembly. The Simulation model (simulation engineer) draws
on both to check properties such as thermal limits, and a fourth
model captures the uncertainty annotated on the others. Changes
are propagated across models automatically by Vitruvius [21], and
consistency is judged by single- and cross-model constraints and by
a black-box simulation that, given a model state, returns whether it
complies with regulations. This black box stands in for third-party
tooling whose decision process the team cannot inspect.

Now consider uncertainty. The productmanager specifies a brake
disc diameter of 330mm, but the manufactured discs vary, so the
admissible diameter is the range [327, 332] (Figure 2, Figure 1).
Because the incremental consistency-preservation mechanism only
reacts to concrete changes, this uncertainty is not propagated, so
the nominal model state conveys certainty while engineers base
decisions on a state that does not represent reality. Some admissible
diameters let the disc intersect the caliper, rendering the assembly
inoperable. Others push heat absorption past the thermal limit,
risking brake failure. Crucially, the local model state where the
uncertainty is introduced is insufficient to decide consistency. The
uncertain change must first be propagated through the CPRs into
the CAD and simulation models, and only the resulting multi-model
state can be judged, by constraints and by the black-box simulation.
This is often infeasible to do manually even for a single uncertainty.

Moreover, uncertainties interact. The one-dimensional position
of the caliper is itself uncertain but bounded in the CAD model.
A single uncertainty may be harmless, yet the combination of the
disc diameter and the caliper position may produce an intersection
in some realizations.

Not all realizations are equally likely, though. The supplier can
characterize the diameter by a probability distribution estimated
from measurements, so values near the interval bounds are rare.
An inconsistency arising only from a rare combination, such as
the largest disc with the caliper at its extreme position, may then
have negligible probability, and engineers may reasonably decide
not to address it. Making such trade-offs requires knowing not
only whether an inconsistency is possible, but also how likely and
severe it is, so that limited effort is prioritized toward the most
probable and critical cases. The open questions are therefore which
uncertainties actually threaten consistency, how likely and severe
the resulting inconsistencies are, which evaluator they violate, and
how this insight reaches the right stakeholder.

Figure 1: CAD top view as
specified. [15]

Figure 2: CAD top view of a
possible state under diameter
uncertainty. [15]

4 Vision: End-to-End Uncertainty-Aware
Consistency Analysis

Our vision is an end-to-end process that makes uncertainty a first-
class concern throughout multi-model consistency analysis, from
the point where an engineer expresses what is uncertain and to
the point where each affected role understands what this means
for their work. Figure 3 and Figure 4 give an overview. Our en-
visioned process has eight conceptual stages. (1) Engineers anno-
tate uncertainty on model elements of the multi-model environ-
ment. (2) The annotations induce a space of possible concrete models,
which an interchangeable execution mode navigates. (3) For each
possible model, the existing CPRs are executed to propagate the
uncertain change, so that a fully materialized multi-model state
results. (4) The consistency of that state is judged by heterogeneous
evaluators. (5) Findings about inconsistencies are generated, and
(6) the results are aggregated in a central reporting metamodel from
which (7) stakeholder-specific uncertainty views are derived. Finally,
(8) stakeholders may use the LLM interface to receive additional
explanations of the impact of uncertainty in the multi-model envi-
ronment. Our holistic vision is to combine all eight stages into one
complete, scalable, and stakeholder-oriented process, so that both
explainability and decision support are improved in cross-domain,
multi-model development.

4.1 From Annotated Uncertainty to Possible
Models

Uncertainty that goes uncharacterized also cannot be analyzed.
Therefore, we build on an uncertainty metamodel from the liter-
ature [14, 24] and let engineers attach uncertainty annotations to
model elements which they are responsible for. Each annotation de-
scribes the possible values or states of one source of uncertainty. An
annotation may be a value range (fixed or relative to nominal value,
discrete or continuous), a choice among a finite set of alternatives,
existence or absence of an element, or alternative containment
structures. Additionally, where the evidence is available, a realiza-
tion may carry a probability, as well. Conceptually, each annotation
defines one independently realizable source of uncertainty that may
jointly affect several model elements. We call this the uncertainty
dimension, and it is through combining all uncertainty dimensions
that the space of all possible concrete models is spanned. Crucially,
this space is not a property of any one single models alone but
instead, it is a property of the whole multi-model environment. The
reasons are that (a) after propagation, an uncertain value in one
model induces changes in dependent models, and also that (b) in
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Figure 3: Overview of stages 1-5: Stakeholders annotate model elements with uncertainties (1). The analysis navigates the
induced possible models (2). Consistency preservation propagates each realization (3) and evaluators judge the consistency of
every resulting state (4). The aggregated results feed reporting and stakeholder-specific views (5).

the case where a realization carries a probability, the probability
of every possible model necessarily follows from the realization of
that same model. In this way, our envisioned analysis yields not
only which states are consistent but also the probability mass of the
consistent and inconsistent outcomes. Essentially, we reformulate
the question “Is an inconsistency possible?” instead as the question
“How likely is an inconsistency?” Likewise, we gain a basis for the
risk-based prioritization to be exploited in the Reporting Model
(Stage 6) and the stakeholder views (Stage 7).

The scope of the uncertainty analysis is also important. Any
uncertainty outside of scope must keep its nominal value, though
the uncertainty still may change it indirectly through propagation.
The reason is that in a realistic environment, not every uncertainty
should be analyzed at once. Engineers should be able to select a
subset of dimensions to focus the analysis so as to avoid unnecessary
effort.
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Figure 4: Overview of stages 6-8: (6) Results are fed into the
Reporting Model. (7) Stakeholders consider uncertainty spe-
cific views and (8) extend their understanding of the impact
of uncertainty on cross-model consistency using LLM expla-
nations.

4.2 Deciding Consistency under Uncertainty
The annotated model state, on its own, is insufficient to know
whether the system is consistent in a possible model. Only after
Stages 3 and 4 does such knowledge become decidable. Stage 3
yields one fully materialized, consistency-preserved multi-model
state. Specifically, the uncertainty realizations are applied and prop-
agated, the realized change is committed and so triggers the existing
CPRs, and these, in turn, update the dependent models according
to the defined consistency relations. Stage 4 has an evaluator re-
ceiving a multi-model state which they, then, return judgement
on. Importantly, our notion of evaluator is deliberately generic,
including, for example, intra- and cross-model constraint checkers
(e.g., OCL [34] or VitruviusOCL [26]), simulations, model checkers,
geometric analyses, and third-party black-box tools (e.g., the regula-
tory simulation in our running example). Moreover, evaluators are
composable, meaning that several analyses can be combined for
one run. Evaluator verdicts are the product of both the multi-model
state and its realization. Hence, traceability is preserved from an
observed inconsistency back to the cause uncertain assumptions.

4.3 Interchangeable Execution Modes for
Scalability

The model space grows with the Cartesian product of the uncer-
tainty dimensions, and so the efficient navigation of this space poses
the central scalability challenge. Here, we argue that no single anal-
ysis technique fits all CPRs and evaluators. Hence, our vision calls
for a common interface but behind that, a multiplicity of inter-
changeable execution modes, each offering another tradeoff between
generality, guarantees, and cost.

Mode 1: State-space exploration. The most general mode enumer-
ates the possible models, materializes each through the CPRs, and
runs the evaluators on the result. This is the mode realized in our
pre-study. Its strength is that it is universally applicable. It works
for Turing-complete CPRs, for rules that call external tools during
propagation, and for black-box evaluators (since they only ever
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observe concrete, fully materialized states). However, the weakness
of this mode is combinatorial cost, which can be mitigated but not
removed. For example, concrete states are independent and thus
trivially parallelizable, continuous dimensions can be discretized at
varying granularity, and the scope can be narrowed or widened as
needed.

Mode 2: Symbolic execution of consistency preservation. Unlike
Mode 1, the symbolic execution of consistency preservation is not
universally applicable. CPR and evaluator must satisfy analyzability
requirements: Transformation logic must be amenable to symbolic
execution (i.e., with branching conditions and updates which are
expressible as solver-tractable constraints over the symbolic dimen-
sions). Calls to external tools during propagation must themselves
be symbolically modeled. Evaluators must expose their verdict as
a constraint over the configuration space (instead of as an opaque
decision). Our aim is to replace enumeration by an uncertainty
dimension as a symbolic variable. We envision executing the trans-
formation symbolically, collecting path constraints at branching
points, and using SMT solving to characterize whole ranges of real-
izations which converge on the same consistency verdict. Toward
that end, we build on concolic exploration of consistency-preserving
paths [19], and so obtain results like “the design stays consistent for
all diameters ≤ 331” rather than separate verdicts per discretized
point. It will be a key part of our research agenda to determine for
realistic rule sets (1) which fragments meet the necessary analyz-
ability requirements and (2) for fragments which do not, how to
revert to Mode 1.

Mode 3: Hybrid modes. Modes 1 and 2 are the endpoints of a
spectrum, along which we can imagine many additional hybrid
modes. Nonetheless, the unifying idea remains populating one and
the same reporting metamodel by all modes, so that an engineer
need not change how results are reported or consumed in order
to switch the analysis engine. One candidate mode might symbol-
ically analyze the analyzable rule fragments and evaluators but
enumerate only the opaque dimensions. Here, the advantage is that
the cost of exhaustive exploration is paid only where unavoidable.
Another candidate mode might explore sampling or boundaries for
early feedback and abstraction-based modes that group equivalent
realizations.

4.4 A Central Reporting Metamodel
The execution modes produce fundamentally heterogeneous results.
To make these comparable and aggregable, our envisioned cen-
tral reporting metamodel has all evaluators writing into it through
adapters, thereby decoupling what a finding means from how it was
obtained. The core concept is the portion of the configuration space
to which a finding applies. This result extent uniformly captures a
single realization, a bounded interval, or an unbounded predicate.
But if the extent cannot be normalized without loss, then the evi-
dence native to the evaluator is preserved. A result extent is linked
by its result to the involved uncertainties, to the affected model ele-
ments, to the evaluator that produced it, and where available, also
to the probability mass of the extent. This common representation

Table 1: Small-scale evaluation over 11 scenarios from a
Cyber-Physical System (CPS) brake system [15] and the
Corona-Warn-App [1, 16]. Size: model elements; St.: states;
Inc.: inconsistent; Int.: revealed uncertainty interaction.

ID Size Unc. St. Inc. Int.

CPS-1 155 1 13 8 -
CPS-2 163 2 52 32 -
CPS-3 40 3 1008 552 ✓
CPS-4 163 2 273 163 ✓
CPS-5 163 2 26 16 -
CPS-6 163 2 260 160 -
CPS-7 163 2 16 6 -
CPS-8 198 7 1280 1088 ✓
CWA-1 1599 1 2 1 -
CWA-2 1610 1 2 0 -
CWA-3 1622 2 4 1 ✓

lets an engineer ask, across heterogeneous analyses, which uncer-
tainties or model elements are most often implicated and which
configurations remain safe.

4.5 Stakeholder-Specific Uncertainty Views
The usefulness of uncertainty-aware analysis turns upon how well
it informs stakeholders employing the multi-model environment
for decision-making [2]. Therefore, in the spirit of view-based de-
velopment [2, 21], we will use our central reporting model to derive
stakeholder-specific uncertainty views. Each role recognizes which
models and uncertainties are under its control and which span to
other domains because the role sees all results, result extents, and
affected elements expressed in the terms of its own viewpoint. In
our running example, the product manager sees which specification
ranges remain admissible, the mechanical engineer sees the geo-
metric realizations that intersect, the simulation engineer sees the
thermal margins under uncertainty, and all these are linked back to
the same findings. Furthermore, stakeholder-specific uncertainty
views rank results by likelihood and severity, because every result
carries its probability mass. Now stakeholders no longer need to
treat every possible inconsistency as equally urgent but instead
may focus on probable, high-impact inconsistencies while, perhaps,
consciously accepting a rare, low-probability inconsistency.

Finally, we envision extending the stakeholder-specific views
by a semantic layer of LLM-based explanation. The LLM lowers
the effort of interpreting results across domain boundaries, while
the central reporting metamodel keeps LLM-based explanations
traceable to their evidence. Our LLM integration would generate
role-appropriate explanations of why a combination of decisions is
problematic, would summarize large result extents, would suggest
which uncertainty to resolve first, would translate findings between
stakeholder vocabularies [8], and would even query additional data
from the multi-model environment to provide further explanation.

5 Pre-Study: Feasibility Evidence
To show that our vision can be realized, we have built a working
prototype that implements stages 1-5 (cf. Figure 3) in the state-space-
exploration mode (Mode 1), and we exercised it on two subject
systems from different domains. Methodologically, we frame this
pre-study as a small-scale evaluation [35, 36] rather than a case study.
Its purpose is to demonstrate feasibility and prove the concept using
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modeling artifacts outside their natural field context and conducted
by a small number of researchers, not to claim the real-life context,
multiple sources of evidence, and practitioner involvement that
a case study requires [29]. Establishing the latter is the goal of
the studies planned in section 6. The prototype is built on the
Eclipse Modeling Framework and Vitruvius [21]. We extend an
existing uncertainty metamodel [14, 24], which is realized in Ecore.
Exploration resolves the annotations into concrete realizations and
commits them so that the existing Vitruvius CPRs propagate the
change into fully materialized multi-model states, each judged by
a composable evaluator (currently a multi-model OCL evaluator,
with black-box checks composable behind the same interface), from
which a report is created (step 5).

The first subject system is the brake-system CPS scenario of the
running example [15]. The second is the real-world, open-source
Corona-Warn-App (CWA), with uncertainty scenarios from the lit-
erature [1, 16], where confidentiality is checked on a propagated
Palladio-based architecture [6]. Table 1 summarizes the results
across 11 scenarios. We provide a replication package with the code
and scenarios [13].

The pre-study provides three pieces of evidence. First, the pro-
cess is applicable across domains. It ran on a CPS and a software-
engineering environment with model sizes from 40 to over 1600
elements and with 1 to 7 simultaneous uncertainties. Second, it
decides consistency under uncertainty. Every scenario was explored
into a finite number of concrete states and classified into consistent
and inconsistent ones, only after propagation through the CPRs
and evaluation, exactly the two steps of subsection 4.2. Third, it
reveals interaction effects. In four scenarios, an inconsistency arose
only from the combination of otherwise locally plausible decisions.
In CWA-3 an inconsistency only arose after two architectural deci-
sions are propagated into the architecture model.

The prototype also already supports probability-annotated un-
certainties. Under the current equal-distribution assumption, it
computes a probability for each explored state and aggregates the
probability mass of the consistent and inconsistent outcomes, pro-
viding a first basis for likelihood-aware reasoning.

At the same time, the pre-study exposes precisely the gaps that
motivate the rest of the vision. The number of explored states
grows combinatorially, up to 1280 states already in a small scenario.
Therefore, the single enumerating mode does not scale, and the
interchangeable modes of subsection 4.3 are needed. Furthermore,
results are emitted as generic per-state files, leaving each stake-
holder to extract the relevant part, and the computed probabilities
are not yet turned into prioritization support. This is the gap the
central reporting metamodel and stakeholder-specific views of sub-
section 4.4 and subsection 4.5 are designed to close, and richer,
empirically grounded distributions remain future work.

6 Future Plans
We plan to develop the envisioned process into a usable approach
along two lines: Realizing the missing parts of the process and eval-
uating the end-to-end result. First, we will (a) design the central
reporting metamodel (subsection 4.4), and we will (b) derive from it
both the stakeholder-specific views and the LLM-based explanation
layer, and lastly, (c) we will implement the additional execution

modes, starting from symbolic execution of CPRs via concolic ex-
ploration [19], to characterize the rule and evaluator fragments
to which it applies. Second, we follow the Goal-Question-Metric
(GQM) method [4, 5], with a pre-study that establishes the require-
ments for stakeholder-specific views (Goal G1) and a final study that
assesses the end-to-end workflow (Goal G2) and also assesses the
scalability gained from interchangeable execution modes (Goal G3).
For both pre-study and final study, we will involve experts in differ-
ent roles from the CPS and the software-intensive systems domains,
drawing on project partners across several projects, with a target
of 20 participants per domain.

6.1 Pre-Study: Requirements for Stakeholder
Views

Stakeholder views vary by domain as well as by the modeling
language or tool used. Hence, we cannot assume the views can be
defined generally. To derive reusable view templates, first we must
learn what each role needs to see, which aspects are shared, and
which are domain-specific. We will conduct a requirements pre-
study (Goal G1). We will use walkthrough-based, semi-structured
interviews, and Likert-scale surveys to elicit, per role, which results,
result extents, and links are relevant, at which level of abstraction,
and which questions a view must answer (e.g., admissible ranges,
driving uncertainties, supporting evidence). The outcome will be
a validated collection of information needs and view mock-ups.
These will be our basis for designing the reporting metamodel,
stakeholder-specific views, and the LLM-based explanation layer.

6.2 Final Study: End-to-End Workflow and
Scalability

First Part: End-to-end usefulness (Goal G2). We will evaluate
whether the stakeholder-specific, LLM-enriched views which have
been built from the reporting metamodel, let engineers interpret
uncertainty-aware consistency results and prioritize decisions in
a realistic, end-to-end workflow. We will run task-based sessions
on the subject systems and measure perceived usefulness, clar-
ity, and actionability, complemented by coded qualitative feedback
and a check of LLM-explanation faithfulness against the traceable
evidence in the reporting model.

Second Part: Performance and scalability through execution modes
(Goal G3). Here we squarely target the scalability question left
open by the pre-study. We will quantify the scalability benefit of
the execution modes on the scenarios of both subject systems and
on synthetically scaled ones, using state-space exploration (Mode 1)
as baseline to compare against symbolic execution (Mode 2) and
the hybrid mode (Mode 3), wherever rules and evaluators qualify.
Metrics will include runtime and memory, concrete states avoided,
the “compression” from representing realizations as ranges instead
of as points, and verification of agreement among modes on shared
verdicts. A key qualitative result will characterize which rules and
evaluators permit symbolic execution. Those whose branching,
updates, and verdicts are expressible as solver-tractable constraints
qualify for Mode 2. Turing-complete rules calling external tools
and black-box evaluators fall back to Mode 1. Mixtures are handled
by the hybrid mode.
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7 Conclusion
We presented a vision for treating uncertainty as a first-class con-
cern of end-to-endmulti-model consistency analysis. UncertainTree
derives the possible models induced by annotated uncertainty, prop-
agates them through the existing consistency-preservation rules,
judges each state with heterogeneous (possibly black-box) eval-
uators, and communicates the aggregated probability-aware ver-
dicts through stakeholder-specific, LLM-enriched views. Scalability
of UncertainTree is provided through interchangeable execution
modes. Feasibility is initially demonstrated through a pre-study,
conducted as a small-scale evaluation on two subject systems. We
detail a two-part plan for further development: Realization of as
yet missing process parts and evaluation of the end-to-end Uncer-
tainTree.
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