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Figure 1. Visualization of results achieved by a specific configuration of our framework (DSE-FE-TTA) on the Hessigheim 3D dataset in
bird’s-eye view (BEV): predicted labels, uncertainty map, accuracy map, and CC/CU/IC/IU representation.

Abstract

Large-scale 3D point cloud semantic segmentation is a
key capability for remote sensing applications, yet mod-
ern deep models often remain overconfident in challeng-
ing and ambiguous regions. This work studies uncertainty-
aware large-scale 3D semantic segmentation by integrating
complementary uncertainty mechanisms into a strong Point
Transformer V3 backbone. Specifically, we consider Monte
Carlo Dropout (MCD), Deep Sub-Ensembles (DSE) vari-
ants, and Test-Time Augmentation (TTA), within a unified
training and inference pipeline. We evaluate these meth-
ods, together with the baseline model, on two benchmark
datasets with distinct characteristics (Hessigheim 3D and
DALES) using segmentation metrics, calibration errors,
and uncertainty measures, complemented by qualitative vi-
sualizations of predicted labels, accuracy maps, uncertainty
maps, and accuracy-uncertainty breakdowns. Compared
to the baseline, incorporating uncertainty awareness yields
gains on the Hessigheim 3D dataset of up to 2.3% in mloU,
2.3% in mF1, and 2.8% in mAcc. On DALES, the corre-
sponding improvements reach up to 1.9% in mloU, 1.5% in

mF1, and 0.5% in mAcc. Based on the analysis of the fi-
nal results, the influence of TTA is more evident on segmen-
tation performance and has subtler effects on uncertainty
metrics. Furthermore, the MCD variants can improve cal-
ibration and uncertainty usefulness as the dropout rate in-
creases, at the cost of segmentation accuracy. Finally, DSE
variants yield more structured and reliable uncertainty es-
timates. In particular, we find that the DSE variant with
frozen encoder combined with TTA (DSE-FE-TTA) reduces
overconfident errors and offers the most robust overall com-
promise across both datasets, with clearer benefits on the
more challenging Hessigheim 3D benchmark in terms of
segmentation, calibration, and uncertainty metrics.

1. Introduction

Large-scale 3D point clouds acquired by LiDAR and
photogrammetry have become a core data modality in re-
mote sensing for mapping, inspection, and scene under-
standing. A fundamental task on such data is 3D semantic
segmentation. Instead of labeling pixels as in semantic seg-



mentation with 2D images, it assigns a semantic class label
to each 3D point in a point cloud [94]. Unlike 2D images
arranged on regular grids, point clouds are irregular sets
of points in continuous space, with non-uniform sampling
density and no fixed neighborhood structure. These charac-
teristics make it non-trivial to apply standard convolutional
networks directly and motivate architectures that can oper-
ate natively on unordered sets.

Transformers offer a principled foundation for point
cloud learning because self-attention [83] aggregates in-
formation over sets without relying on grid-aligned con-
volutions and can naturally handle variable-sized inputs.
Therefore, because self-attention is invariant to the order or
number of input elements, transformer architectures have
emerged as a promising direction in 3D vision [19]. Point
Transformer models [92, 93, 97] leverage this property to
learn expressive point-wise representations by combining
attention-based feature aggregation with geometric cues,
enabling deep networks that operate directly on raw point
sets. In this work, we follow our previous work [20] and
build on Point Transformer V3 [92] as a strong baseline for
large-scale 3D semantic segmentation, as it provides a prac-
tical balance between representation capacity and scalabil-
ity in modern point cloud processing pipelines.

Despite strong predictive performance, standard deep
segmentation models often tend to be overconfident [22,26].
They can be very confident in assigning labels to incorrect
predictions, particularly in challenging and ambiguous re-
gions. This behavior is problematic in decision-sensitive
deployments, where downstream actions should depend not
only on predicted labels but also on the reliability of those
predictions. Uncertainty quantification (UQ) provides an
operational remedy by estimating predictive uncertainty
alongside class probabilities, allowing uncertainty-aware
postprocessing, risk-aware decision making, and more in-
formative error diagnosis. However, uncertainty mecha-
nisms can also introduce additional variance or reduce the
model’s effective capacity. Therefore, their practical value
must be assessed jointly with segmentation performance
and the calibration of the model’s predicted softmax prob-
abilities (i.e., how closely predicted probabilities match the
empirical frequency of correct predictions [22,26,61]).

This paper studies uncertainty-aware large-scale 3D se-
mantic segmentation within a unified framework that inte-
grates three complementary uncertainty mechanisms into
a Point Transformer V3 architecture: (i) Monte Carlo
Dropout (MCD) [21] to approximate uncertainty through
stochastic inference, (ii) Deep Sub-Ensembles (DSE) [80]
to induce predictive diversity via multiple decoder heads,
and (iii) Test-Time Augmentation (TTA) [2,22,70,91] to
derive uncertainty from the dispersion of predictions un-
der geometric perturbations, while aggregating them for a
more consistent final output. We evaluate these methods on

two benchmark datasets with distinct characteristics (Hes-
sigheim 3D [37] and DALES [81]), using segmentation
metrics, calibration errors, and uncertainty measures that
quantify whether the model is correct when confident, and
uncertain when wrong.

We address two central research questions in this work.
First, we investigate how integrating uncertainty estimation
influences the segmentation performance and calibration of
a strong backbone such as Point Transformer V3 in large-
scale point cloud settings (cf. Figure 1). Second, we exam-
ine which uncertainty mechanism delivers the most reliable
segmentation results together with informative uncertainty
estimates across different datasets.

In summary, the main contributions of this paper are:

* To improve prediction reliability, we address overly
confident predictions by incorporating uncertainty
quantification methods into a strong Point Transformer
V3 backbone for large-scale 3D point cloud semantic
segmentation.

* We integrate and compare complementary uncertainty
mechanisms (MCD, DSE variants, and TTA) under a
unified training and inference pipeline.

* We evaluate the proposed framework quantitatively
and qualitatively on two large-scale benchmarks with
different characteristics, analyzing segmentation re-
sults, calibration errors, and uncertainty measures, and
highlighting how these aspects relate across methods.
In particular, we show that some of the uncertainty-
aware methods can reduce overconfident errors and, on
the more challenging dataset, can also yield a mean-
ingful improvement in segmentation performance rel-
ative to the baseline.

This paper is organized as follows. Section 2 provides a
brief overview of related work on 3D semantic segmenta-
tion and uncertainty quantification. Section 3 presents the
fundamentals of the proposed framework for uncertainty-
aware large-scale 3D semantic segmentation. Section 4 de-
scribes implementation details as well as the datasets and
evaluation metrics. Furthermore, quantitative and qualita-
tive results are presented in this section. Section 5 discusses
the findings, and Section 6 concludes the paper and outlines
directions for future work.

2. Related Work

In this section, we briefly summarize related work on 3D
semantic segmentation (Section 2.1) and uncertainty quan-
tification (Section 2.2).

2.1. 3D Semantic Segmentation

Traditional approaches for 3D semantic segmentation
rely on the use of handcrafted features extracted for each 3D
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Figure 2. Schematic overview of integrating various uncertainty quantification mechanisms into the Point Transformer V3 (PTv3) baseline.

point and concatenated into a feature vector, which is then
used as input to a shallow classifier (e.g., Support Vector
Machine (SVM) [16] or Random Forest (RF) [11]) to pre-
dict the corresponding class label [30, 77, 89]. Since each
3D point is treated independently based only on its feature
vector, the resulting predictions are often noisy, whereas a
spatially regular labeling is typically desirable.

To account for possibly correlated class labels of nearby
3D points, contextual classification approaches have been
proposed. Here, the classification relies not only on the re-
spective feature vector for labeling an individual 3D point,
but also on the relationships within its local neighborhood,
which are inferred from the training data through the mod-
eling of interactions between neighboring points. For this
modeling of relationships, numerous approaches [44,60,74]
rely on the use of a Conditional Random Field (CRF) [39].
A more general formulation to model relationships within
local neighborhoods can be achieved in the form of struc-
tured regularization [45]. Although contextual classification
approaches typically ensure spatially regular labeling, their
dependence on handcrafted features makes them less suit-
able for scenarios with many and highly similar classes.

For scenarios in which it is difficult to define features that
enable a clear separation between different classes, modern
deep learning approaches show great potential. Such ap-
proaches focus on learning both the features and the clas-
sification in an end-to-end fashion, given sufficient labeled
training data. In general, deep learning approaches for 3D

semantic segmentation can be categorized into three differ-
ent groups [1,8,27,31,94]:

* Voxel-based approaches focus on the extension of
the convolution operation from 2D to 3D, since the
learning of 2D filter masks applied via convolution
has shown great success for numerous image analysis
tasks. More specifically, the 3D space or point cloud
is represented in the form of a voxel grid (e.g., a voxel
occupancy grid) and then 3D convolutions can be ap-
plied, which is the basis for different 3D-CNN archi-
tectures [29, 34, 76].

* Projection-based approaches leverage the success of
image analysis techniques by transferring the 3D se-
mantic segmentation task into three successive steps:
(1) rendering the 3D point cloud from different per-
spectives to get corresponding 2D imagery, (ii) apply-
ing a standard 2D-CNN architecture to derive a per-
pixel labeling for the given 2D imagery, and (iii) back-
projecting these predictions onto the 3D points fol-
lowed by refinement to obtain a consistent labeling of
the original point cloud [10,47,75].

* Point-based approaches focus on the direct processing
of 3D point clouds, and they can be further categorized
into Multi-Layer Perceptron (MLP)-based approaches
(e.g., PointNet [13], PointNet++ [65] or Point-
NeXt [66]), point-convolution-based approaches (e.g.,



KPConv [78], KPConvX [79], LCA-KPConv [5],
or RandLA-Net [33]), graph-convolution-based ap-
proaches (e.g., DGCNN [88], RFFS-Net [51] or
SPG [46]) and transformer-based approaches (e.g.,
PointASNL [95], Stratified Transformer [40] or ap-
proaches of the Point Transformer family [92,93,97]).

Beyond conventional closed-set supervised segmenta-
tion, recent work has also begun to address more flexible ur-
ban scene understanding settings. For instance, Wang et al.
proposed OpenUrban3D [85], a label-free open-vocabulary
framework for large-scale urban point clouds that com-
bines multiview rendering, vision-language feature extrac-
tion, and distillation into a 3D backbone. Related work has
also considered open-world 3D segmentation from a dif-
ferent perspective. Riz et al. [67] introduced SNOPS, a
method for novel class discovery for 3D semantic segmen-
tation, where previously unlabeled classes are discovered
from partially labeled training data using online clustering,
uncertainty estimation, and semantic distillation. Besides
work that focuses on the discovery of novel classes, several
works particularly focused on underrepresented objects and
imbalanced classes [3,4], for instance by data augmentation
in terms of inserting additional objects into the point cloud
used for training.

In our work, we learn task-specific features end-to-end.
The proposed uncertainty integration is therefore largely
model-agnostic and could in principle be combined with
other 3D segmentation backbones. We nevertheless adopt
a recent transformer-based model, Point Transformer V3
(PTv3) [92], because its scale-driven design enables effi-
cient processing of large-scale point clouds, while main-
taining strong segmentation performance. Its attention-
based feature aggregation captures both local geometry and
broader context, while its design enables efficient process-
ing of high point counts typical for remote sensing and ur-
ban scenes. Using a single, competitive backbone allows
us to isolate the effects of the uncertainty mechanisms and
avoids mixing UQ behavior with architectural differences.

2.2. Uncertainty Quantification

Traditional machine learning approaches that use hand-
crafted features as input to a shallow model, can incorporate
confidence in several ways. One option is to use any dis-
criminative classifier that delivers a soft labeling in the form
of a probabilistic output, i.e., the prediction of a probability
distribution over the defined classes instead of the predic-
tion of just a single label. Typical examples are represented
by probabilistic modeling (e.g., using a Naive Bayes classi-
fier [35]), Ensembling (e.g., a Random Forest [ 1]), Neural
Networks (e.g., MLP with a final softmax activation layer),
or SVMs (e.g., with an additional sigmoid function to map
the SVM outputs into probabilities [64]).

A derived soft labeling, in turn, can be used as unary

potential within a graphical model for contextual classifica-
tion to achieve a spatially regular labeling. Regarding 3D
semantic segmentation, this has been addressed by the use
of a Conditional Random Field (CRF) [38, 39] and linking
its association potential to the soft labeling of a discrimi-
native classifier [44, 60, 90]. Thus, the association poten-
tial indicates how a specific 3D point would be labeled if
only its corresponding feature vector is considered, whereas
the other term within the CRF formulation, i.e., the in-
teraction potential, represents a pairwise potential that ad-
dresses spatial smoothness of the labeling based on the fea-
ture vectors and label of 3D points within a local neighbor-
hood. A more versatile alternative to the standard graphical
model approach is represented by the structured regulariza-
tion framework proposed by Landrieu et al. [45], which al-
lows for the choice between a wide range of fidelity func-
tions and regularizers. This also includes configurations un-
der which the spatially regular labeling retains a confidence
associated with each label.

While the aforementioned traditional approaches pro-
vide a straightforward measure of label confidence, they
rely on a single, deterministic point-estimate (e.g., a soft-
max probability). Consequently, these methods often suf-
fer from overconfidence and cannot easily distinguish be-
tween inherent data noise and a fundamental lack of model
knowledge. To achieve true uncertainty awareness, mod-
ern approaches shift from interpreting single-output confi-
dence to quantifying the dispersion of a predictive distri-
bution. Rather than relying on one deterministic forward
pass, techniques such as Monte Carlo Dropout (MCD) [21],
Deep Ensembles (DE) [41], and Test-Time Augmentation
(TTA) [2] simulate a distribution by generating a diverse set
of predictions for the same input (either by perturbing the
network’s weights, training multiple independent models,
or by augmenting the input data). By measuring the dis-
agreement across these multiple predictions, these methods
can explicitly capture uncertainty arising from data ambigu-
ity or model ignorance, providing a far more robust assess-
ment of reliability than traditional soft labels.

Beyond traditional machine learning approaches, deep
learning approaches have achieved remarkable success
across a wide range of applications. Their ability to
learn complex, high-dimensional representations from large
datasets has led to outstanding performance in many tasks.
However, standard deep learning models typically do not
provide a well-calibrated measure of confidence, limiting
their reliability in safety-critical and decision-sensitive set-
tings. This limitation can be addressed with uncertainty
quantification in deep neural networks [22]. Conceptu-
ally, it is often distinguished between uncertainty originat-
ing from inherent noise in the data (aleatoric uncertainty)
and uncertainty stemming from limited knowledge of model
parameters or structure (epistemic uncertainty) [ 18]. For 3D
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ensemble-like uncertainty at substantially lower computational cost.

point clouds, aleatoric uncertainty captures, for instance,
noise inherent to the 3D measurement, such as LiDAR
range errors, density variations, or missing returns. This
type of uncertainty remains irreducible even with additional
data. In contrast, epistemic uncertainty reflects gaps in what
the model has learned and can typically be reduced with
more diverse training data [22,36]. While aleatoric uncer-
tainty can be learned directly from the data itself and re-
quires only a single forward pass, epistemic uncertainty ne-
cessitates more sophisticated approaches such as Bayesian
Neural Networks [59], Bayesian approximations like Monte
Carlo Dropout [21], or Ensembling [41, 80]. These tech-
niques differ in their computational requirements and their
ability to represent different sources of uncertainty.

Regarding 3D semantic segmentation based on deep
learning, only few studies have explicitly investigated un-
certainty in point cloud predictions. Cortinhal et al. [17] in-
troduced SalsaNext, an uncertainty-aware LiDAR segmen-
tation network that employs a Bayesian treatment to esti-
mate per-point epistemic and aleatoric uncertainty for au-
tonomous driving settings. More specifically, epistemic un-
certainty is assessed by employing dropout layers and a
Monte Carlo sampling during inference, whereas aleatoric
uncertainty is derived by replacing the network’s activa-
tions with probability distributions. Similarly, Petschnigg et
al. [62, 63] proposed Bayesian neural networks to estimate
epistemic and aleatoric uncertainty. They showed that their
approach clearly surpasses a deterministic baseline and that
leveraging its uncertainty leads to more accurate results in
an industrial manufacturing plant. A further approach for
uncertainty-aware 3D semantic segmentation has been pre-
sented by Vassilev et al. [82] for infrastructure projects and
is based on Bayesian neural networks that employ Monte
Carlo Dropout and Variational Inference to conduct infer-
ence with a KPConv backbone. Moreover, Bhandary et
al. [9] performed a systematic comparison of multiple un-
certainty quantification methods [21,41,53] and found that
Deep Ensembles consistently outperform the other meth-
ods in their experimental evaluation on the SemanticKITTI
dataset [6] comprising sequential scans of a moving car. In
a class-incremental learning context, Yang et al. [96] pro-

posed a geometry and uncertainty-aware framework for 3D
point cloud semantic segmentation, addressing catastrophic
forgetting through uncertainty-aware pseudo-labeling and
geometric feature relation transfer. Additionally, Cai et
al. [12] introduced Cross-Point Embeddings (CUE) for un-
certainty estimation in 3D dense prediction tasks, including
semantic segmentation, by leveraging cross-point relations
to quantify both epistemic and aleatoric uncertainties in a
generic manner. Finally, some works [49, 69] proposed to
fit a Gaussian mixture model to the network’s feature space
to obtain uncertainty-aware predictions, while outperform-
ing the traditional baselines. A different concept based on
Test-Time Augmentation [2] has been proposed by Vu et
al. [84] as a systematic way for data augmentation at test
time. Their approach (i) transforms the input point cloud
via data augmentation, (ii) performs predictions on the aug-
mented versions of the input point cloud, and (iii) combines
the prediction results.

In our work, we focus on the use of different options
for assessing uncertainty (in terms of method and repre-
sentation) on a recent powerful 3D semantic segmentation
model for analyzing large-scale remote sensing data and
urban scenes. More specifically, we involve Monte Carlo
Dropout [21] and Deep Ensembles [41]. For the latter, we
take into account the high computational burden typically
arising for large-scale 3D semantic segmentation and thus
involve Deep Sub-Ensembles [80]. Finally, we also involve
Test-Time Augmentation [2].

3. Methodology

In this section, we provide an overview of our framework
for uncertainty-aware large-scale 3D semantic segmenta-
tion. We first describe our baseline model for which we use
a Point Transformer V3 (PTv3) as the backbone [92] (Sec-
tion 3.1). Then, we explain how we incorporate three com-
plementary uncertainty mechanisms: Monte Carlo Dropout
(MCD) [21] (Section 3.2), Deep Sub-Ensembles (DSE) [80]
(Section 3.3), and Test-Time Augmentation (TTA) [22, 70,

] (Section 3.4). Figure 2 provides a schematic overview
of the framework and indicates how each mechanism is in-



tegrated into the Point Transformer V3.

3.1. Baseline Model

The Point Transformer family [92, 93, 97] comprises
three successive point-based transformer backbones that
progressively trade architectural complexity for efficiency
and scalability while maintaining strong performance on
3D point cloud tasks.

Earlier Point Transformer variants (the original Point
Transformer (PTv1l) [97] and Point Transformer V2
(PTv2) [93]) introduce local vector attention and improve
efficiency through grouped attention and grid-based pool-
ing. The third variant in this family, Point Transformer V3
(PTv3) [14,92] adopts a different design philosophy and
moves toward greater simplicity and scalability by focus-
ing on overcoming the inherent tension between accuracy
and efficiency in large-scale point cloud processing. Instead
of introducing a more complex attention mechanism, PTv3
updates the pipeline to allow significantly larger neighbor-
hoods and faster computation, which is specifically suitable
for our use case.

The core idea is the use of point cloud serialization. The
3D space is traversed with a space-filling curve (e.g., Z-
order [54], Hilbert curve [32], and their transposed variants)
to impose a structured ordering on points. Neighbors in this
ordering tend to be spatially close. PTv3 uses this by replac-
ing explicit KNN search with an efficient serialized neighbor
mapping, where points attend to other points that are nearby
in the sorted order. This strategy preserves locality but is far
cheaper to compute than a fresh kNN search at each layer.
It enables PTv3 to massively expand the attention receptive
field (from 16 points in PTv2 up to 1024 points per neigh-
borhood in PTv3) while simultaneously increasing speed
and reducing memory usage. Within the resulting serial-
ized sequence, the model then applies patch-based attention
similar to windowed attention in image transformers. The
ordered point list is divided into fixed-size patches, and self-
attention is performed within each patch to capture local in-
teractions efficiently. To compensate for the rigid patch par-
titioning, PTv3 introduces patch interaction schemes, such
as shifted patches and shuffled orders, which enables infor-
mation exchange between patches across layers.

On the other hand, PTv3 replaces costly RPE with an
enhanced conditional positional encoding (xCPE). xCPE is
implemented as a sparse convolutional layer (with a skip
connection) placed before the attention block. By using
xCPE, PTv3 eliminates the need to compute and lookup rel-
ative coordinate differences inside the attention module for
every pair of points, substantially improving efficiency.

Overall, PTv3 retains the same high-level U-Net [68]
architecture and even the grid pooling approach of PTv2,
but its attention blocks are redesigned for scale. By

removing explicit kNN queries and RPE and exploiting
serialization and patch-based attention, PTv3 can process
more points per layer than PTv2. Therefore, it expands
the effective receptive field from 16 to 1024 points while
being about 3x faster and over 10x more memory-efficient
than PTv2. The main trade-off is that locality is enforced
through serialized neighborhoods rather than exact kNN
sets, i.e., strict permutation invariance and precise neighbor
selection are deliberately relaxed in favor of scalability.

Training Criteria. During training, the PTv3 model
is optimized using a combined objective comprising the
standard cross-entropy loss [24] and the Lovész-Softmax
loss [7]. This formulation promotes accurate per-point
classification while additionally encouraging higher region
overlap via an IoU-aligned surrogate.

Taking p as the number of points in a point cloud or
minibatch, we train a multi-class classifier that assigns each
point 4 a softmax probability f;(c) over classes ¢ € C. Us-
ing one-hot targets y; ., the standard objective is the cross-
entropy loss [7,24],

Lep(f) = ——ZZy,(logfl c) =

i=1ceC

—= Zlogfz yi)

D
where gy is the ground truth class of point i.

For multi-class semantic segmentation, the Lovasz-
Softmax loss [7] is a differentiable surrogate designed to
better align training with the Jaccard index (IoU metric)
than per-point cross-entropy. For each class ¢ € C, it forms
a per-point error vector m(c) € [0, 1] from the predicted
softmax probabilities f;(c) as

mi(c)={1_f"(c)’ e @)

file), otherwise.

Consequently, errors increase when confidence is low on the
true class or high on an incorrect class.

The class-wise loss is then computed via the Lo-
vasz extension A of the Jaccard set loss, evaluated on
m(c) : L. = Ay, (m(c)). Concretely, the Lovasz extension

is a weighted sum of the sorted errors,

(m) = me, gi(m),
gl(m) = A({ﬂ—lv"'vﬂ—i}) 77Ti—1})a

where 7 ranks the components of m in decreasing order.
To align with mIoU, the final Lovasz-Softmax objective
averages the class-wise surrogates over classes:

3)
- A({?Tl, oo

ELovasz»Softmax Z A J (4)
e
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Uncertainty Measure. To quantify uncertainty in se-
mantic segmentation, we use entropy computed from the
model’s predicted softmax probabilities f;(c) [36],

H(fi) ==Y fi(c) log(fi(c)), (5)

ceC

where high entropy indicates a less confident prediction. In
contrast to variance or standard deviation, which require
samples from multiple stochastic forward passes, entropy
can be obtained directly from a single forward pass of the
baseline model. For uncertainty quantification methods that
generate multiple samples, we use the average of the pre-
dicted softmax probabilities across all samples to compute
the entropy, enabling a consistent comparison between the
baseline and uncertainty quantification methods.

3.2. Monte Carlo Dropout

Monte Carlo Dropout (MCD) [21, 73] is a widely used
uncertainty quantification technique that reinterprets stan-
dard dropout (primarily used as a regularization technique
for fine-tuning machine learning models) as approximate
Bayesian inference in deep neural networks. In this frame-
work, training a network with dropout layers corresponds
to performing variational inference that approximates a
stochastic Gaussian process. To obtain predictive uncer-
tainty, dropout is applied not only during training, but is also
kept active at test time, so that each forward pass uses a dif-
ferent random dropout mask. By running multiple stochas-
tic forward passes (V) for the same input, MCD generates
an ensemble of predictions from a single trained model that
approximates samples from the posterior predictive distri-
bution. The mean of these predictions is taken as the fi-
nal output, and used to compute model’s final uncertainty.
Although these multiple forward passes increase computa-
tional cost, MCD is straightforward to implement and has
become one of the commonly applied choices for uncer-
tainty quantification.

Monte Carlo Dropout’s behavior depends on several de-
sign choices: (i) how many dropout layers are used and
where they are located in the network, (ii) the dropout rate
(the probability of randomly deactivating different sets of
neurons), and (iii) the number of stochastic forward passes
N used to estimate predictive mean and entropy. In PTv3,
dropout layers are used in various parts through its archi-
tecture, including dropout on attention weights (i.e., ran-
domly masking a fraction of attention links), and projec-
tion and MLP dropouts (i.e., feature-level dropout in both
attention output and feed-forward network). We use these
implemented layers and keep them active during both train-
ing and inference. Moreover, we consider dropout rates of
10%, 20%, and 50%, and perform ten stochastic forward
passes to compute the final prediction and its associated un-
certainty [21,28,42].

3.3. Deep Sub-Ensemble

Deep Ensembles [41] are among the most well-known
and powerful methods for estimating a model’s uncertainty.
They train and evaluate multiple completely independent
networks, which is computationally demanding. In order
to reduce the high training and inference cost, Deep Sub-
Ensembles (DSE) [80] are introduced as a simplification
of Deep Ensembles, as depicted in Figure 3. Rather than
replicating an entire network, the model is split into two
sub-networks: a shared “’trunk” network 7" and a "task” net-
work K. Thus, one full instance is trained end-to-end, the
trunk is then frozen, and M — 1 additional independently
initialized task heads are trained on the same data (M is the
number of ensemble members). During inference, the trunk
runs once for input, each head produces a prediction, and
the outputs are combined by averaging, yielding uncertainty
estimates similar to Deep Ensembles but with substantially
lower computation.

We consider the encoder of our baseline model as the
shared trunk network, and its decoder as a task network.
We then implement the Deep Sub-Ensemble method by at-
taching five independently initialized decoder heads to the
shared backbone. During training, we cycle through the de-
coder heads to encourage diversity across them while re-
ducing training time. Therefore, in each minibatch, only a
single decoder head is activated and updated, while the re-
maining heads stay inactive for that iteration.

We involve three different configurations: (i) Deep Sub-
Ensemble (DSE) in which the encoder (trunk) and all de-
coder heads are trained end-to-end, (ii) Deep Sub-Ensemble
- frozen encoder (DSE-FE) in which we first train a single-
head baseline model to convergence, then freeze the en-
coder and continue training the multiple decoder heads on
top of the fixed features, and (iii) DSE-FE-TTA in which we
apply Test-Time Augmentation, which will be explained in
Section 3.4, in addition to DSE-FE.

During inference, each decoder head produces a separate
prediction from the shared encoder features. Consequently,
we combine the head outputs by computing their mean and
quantify uncertainty using predictive entropy of this mean
distribution, yielding both the final segmentation and an as-
sociated uncertainty estimate.

3.4. Test-Time Augmentation

Test-Time Augmentation (TTA) [2,22,70,91] is a com-
paratively simple strategy for estimating predictive uncer-
tainty, which operates entirely at inference time. Instead of
evaluating each test sample only once, multiple augmented
variants of the same input are generated using standard data
augmentation operations (e.g., intensity or geometric per-
turbations, flips, rotations, etc.), and the model is run on all
of them to obtain a set of predictions. All these predictions
give us a distribution of possible outputs, which we can then



use to quantify how uncertain the model is. By exposing the
model to different “views” of the same underlying sample,
TTA captures uncertainty, tests the stability of its outputs,
and, in practice, often leads to better-calibrated probability
estimates.

The approach has been particularly popular in medical im-
age analysis [2, 55, 86], where data augmentation is already
a core component of training pipelines and annotated data
is expensive to obtain. This makes it more convenient to
reuse these transformations at test time to quantify uncer-
tainty. Remote sensing and earth observation is another do-
main which TTA is effectively employed [58].

Overall, TTA is appealing because it leaves the underly-
ing network architecture and weights unchanged and does
not require additional labeled data. It can be implemented
straightforwardly using standard augmentation techniques
to generate multiple predictions, which are then used to as-
sess how certain the final prediction is.

4. Experimental Results

In this section, we describe the experimental setup used
to evaluate the proposed methods. We first present the
datasets (Section 4.1) and the data augmentation strategies
applied during training and inference (Section 4.2). We
then outline the implementation details (Section 4.3), in-
cluding network configuration and training procedure. Sub-
sequently, we present the evaluation metrics used to assess
both predictive performance and uncertainty estimates (Sec-
tion 4.4). Finally, we report and analyze the experimen-
tal results based on these metrics (Sections 4.5- 4.6), and
we perform an ablation regarding the most critical design
choices (Section 4.7).

4.1. Datasets

We conduct the experiments on two LiDAR datasets,
Hessigheim 3D [37] and DALES [81]. The Hessigheim
3D (H3D) benchmark targets high-resolution semantic seg-
mentation of geospatial 3D data over the village of Hes-
sigheim, Germany. Data was collected across four epochs
(March 2016, March and November 2018, March 2019).
H3D consists of 11 classes: low vegetation, impervious
surfaces, vehicles, urban furniture, roofs, facades, shrubs,
trees, soil/gravel, vertical surfaces, and chimneys. For our
experiments, we use the LIDAR data from the March 2018
epoch. The official split comprises approximately 59.4 M,
14.5 M, and 51.7 M points for training, validation, and test,
respectively.

The Dayton Annotated LiDAR Earth Scan (DALES)
dataset is another large-scale, high-density airborne LiDAR
benchmark designed for 3D semantic segmentation in com-
plex urban scenes. DALES is partitioned into 40 non-
overlapping tiles (each approximately 12 M points, 0.5 km?,
50 points/m?). Points are annotated with eight classes:

ground, vegetation, cars, trucks, poles, power lines, fences,
and buildings. Two dataset variants are provided: the orig-
inal DALES (semantic labels) and DALES Objects [71],
which adds instance labels and intensity. In our experi-
ments, we use the original DALES format and follow the
standard split: 29 scenes for training and 11 for testing, re-
serving 5 of the training scenes for validation.

For both datasets, we only consider spatial 3D coordi-
nates as input to our framework.

4.2. Data Augmentations

During training, we apply a standard 3D data augmenta-
tion pipeline to improve generalization and introduce con-
trolled randomness, following [92]:

* Random rotation (RandomRotate): with probability
0.5, the point cloud is rotated around the z-axis, re-
ducing sensitivity to small orientation changes.

* Random scaling (RandomScale): point coordinates are
uniformly scaled by a factor sampled from [0.9,1.1],
improving robustness to moderate size variations.

* Random flipping (RandomFlip): with probability 0.5,
the point cloud is randomly mirrored along the x
and/or y axes, helping the model handle symmetric
variations.

* Random jittering (Randomlitter): Gaussian noise with
o = 0.005, clipped at +0.02, is added to the coordi-
nates to simulate local perturbations and measurement
noise.

Together, these augmentations improve the model’s robust-
ness to changes in orientation, scale, symmetry, and local
noise, leading to better generalization.

During inference, we follow the TTA setting suggested
by the paper [92] and apply five fixed scalings (s €
{0.9,0.95,1.0,1.05,1.1}) as well as the same scalings fol-
lowed by a deterministic flip of both x and y.

4.3. Setting/Implementation Details

In all experimental settings, we use a batch size of 12 and
train for 500 epochs to ensure a fair comparison between
the baseline and all uncertainty estimation variants. Based
on the training setup of Point Transformer V3 [92], we op-
timize the network using AdamW [50] with an initial learn-
ing rate of 0.002 and a weight decay of 0.005, while trans-
former block parameters are assigned a ten-times smaller
learning rate. The learning rate is further controlled by a
OneCycleLR scheduler [72] with cosine annealing. Across
all the experiments, the model takes only 3D coordinates
as input features, without using any color or intensity infor-
mation. To handle the very large input point clouds, we par-
tition them into smaller chunks for memory efficiency. In



Method mloUt mFIt mAcct ECE] ACE|  p(acclcer) T  p(unclinacc) T | Latency (s/scene)
Baseline 0.629 0.749 0.731 0.123 0.189 0.879 0.692 0.224
Baseline-TTA 0.646 0.763 0.744 0.117 0.195 0.882 0.699 4.54
MCD (10%) 0.630 0.745 0.733 0.124 0.188 0.879 0.680 2.12
MCD (10%)-TTA 0.641 0.756 0.745 0.111 0.187 0.888 0.694 44.76
MCD (20%) 0.618 0.741 0.724 0.108 0.187 0.885 0.684 2.15
MCD (50%) 0.616 0.736 0.725 0.092 0.159 0.888 0.722 2.16
DSE 0.615 0.738 0.729 0.096 0.174 0.905 0.737 0.430
DSE-FE 0.643 0.764 0.751 0.054 0.116 0.906 0.727 0.431
DSE-FE-TTA 0.652 0.772 0.759 0.050 0.115 0.904 0.733 8.56

Table 1. Results of various approaches for 3D semantic segmentation and uncertainty quantification on the Hessigheim 3D dataset.

Method LVeg ISurface Vehicle UFurn. Roof Facade Shrub Tree Soil ~ VSurface Chimney | mF1

Baseline 0.821 0.776 0.723 0.588 0934 0802 0.723 0.971 0.276 0.738 0.889 0.749
Baseline-TTA 0.835 0.814 0.733 0.597 0937 0812 0.730 0972 0.308 0.762 0.899 0.763
MCD (10%) 0.830  0.787 0.757 0.595 0938 0.814 0.705 0972 0.167 0.739 0.887 0.745
MCD (10%)-TTA | 0.834  0.808 0.749 0.599 0938 0.823 0.712 0972 0.216 0.765 0.896 0.756
MCD (20%) 0.841  0.798 0.662 0.575 0931 0813 0.715 0970 0.293 0.709 0.844 0.741
MCD (50%) 0.815 0.790 0.683 0.566 0933 0.823 0.689 0.968 0.236 0.711 0.889 0.736
DSE 0.823  0.826 0.679 0.545 0933 0.794 0.665 0.970 0.303 0.755 0.830 0.738
DSE-FE 0.839  0.814 0.694 0.610 0943 0.813 0.716 0971 0.379 0.770 0.857 0.764
DSE-FE-TTA 0.833  0.822 0.701 0.617 0938 0.820 0.728 0972 0.400 0.779 0.880 0.772

Table 2. Class-wise segmentation results for the Hessigheim 3D dataset in terms of F1 scores. LVeg. refers to low vegetation, ISurface to
impervious surface, UFurn. to urban furniture, and VSurface to vertical surface.

addition, grid sampling is applied as a voxel-based down-
sampling step with a grid size of 0.05 m. The point co-
ordinates are discretized into occupied grid cells, reducing
point density and computational cost while preserving the
overall spatial structure of the point cloud. During training,
one representative point is randomly selected from each oc-
cupied cell, whereas during test time, the grid cells are used
to generate structured point partitions for inference. All ex-
periments are carried out on four NVIDIA A100 GPUs, and
CloudCompare [23] is employed for visualization through-
out the study.

4.4. Metrics

For quantitative evaluation of semantic segmentation, we
use the mean Intersection-over-Union (mloU; IoU is also
known as the Jaccard Index), the mean F1 (mF1) score, and
the mean accuracy (mAcc) as our primary metrics. In addi-
tion, we report the per-class F1 scores. To assess the calibra-
tion of the predicted softmax probabilities, we compute the
expected calibration error (ECE) [26,57] and adaptive cali-
bration error (ACE) [61]. ECE reports the sample-weighted
average of the per-bin mismatch between mean confidence
and empirical accuracy over B equally-spaced confidence
bins, whereas ACE adaptively partitions predictions into
R bins with variable widths but an equal number of sam-

ples per bin. Moreover, we adopt the uncertainty evaluation
measures proposed by Mukhoti and Gal [56]:

1. p(acc|cer): the probability that a prediction is correct
given that its uncertainty lies below a chosen threshold.

2. p(unclinacc): the probability that the model’s uncer-
tainty exceeds a chosen threshold given that the prediction
is incorrect.

To simplify the setup and better reflect a practical de-
ployment scenario, we set the uncertainty threshold in
all experiments to the median uncertainty across all valid
points in each point set [43]. Importantly, this threshold
is used only to convert continuous uncertainty values into
a binary partition of “certain” and uncertain” predictions
for the computation of p(acc|cer) and p(unclinacc). Tt
does not modify the predicted labels or softmax probabil-
ities and therefore does not affect mloU, mF1, mAcc, ECE,
or ACE. Among commonly used thresholding choices such
as the mean and median [43], we use the median uncer-
tainty as the decision threshold for uncertainty evaluation
metrics because it provides a robust and balanced split be-
tween lower and higher uncertainty predictions without re-
quiring a manually tuned and method-specific cutoff. In
practice, uncertainty distributions in deep neural networks
are often right-skewed, meaning that many predictions ex-
hibit low uncertainty while a smaller subset shows very high
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Figure 4. Labels for the H3D dataset in BEV.

uncertainty. As a result, the mean can be shifted by rela-
tively few highly uncertain predictions. This leads to a more
permissive threshold, under which moderately uncertain er-
rors may still be counted as “certain”, thereby increasing
the risk of overconfident mistakes. In contrast, the median
is less sensitive to such outliers and therefore provides a
more stable and fair basis for comparing uncertainty-aware
methods.

In addition to segmentation, calibration, and uncertainty
metrics, we report inference latency as an efficiency-related
measure. Latency is reported in s/scene and corresponds to
the average forward-only inference time per test scene. Be-
cause each scene is processed fragment-wise, this value in-
cludes the summed forward time over all fragments required
to produce the final scene prediction. Measurements were
performed with batch size 1 on a single GPU. For TTA-
based methods, the reported latency includes all augmented
forward passes.

4.5. Quantitative Results

For our experiments, we involve nine configurations of
our framework that correspond to three method categories:
baseline variants (with/without TTA), MCD variants (10%,
20%, 50%, 10%-TTA), and Deep Sub-Ensembles variants
(DSE, DSE-FE, DSE-FE-TTA). These configurations are
applied on both the H3D and DALES datasets and are eval-
uated using segmentation metrics (mloU, mF1, mAcc), cal-
ibration metrics (ECE, ACE), and uncertainty evaluation
measures (p(acc|cer), p(unclinacce)).

H3D. The results shown in Table 1 confirm that adding
TTA consistently improves all segmentation metrics (mloU,
mF1, mAcc) and reduces ECE compared to the same
method evaluated without TTA, as well as the baseline. The
strongest overall performance in terms of segmentation and
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calibration is achieved by DSE-FE-TTA (highest segmenta-
tion scores and lowest calibration error). Table 2 summa-
rizes the per-class F1 scores for H3D.

Regarding uncertainty measures, TTA generally im-
proves p(unc|inacc) compared to the corresponding no-
TTA setting. DSE variants outperform both baseline vari-
ants and MCD variants and improve the important met-
ric p(unclinacc) by about 3 to 4 percentage points rela-
tive to the baseline. Specifically, the DSE method attains
the highest p(unclinacc) (0.737), i.e., it is comparatively
better at being uncertain when wrong. In contrast, MCD
exhibits a clear sensitivity to the dropout rate. Increas-
ing dropout rate from 10% to 50% improves uncertainty
(p(acc|cer): 0.879—0.888, p(unclinacc): 0.680—0.722)
and reduces calibration error (ECE: 0.124—0.092, ACE:
0.188—0.159), but degrades segmentation performance
(mIoU: 0.630—0.616, mF1: 0.745—0.736).

Overall, the DSE-FE-TTA method shows the most
consistent gains over the baseline on H3D, improving
segmentation (mloU: 0.629—0.652, mF1: 0.749—0.772,
mAcc: 0.731—0.759), while reducing calibration error
(ECE: 0.123—0.050, ACE: 0.189—0.115). It also im-
proves uncertainty metrics, increasing (p(acc|cer) by
about 2.5 percentage points and p(unclinacc) by about 4
percentage points.

DALES. Table 3 shows that introducing TTA consis-
tently increases segmentation metrics (mloU, mF1) and
keeps ECE almost untouched relative to the correspond-
ing no-TTA setting and the baseline. The baseline-TTA
achieves the strongest segmentation results on DALES, with
the highest mloU, mF1, and mAcc, while keeping ECE es-
sentially unchanged relative to the baseline. This indicates
that when the primary objective is segmentation quality,
baseline-TTA is the most effective choice on DALES. In
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Figure 5. Accuracy map (first row), uncertainty map (second row), and CC/CU/IC/IU representation (third row) in BEV for the H3D
dataset.
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Method mloUt mFIt mAcct ECE] ACE|  p(acclcer) T  p(unclinacc) T | Latency (s/scene)
Baseline 0.656 0.769 0.747 0.021 0.198 0.992 0.935 0.334
Baseline-TTA 0.675 0.784 0.752 0.021 0.205 0.992 0.935 3.45
MCD (10%) 0.659 0.770 0.733 0.020 0.201 0.991 0.928 3.63
MCD (10%)-TTA 0.674 0.782 0.739 0.021 0.208 0.990 0.922 35.90
MCD (20%) 0.657 0.768 0.736 0.020 0.198 0.991 0.927 3.50
MCD (50%) 0.653 0.766 0.729 0.017 0.195 0.991 0.932 3.53
DSE 0.651 0.762 0.727 0.020 0.212 0.993 0.946 0.702
DSE-FE 0.647 0.760 0.724 0.016 0.197 0.993 0.948 0.690
DSE-FE-TTA 0.665 0.775 0.732 0.016 0.203 0.993 0.945 7.03

Table 3. Quantitative comparison of different approaches for 3D semantic segmentation and uncertainty quantification on the DALES

dataset.

Method Ground Vegetation Cars Trucks Powerlines Fences Poles Buildings mF1
Baseline 0.959 0.933 0.842 0.422 0.812 0.697 0.574 0.912 0.769
Baseline-TTA 0.963 0.938 0.858 0.430 0.832 0.715 0.614 0.921 0.784
MCD (10%) 0.958 0.934 0.851 0.383 0.820 0.702 0.601 0.909 0.770
MCD (10%)-TTA 0.962 0.939 0.863 0.404 0.833 0.719 0.616 0.918 0.782
MCD (20%) 0.957 0.933 0.850 0.388 0.818 0.700 0.593 0.906 0.768
MCD (50%) 0.957 0.932 0.850 0.410 0.810 0.698 0.564 0.906 0.766
DSE 0.958 0.933 0.848 0.342 0.810 0.697 0.595 0.909 0.762
DSE-FE 0.957 0.932 0.845 0.397 0.803 0.692 0.549 0.904 0.760
DSE-FE-TTA 0.961 0.937 0.859 0.420 0.820 0.710 0.577 0.915 0.775

Table 4. Class-wise segmentation results (F1 scores) for the DALES dataset.

contrast, MCD variants degrade segmentation performance
as the dropout rate increases, while improving calibration
errors. DSE-FE-TTA improves mloU and mF1 compared
to the baseline approach. Table 4 presents per-class seg-
mentation metric results (F1) for the DALES dataset.

Considering uncertainty evaluation measures, adding
TTA typically leaves uncertainty metrics in a similar range
compared to the corresponding no-TTA setting. The MCD
variants are sensitive to the chosen dropout rate, and in-
creasing the dropout rate typically raises some uncertainty
metrics such as p(unc|inacc). The DSE variants provide
the most consistent uncertainty improvements, increasing
p(acc|cer) and p(unclinacc) while also achieving the low-
est ECE, likely because decoder head diversity produces
more meaningful disagreement in hard regions. Over-
all, DSE-FE-TTA offers a decent combination of segmen-
tation quality and uncertainty estimates on DALES, by
slightly improving p(unc|inacc) and p(acc|cer) relative to
the baseline while also increasing mloU and mF1.

Latency. From a computational perspective, the la-
tency results across both datasets highlight the trade-off
of uncertainty-aware inference. The baseline model is
the fastest configuration, while DSE-based variants remain
comparatively efficient, with only a moderate increase in la-

tency relative to the baseline. In contrast, MCD leads to a
substantially higher inference cost because it relies on mul-
tiple stochastic forward passes, whereas varying the dropout
rate has only a negligible effect on runtime. The highest la-
tency is observed for TTA-based variants, particularly when
combined with MCD, since the final prediction is obtained
from many repeated augmented evaluations. Overall, these
results indicate that the improved uncertainty behavior of
MCD and TTA-based methods comes at a clear computa-
tional cost, whereas DSE-based variants offer a more fa-
vorable trade-off between uncertainty quality and inference
efficiency.

4.6. Qualitative Results

For qualitative comparison, we select one represen-
tative method from each category (baseline, MCD, and
sub-ensemble), namely baseline-TTA, MCD (10%), and
DSE-FE-TTA. We visualize the final results in terms
of predicted labels, accuracy maps, uncertainty maps,
and combined accuracy-uncertainty representations
(CC/CU/MC/MU). CC, CU, IC, and IU represent correctly
predicted and certain, correctly predicted but uncertain,
incorrectly predicted but certain, and incorrectly predicted
and uncertain point labels, respectively.

12



Ground Truth

Baseline-TTA

MCD (10%)

BN Ground MM Vegetation [N Power Lines

I Poles

DSE-FE-TTA

I Buildings Fences Trucks [ Cars

Figure 6. Labels for the DALES dataset in BEV.

H3D. Figure 4 and Figure 8 in the Appendix present fi-
nal predicted labels for different methods on H3D, while
incorrect labels and different measures of uncertainty are
visualized in Figure 5 and Figures 9-11 in the Appendix.
All three approaches could recover the global scene lay-
out reasonably well. Dominant structures such as building
blocks (roof/facade), tree-covered areas, and major ground
regions (impervious surface and low vegetation) are spa-
tially consistent with the ground truth. The remaining errors
concentrate in failure modes expected for geometry-only in-
put data. In particular, confusions occur between geomet-
rically similar ground classes (impervious surface/low veg-
etation/soil or gravel), at class boundaries where multiple
materials meet, and for thin/rare objects (e.g., urban furni-
ture, vehicles, vertical surfaces). Moreover, regions with
vertical overlap of vegetation (low vegetation/shrub/tree)
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increase label ambiguity because points from different se-
mantic classes coexist within a small horizontal footprint
but at different heights. Overall, DSE-FE-TTA seems to
improve spatial consistency, as expected from the effect of
averaging multiple decoder heads on top of a shared, high-
quality encoder representation.

The uncertainty visualizations in Figure 5 and Figure 10
in the Appendix report predictive entropy (blue=low un-
certainty, yellow/red=high uncertainty). Baseline-TTA re-
veals predominantly low-entropy over most of the scene,
suggesting that the model is often highly confident, in-
cluding in heterogeneous regions where class confusion
is likely. By comparison, DSE-FE-TTA produces a more
structured and spatially aligned uncertainty. Low entropy
is preserved on clearly separable regions, while uncertainty
increases over challenging ground-like areas and along
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Figure 7. Accuracy map (first row), uncertainty map (second row), and CC/CU/IC/IU representation (third row) in BEV for the DALES
dataset.

14



complex interfaces (e.g., impervious surface/vegetation/soil
transitions and mixed vegetation), indicating reduced over-
confidence on such difficult points. This qualitative behav-
ior matches the quantitative trends on H3D, where DSE-
FE-TTA achieves relatively better calibration and uncer-
tainty evaluation measures while also improving segmen-
tation performance.

Finally, the accuracy-uncertainty breakdown in Figure 5
and Figure 11 in the Appendix further supports this inter-
pretation. DSE-FE-TTA shows relatively fewer inaccurate
but certain predictions (IC, highlighted in red color) than
baseline-TTA and MCD, meaning that its mistakes are
more often accompanied by higher uncertainty. This is pre-
cisely the behavior desired for reliable uncertainty-aware
deployment. Accuracy maps for different approaches are
also shown in Figure 5 and Figure 9 in the Appendix. An
accuracy map indicates, for each point, whether the pre-
dicted label matches the ground truth (correct vs. incorrect).

DALES. In Figure 6 and Figure 16 in the Appendix, the
qualitative predictions of all three methods are largely con-
sistent with the ground truth at the scene level, correctly
capturing the main spatial extent of the dominant classes
(buildings, vegetation, and ground). Most visible discrepan-
cies arise in the typical DALES challenging regions, includ-
ing thin linear structures (power lines), and small or rare
classes (poles, fences, trucks). Among the compared meth-
ods, baseline-TTA appears visually closest to the ground
truth overall, with slightly cleaner region boundaries and
fewer fragmented patches, which is consistent with its best
quantitative segmentation scores on DALES. DSE-FE-TTA
produces similarly coherent outputs for the major classes
and remains competitive on challenging structures (e.g.,
fences and power lines). Overall, the differences are sub-
tle in terms of segmentation quality, matching the relatively
small performance gaps reported in the DALES quantitative
results.

The DALES uncertainty maps in Figure 7 and Fig-
ure 18 in the Appendix are dominated by low uncertainty
(blue=low uncertainty, yellow/red=high uncertainty) across
all three methods, indicating that the models are gener-
ally confident on the major, well-separated classes. Ele-
vated entropy concentrates in the expected challenging re-
gions (such as thin structures, small/rare classes, and zones
where classes meet and local geometry becomes ambigu-
ous). Baseline-TTA stays the most uniformly “’blue”, sug-
gesting very confident predictions almost everywhere. This
is plausible on DALES because most of the scene is com-
posed of large, easily separable regions, but it also risks
being too confident on fine structures and boundary noise.
MCD(10%) introduces more spatially scattered moderate
uncertainty. DSE-FE-TTA produces the most structured
uncertainty, with clearer uncertainty traces along the diffi-
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cult regions and linear corridors, which aligns with its more
consistent uncertainty usefulness behavior on DALES even
though the qualitative differences between methods remain
relatively subtle.

Figure 7 and Figure 19 in the Appendix complement the
quantitative results by showing that all three methods be-
have similarly at a global scale, which is expected given
the small numerical gaps on DALES. Among the compared
approaches, DSE-FE-TTA exhibits slightly fewer red IC re-
gions and a correspondingly higher tendency to flag mis-
takes with uncertainty, consistent with its marginally higher
uncertainty reliability (about 1 percentage point improve-
ment in p(unclinacc) relative to the baseline variants).
However, the overall differences remain modest, reflecting
that DALES is dominated by large, easy regions where all
methods are already confident and accurate. Therefore, un-
certainty quantification gains primarily manifest as small re-
ductions in confident errors on rare or challenging structures
rather than large shifts in aggregate segmentation metrics.
Finally, Figure 7 and Figure 17 in the Appendix show the
corresponding accuracy maps for the different approaches
on DALES.

4.7. Backbone Comparison and Baseline Selection

To clarify the choice of Point Transformer V3 (PTv3)
as the backbone for the uncertainty analysis, in our first
ablation study we additionally compare several represen-
tative segmentation architectures under the same exper-
imental protocol described in Sections 4.2-4.4, namely
SparseUNet [15,25], OctFormer [87], KPConvX [79], and
PTv3 [92]. As shown in Table 5, PTv3 achieves the
strongest overall performance on the Hessigheim 3D dataset
in our setup, yielding the highest mF1 and mloU among
the compared backbones, while also providing competitive
or leading class-wise results for several categories. KP-
ConvX remains competitive on some classes. However, in
our experiments, it requires substantially more architecture-
specific hyperparameter tuning and shows stronger GPU
memory limitations, restricting the number of points that
could be processed per sample. SparseUNet and OctFormer
provide useful reference points, but yield lower overall per-
formance under the same data split, input features, aug-
mentation strategy, and optimization protocol. Based on
this comparison, we selected PTv3 as a strong and scalable
baseline so that the effect of the uncertainty quantification
methods could be analyzed without conflating it with differ-
ences in backbone architecture. This choice should there-
fore be understood as a pragmatic and experimentally sup-
ported baseline selection for uncertainty analysis within our
setup, rather than as a claim of universal superiority across
all architectures or settings.

In the second ablation study, we investigate the effect
of different loss functions on the performance of PTv3 for



Method LVeg ISurface Vehicle UFurn. Roof Facade Shrub Tree Soil VSurface Chimney| mF1| mloU
SparseUNet [25]| 0.821  0.784 0.710  0.504 0956 0.817 0.649 0.965 0.309 0.740 0.833 | 0.735| 0.612
OctFormer [87] | 0.811  0.843 0.620 0473 0.860 0.720 0.643 0.957 0300 0.577 0.775 | 0.689| 0.549
KPConvX [79] | 0.829  0.847 0.670  0.493 0957 0.808 0.621 0962 0.381  0.810 0.799 | 0.743| 0.621
PTv3 [92] 0.821  0.776 0.723  0.588 0.934 0.802 0.723 0971 0276  0.738 0.889 | 0.749| 0.629

Table 5. Comparison of class-wise F1-scores for 3D semantic segmentation achieved by various backbones on the Hessigheim 3D dataset,

along with the corresponding mF1 and mloU.

Validation Test
Loss Combination mloU mF1 mloU mF1
Focal 0.503 0.614 0.535 0.652
Focal+Dice 0.457 0.563 0.483 0.588
Focal+CE+Lovasz 0.597 0.713 0.605 0.730
Focal+Dice+CE+Lovasz 0.532 0.639 0.543 0.659
CE+Lovasz 0.592 0.718 0.622 0.751

Table 6. Effect of different loss functions on the performance
of 3D semantic segmentation using PTv3 on the Hessigheim 3D
dataset. CE denotes cross-entropy loss.

3D semantic segmentation. To address the class imbal-
ance issue in the datasets, we additionally evaluate several
loss formulations, including focal loss [48], which is often
beneficial in imbalanced settings because it down-weights
easy examples and emphasizes harder or underrepresented
classes, as well as dice loss [52] applied individually and
in combination with cross-entropy and Lovasz losses. This
comparison is intended as a practical loss ablation under a
fixed training setup rather than an exhaustive optimization
of all candidate loss formulations and their relative weight-
ing. Table 6 shows that these alternatives do not lead to
improved semantic segmentation performance compared to
the combination of cross-entropy and Lovasz losses used
in our study. This finding is consistent with the original
Point Transformer V3 paper [92], where the combination
of cross-entropy and Lovasz loss is shown to be effective
across multiple datasets with varying characteristics. We
therefore retain this loss formulation in the final model.

5. Discussion

The results highlight that uncertainty-aware methods can
reduce overconfident errors and improve uncertainty re-
liability and calibration, while also delivering segmenta-
tion gains over the baseline, although the magnitude varies
across mechanisms.

TTA can be useful for deriving uncertainty from the dis-
persion of predictions under various augmentations, as well
as improving robustness by averaging predictions across
geometric perturbations. The impact of TTA is more no-
ticeable in increasing segmentation performance and has
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smaller effects on uncertainty metrics. Moreover, On H3D,
adding TTA reduces ECE relative to the no-TTA setting,
while on DALES, it remains almost unchanged. The main
drawback of TTA is its inference overhead, i.e., prediction
time scales approximately with the number of augmenta-
tions.

MCD injects stochasticity at inference time and aggre-
gates multiple forward passes, and its behavior and perfor-
mance are highly dependent on its dropout rate. Among
MCD variants, increasing the dropout rate can strengthen
uncertainty usefulness and reduce calibration error, but this
comes with a clear accuracy penalty and degradation of the
segmentation results.

DSE variants use a shared encoder and employ mul-
tiple decoder heads to produce diverse predictions. The
results show that the frozen-encoder variant with TTA
(DSE-FE-TTA) is consistently very reliable in terms of un-
certainty behavior, especially on the H3D dataset where
ambiguity is higher due to geometry-only input, more
fine-grained classes, and stronger class overlap. Quali-
tatively, predictions of DSE-FE-TTA are more spatially
consistent, and their uncertainty maps are more struc-
tured, i.e., uncertainty increases where it should (imper-
vious surface/vegetation/soil transitions and mixed vege-
tation), rather than remaining uniformly low. This be-
havior is also reflected in the CC/CU/IC/IU visualizations,
where the DSE-FE-TTA method reduces the most unde-
sirable failure mode (IC, inaccurate but certain) predic-
tions, relative to baseline-TTA and MCD. This is exactly
the behavior required for reliable uncertainty-aware deploy-
ment. On DALES, although the baseline-TTA wins the
highest segmentation performance, DSE-FE-TTA can still
slightly improve segmentation quality relative to the base-
line (no-TTA) while yielding more useful uncertainty es-
timates. Overall, DSE-FE-TTA provides the most robust
overall compromise and gains for the H3D and DALES
dataset compared to the baseline. From a practical de-
ployment perspective, the latency results indicate that re-
peated inference strategies, particularly MCD and MCD-
TTA, impose a substantial computational burden, whereas
DSE-based variants offer a more favorable balance between
uncertainty quality and inference efficiency.

A key takeaway is that on the H3D dataset, uncertainty-



aware methods yield clearer improvements in terms of cal-
ibration and uncertainty estimates because the dataset con-
tains more challenging regions in the available input fea-
tures (e.g., similar ground-related classes, class overlap,
boundary clutter, and vegetation stratification) and pro-
vides less complementary information (e.g., missing RGB).
DALES, in contrast, is dominated by large, easily separa-
ble regions (ground/vegetation/buildings), so all methods
appear confident over most points and the remaining uncer-
tainty improvements mainly concentrate on thin structures
and small or rare classes. As a result, quantitative gaps in
uncertainty metrics are smaller on DALES and qualitative
differences are more subtle, even when incorrect-certain
(IC) regions are slightly reduced. Overall, these results sug-
gest that the practical benefit of uncertainty modeling de-
pends on dataset characteristics and the frequency of inher-
ently challenging and ambiguous regions.

Finally, it is important to note that this study has only
investigated the reliability uncertainty estimates from pre-
dictive entropy for in-domain settings, which does not nec-
essarily generalize to out-of-distribution behavior. Future
work could improve reliability through training strategies
that better handle class imbalance and rare categories, and
through evaluation that emphasizes thin and rare objects,
where uncertainty is most practically useful. Further inves-
tigation of loss functions specifically designed to address
class imbalance is also encouraged. In addition, the effect
of data chunking/tiling on uncertainty maps and calibration
remains an important topic for investigation.

A further open question concerns Test-Time Augmen-
tation. Both the type of augmentation and the number of
augmented samples can influence uncertainty quality [22].
Simple transformations (e.g., reflections) may not capture
meaningful variability, whereas task or domain-specific per-
turbations could reveal additional uncertainty, but at in-
creased computational cost. This is an important con-
sideration for global-scale earth observation. For Deep
Sub-Ensembles, performance similarly depends on design
choices. The trunk-task split location and the number of
decoder heads are hyperparameters that can influence the
quality of uncertainty estimates [80].

6. Conclusion

This paper investigated uncertainty-aware large-scale 3D
point cloud semantic segmentation by integrating uncer-
tainty quantification into a strong Point Transformer V3
backbone. We consider three complementary mechanisms
within this framework: Monte Carlo Dropout (MCD), Deep
Sub-Ensembles (DSE) variants, and Test-Time Augmen-
tation (TTA). Using the proposed framework, we analyze
their effects on segmentation performance, calibration er-
ror, and uncertainty measures.

Across two benchmarks with distinct characteristics
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(Hessigheim 3D and DALES), the results show that
uncertainty-aware inference can reduce overconfident er-
rors and improve reliability, with effects that depend on both
the selected mechanism and dataset complexity. Compared
to the baseline, the uncertainty-aware counterpart achieves
gains of up to 2.3% in mloU, 2.3% in mF1, 2.8% in mAcc,
2.7% in p(acc|cer), and 4.5% in p(unc|inacc) for the Hes-
sigheim 3D dataset and gains of up to 1.9% in mloU, 1.5%
in mF1, 0.5% in mAcc, 0.1% in p(acc|cer), and 1.3% in
p(uncl|inace) for the DALES dataset. In particular, TTA
primarily strengthens segmentation quality, with subtler ef-
fects on uncertainty measures. MCD is highly sensitive to
the dropout rate, providing improved calibration and uncer-
tainty usefulness at the expense of segmentation accuracy
when stochasticity is increased. Among the evaluated ap-
proaches, the DSE variants yield the most structured and
informative uncertainty maps and reduce inaccurate-but-
certain predictions. The frozen-encoder variant combined
with TTA (DSE-FE-TTA) provides the most robust overall
gains over the baseline, particularly on the more challeng-
ing H3D dataset, where limited input cues and challenging
regions make reliability more critical.

While these findings highlight the practical value of un-
certainty modeling for reliable segmentation, our analysis
is restricted to in-domain reliability based on predictive en-
tropy. Future work should extend evaluation to dataset shift
and out-of-distribution settings, refine uncertainty assess-
ment for thin and rare classes, and further study the influ-
ence of data chunking on uncertainty quality. In addition,
more informative and task-relevant uncertainty evaluation
metrics should be developed and adopted, especially for
3D data. Finally, systematic exploration of augmentation
design and sub-ensemble hyperparameters (e.g., trunk-task
split location and number of decoder heads) may further im-
prove uncertainty quality and robustness in practical large-
scale remote sensing settings.
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A. Additional Visualizations
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Figure 8. Labels for the H3D dataset in side view.
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Figure 9. Accuracy map for the H3D dataset in side view.
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Figure 10. Uncertainty for the H3D dataset in side view.
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Figure 11. CC/CU/IC/IU representation for the H3D dataset in side view.
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Figure 12. Labels for the H3D dataset in closer view.
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Figure 13. Accuracy map for the H3D dataset in closer view.
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Figure 14. Uncertainty for the H3D dataset in closer view.
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Figure 15. CC/CU/IC/IU representation for the H3D dataset in closer view.
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Figure 16. Labels for the DALES dataset in side view.
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Figure 17. Accuracy map for the DALES dataset in side view.
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Figure 18. Uncertainty for the DALES dataset in side view.
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Figure 19. CC/CU/IC/IU for the DALES dataset in side view.
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Figure 20. Labels for the DALES dataset in closer view.
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Figure 21. Accuracy map (first row), uncertainty map (second row), and CC/CU/IC/IU representation (third row) in closer view for the
DALES dataset.
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