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Plug and schedule: scalable and modular architecture for integrated and dynamic 
scheduling based on graph neural networks and reinforcement learning

Yannik Hermann, Vincent Schroettle, Benedikt Kaupp, Martin Benfer and Gisela Lanza
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ABSTRACT
Manufacturing companies increasingly require scheduling approaches that integrate practical con-
straints such as workforce availability, maintenance, setup dependencies, energy objectives, and 
uncertainty, yet existing research offers limited support for transferring them into heterogeneous 
industrial data landscapes. This paper proposes a scalable and modular architecture for integrated 
and dynamic scheduling that combines an Asset Administration Shell-based middleware for stan-
dardised data integration, a heterogeneous graph representation of scheduling instances, a graph 
neural network-based State Modeler, and a Proximal Policy Optimisation-based RL-Scheduler cou-
pled with event-based simulation. The architecture is validated on the production system of a 
German machinery manufacturer with 59 manufacturing resources and 39 employees and on public 
benchmark instances. On the industrial instances, the learned policy reduces the makespan against 
the mean of seven dispatching baselines by 2.93% to 6.76% across six evaluation cells covering small-
part, large-part, and combined production under deterministic and stochastic machine failures, with 
statistical significance in every scenario. The energy-aware configuration preserves this makespan 
performance while significantly reducing the relative energy cost in most scenarios. The findings 
indicate that the proposed architecture provides a practically transferable pathway for configurable 
RL-based scheduling in heterogeneous production environments.
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Introduction

In Germany, challenges such as elevated energy costs 
and strained supply chains have contributed to a pro-
longed phase of weak economic growth in recent years. 
In this light competitive strength becomes of utmost 
importance. Within manufacturing companies schedul-
ing of production orders is one central driver of com-
petitive performance. It formally refers to the alloca-
tion of individual operations of a production order onto 
the necessary machines being able to perform prede-
fined manufacturing tasks in order to complete given 
orders while improving production, cost or other tar-
gets and, thus securing competitive competence (Rossit, 
Tohmé, and Frutos 2019). Typically, it primarily aims 
at optimising the monetary and economic side of busi-
ness activities, for example through improving through-
put, minimising delivery times or reducing production 
cost (Serrano-Ruiz, Mula, and Poler 2021). This perspec-
tive is also profound in literature with a multitude of 
approaches (for example: Kazemi, Mazdeh, and Rostami 
2017; Monkman, Morrice, and Bard 2008; Oğuz, Sibel 
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Salman, and Bilgintürk Yalçın 2010). Besides this purely 
economic focus, the realm of sustainability has become 
another important perspective in scheduling. This aspect 
is not only suitable to increase profits through ‘green 
products’ and concurrent higher willingness to pay by 
consumers (Tully and Winer 2014) but more so necessary 
to tackle disruptions and increasing scarcity in raw mate-
rials and energy (Akbar and Irohara 2018). The latter 
challenges are not only caused by continuously tighten-
ing legislation, in the European Union for example in 
the form of the Industrial Emissions Directive containing 
both stricter emission limits as well as profound sanction 
actions, but also large-scale exogenous factors like the 
Russian war on Ukraine which led to sharply increased 
and persistently volatile energy costs within the European 
Union.

In a practical setting at the partner machinery com-
pany of this work these challenges can also be identified 
and result in average throughput times of more than 
ten days, although the actual processing time per order 
amounts to only a few hours. As a consequence, assembly 
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lines are often not supplied in time from the company’s 
own manufacturing site, which leads to delivery delays at 
the customer side.

Additionally, the respective manufacturing system is 
highly labour-intensive, with an operator-to-machine 
ratio of approximately one to one. However, operators are 
mainly occupied with setup tasks, which occur frequently 
due to the small lot sizes. In addition, they determine 
the order sequence in a decentralised way by selecting 
parts from the buffer of their workstation. This individ-
ual decision-making further increases variability in flow 
and workload distribution. Finally, uncoordinated main-
tenance activities also cause additional disruptions since 
they lead to unplanned machine downtimes and further 
delays.

Besides unclear order scheduling and recurrent deliv-
ery delays due to lacking scheduling the high level of 
energy consumption resulting from the intensive use 
of machine tools and peripheral equipment is also a 
critical challenge of the focus company. The resulting 
energy costs represent a significant burden with ineffi-
cient scheduling amplifying this issue because machines 
often are operated in non-optimal sequences, leading to 
avoidable peaks in energy demand.

Optimising not only the underlying scheduling, but 
also integrating the aforementioned other subproblems 
like energy-efficiency or operator planning not only 
offers a large potential to improve achievable solution 
quality, but is even more necessary in order to enable 
real-world applicability of generated solutions (Avalos-
Rosales et al. 2018; Geurtsen, Adan, and Akçay 2024). 
In order to achieve such a multi-faceted optimisation 
the scheduling approach must take in available data and 
respect the actual production system to be optimised 
(Cowling and Johansson 2002). This leads to two new 
challenges: Firstly, it requires the integration of schedul-
ing approaches into existing production systems with 
means to respect a variety of diverse system setups, data 
formats and interfaces. Additionally, new technologies 
must be employed not only to tackle the increased com-
plexity from integrating the subdecisions but also in 
order to enable real-time adaption and the considera-
tion of uncertainties of the scheduling problem through 
the use of sophisticated sensor technology or more effi-
cient solving through Artificial Intelligence (AI)-driven 
solution algorithms (Monostori et al. 2016).

However, an in-depth literature review performed 
by the authors in section 2 shows that there is cur-
rently no approach identifiable in literature that combines 
all aspects (sustainability, workforce scheduling, main-
tenance scheduling, set-up times, real-time adaptability, 
consideration of uncertainties) into a holistic scheduling 
framework. As such the purpose of this paper is not only 

to further describe the importance of each individual ele-
ment, but to combine them into a systematic landscape of 
functional units allowing not only the scheduling prob-
lem to be solved, but also to provide a way to uniformly 
integrate diverse system architectures in real compa-
nies by proposing a comprehensive and modular system 
architecture (Pinedo 2022). This fills a long-standing gap 
in literature (Parente et al. 2020).

Literature review

Flexible job shop scheduling problem

The issue of scheduling can be formally described as the 
sequence of operations oj belonging to a job j within a 
set of jobs J on a set of machines m ∈ M with M being 
the total set of all machines within the system (Rossit, 
Tohmé, and Frutos 2019). Each operation contains a dis-
tinct processing time and each job a distinct sequence 
of its operations (Pinedo 2022). This so-called Job Shop 
Scheduling Problem (JSSP) can be used to model a variety 
of production system layouts including more limited sys-
tems like single or parallel machine environments as well 
as so called flowshop environments. Additionally, it can 
be further modified into the Flexible Job Shop Schedul-
ing Problem (FJSSP) by allowing for specific machine sets 
that can perform one specific job operation instead of 
only one distinct machine. This added flexibility allows 
production modelling largely without abstractions and is, 
thus, necessary when trying to produce an approach suit-
able for real-life scheduling tasks. An optimal solution 
for this problem is then a sequence of operations on each 
machine, that collectively minimise a set of target func-
tions Z1, . . . ,Zn. These usually include but are not limited 
to classical aspects like the makespan Cmax, tardiness of 
jobs when including deadlines as well as cost aspects like 
the production cost (Dauzère-Pérès et al. 2024).

Resembling physical production systems the FJSSP 
also includes a set of common restrictions shared among 
authors. These include the limitation of parallel process-
ing with each machine only being able to process a single 
operation at once and each operation only being able 
to be processed by one machine at a time (Blazewicz 
et al. 2019). Additionally, all machines and jobs are usu-
ally assumed to be available at the start of scheduling. 
A third restriction concerns preemption, with interrup-
tion of operations not being allowed when processing. 
The problem description can also be further expanded 
to include other aspects and restrictions depending on 
the specific system to be modelled (Dauzère-Pérès et al. 
2024).

Solution approaches for the FJSSP are diverse, but 
are commonly separated into three distinct categories 
(Xie et al. 2019). The most fundamental way to identify 
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a solution is to model the problem as an optimisation 
problem and to utilise some solving algorithm to iden-
tify an optimal solution to the specific problem instance. 
However, these approaches struggle with problem sizes 
to be seen in real-world circumstances (Fattahi, Saidi 
Mehrabad, and Jolai 2007). As the FJSSP is a NP-hard 
problem, the computational complexity increases signifi-
cantly with problem size preventing achieving an optimal 
solution of more complex instances in reasonable time 
(Ho et al. 2024). Therefore, other solution approaches are 
more commonly used. A second way of solving schedul-
ing problems are heuristics. These aim at utilising com-
parably easy-to-calculate rules in order to devise both 
an assignment of operations to machines as well as a 
sequence of operations on a single machine (Ziaee 2014). 
Common rules are for example ranking operations and 
machines based on shortest or longest processing times 
(SPT / LPT) and then creating an assignment by choos-
ing the highest ranked operation or machine respectively. 
Novel approaches extend on this rule-based assignment 
by identifying more complex, yet still computationally 
inexpensive rules for example through the use of genetic 
programming or improve the selection of suitable heuris-
tic rules utilising AI (F. Zhang et al. 2024; Luo 2020).

A third stream of solution approaches focusses on so-
called metaheuristics in order to improve solution quality 
compared to heuristics while simultaneously achieving 
lower computation times compared to exact solutions. 
In this domain, approaches utilising genetic algorithms 
are some of the most popular ones. These use nature-
inspired methods to successively conduct exploration (to 
randomly search the problem domain) and exploitation 
(to improve upon identified solutions through various 
means) (Mirjalili and Gandomi 2023).

As mentioned before AI also becomes increasingly 
common in the domain of scheduling and has started 
to form a fourth category. Apart from adapting exist-
ing solution approaches with means of AI, for exam-
ple through an intelligent selection of individuals within 
genetic algorithms, there are also approaches utilising 
for example deep learning in order to train a scheduling 
agent to choose the most suitable actions to minimise set 
goals like the makespan (Chen et al. 2020).

In order to test and compare the achievable solu-
tion quality of devised algorithms benchmark datasets 
can be used (Dauzère-Pérès et al. 2024). While there 
are some well-established datasets (Brandimarte 1993; 
Hurink, Jurisch, and Thole 1994), there also is a multi-
tude of new proposals each targeting specific variants of 
classical scheduling problems (Kasapidis et al. 2021).

Scheduling architectures

The FJSSP is highly challenging due to its NP-hardness 
and the dynamic, uncertain nature of real manufacturing 
environments (e.g. machine breakdowns or the arrival 
of new orders) (Toptal and Sabuncuoglu 2010). The 
growing need for flexibility, adaptability, and scalability 
has driven the development of sophisticated scheduling 
architectures and mechanisms. Classical static schedul-
ing approaches, which rely on fully known informa-
tion in advance, often fail to respond effectively to 
workload fluctuations or unforeseen disruptions. Con-
sequently, research increasingly focuses on architectures 
and methods designed for compatibility and extensibility 
in dynamic scenarios (Jalali Khalil Abadi and Mansouri 
2024).

Several architectural forms exist. Hierarchical and 
decentralised architectures aim to combine advantages of 
centralised and decentralised control (Toptal and Sabun-
cuoglu 2010). In hierarchical systems, tasks typically pass 
through multiple schedulers arranged in layers, where 
higher levels address more abstract problems. Decen-
tralised systems allow local decision-makers or agents 
to create schedules autonomously. A common variant 
is quasi-decentralised control, in which local schedulers 
make autonomous decisions while a superior manager 
agent resolves conflicts or sets global objectives. Such 
structures are widely used in job shops and flexible man-
ufacturing systems (Jules and Saadat 2017).

Fuzzy logic is particularly suitable for situations with 
imprecisely defined or uncertain parameters, which fre-
quently occur in dynamic environments. It supports 
modelling vague information and decision-making with 
relatively low computational complexity. By explicitly 
incorporating uncertainty, fuzzy approaches can improve 
robustness. Moreover, hierarchical fuzzy inference sys-
tems can reduce the complexity of rule design. Fuzzy 
systems have been successfully applied to scheduling-
related tasks in distributed computing environments, for 
example to compute fitness functions, assign tasks to 
fog/cloud nodes, or cluster resources (Jalali Khalil Abadi 
and Mansouri 2024).

The review of the literature presented indicates a lack 
of holistic and integrated models for complex sociotech-
nical production environments. Although researchers 
have investigated individual aspects such as complex 
job routes, sequence dependent setup times, heteroge-
neous worker skills, multi resource requirements includ-
ing machines, labour, tools, energy, buffers, maintenance, 
and inventories, as well as workforce factors, comprehen-
sive approaches that represent and solve these require-
ments simultaneously and in a synergistic manner within 
a single model remain scarce (Grumbach et al. 2023).
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Integrated flexible job shop scheduling

Besides the issue of formulating and solving the schedul-
ing problem enhancing its practicability also forms an 
increasingly important aspect of scheduling literature. 
In order to structure the available input factors, target 
functions, and other related scheduling elements (hence-
forth referenced as scheduling components) a structured 
literature analysis was performed to ensure a holistic per-
spective including the central components of modern 
production paradigms. To reveal as much of the relevant 
information as possible, the three widely used databases 
‘Web of Science’, ‘Scopus’ and ‘EBSCOhost’ are used to 
source literature. Identified results were first screened 
based on title and abstract, after which the remaining 
ones were analysed in more detail based on the full text. 
Based on predefined inclusion criteria like the integration 
of sustainability and a focus on (short-term) scheduling 
the identified works were successively filtered resulting in 
241 papers being selected from the initial 12,115 results.

One important development to be identified, is the 
integration of multi-objective decision making. Instead 
of only optimising for a single target, the objective func-
tion often features multiple, potentially conflicting tar-
gets. In line with the increasing focus on sustainability 
these enhanced target functions also often include sus-
tainability aspects besides purely economic objectives. 
Another development is an integration of other subprob-
lems into the selection of optimal scheduling decisions. 
These range from smaller additions like the modelling of 
setup times up to the inclusion of highly important prac-
tical decisions like the concurrent scheduling of mainte-
nance and employees. Both aspects, however, drastically 
increase the complexity of the scheduling problem and 
are, thus, mostly only included separately and not within 
one comprehensive framework. The following sections 
review the current state of the literature on the key 
scheduling components considered in this paper, namely 
workforce scheduling, maintenance, and energy.

Workforce scheduling
The realisation of flexible manufacturing systems, char-
acteristic of Industry 4.0, requires sophisticated schedul-
ing models that accurately account for both technical 
and human resources. The incorporation of human cap-
ital transforms the classical Flexible Job-shop Schedul-
ing Problem (FJSSP) into sociotechnical variants, typ-
ically referred to as the Flexible Job Shop Schedul-
ing Problem with Worker Flexibility (FJSSP-W) or the 
Dual Resource Constrained Flexible Job-shop Schedul-
ing Problem (DRC-FJSSP). In these models, human 
resources are treated as critical, flexible constraints whose 

properties must be explicitly considered during the plan-
ning process (Hutter, Steinberger, and Hellwig 2025).

The integration of the workforce into the schedul-
ing mechanism is defined by several key parameters. 
Fundamentally, for an operation to be processed, each 
machine requires a worker to be present. Crucially, the 
assignment of a worker to an operation not only fulfils 
this requirement but also additionally affects the pro-
cessing times (Hutter, Steinberger, and Hellwig 2025). 
Research addressing complex industry requirements 
models specific factors such as flexible human workers 
and their associated worker capabilities. Furthermore, 
modern production environments often involve human-
machine-collaboration and (partially) automated tasks 
which must be mapped in the DRC-FJSSP formulation 
(Grumbach et al. 2023).

For specialised operational demands, such as quality 
control or fault analysis, highly experienced specialists 
are required. These specialists, alongside tools, are mod-
elled as flexible, required resources that can perform one 
or more operations depending on their unique properties 
within the Multi-resource Partial-ordering Flexible Job-
shop Scheduling (MPF-JSS) problem. A recognised chal-
lenge in environments relying on specialists is that deci-
sions made at the local level can be suboptimal because 
each expert possesses only a local view on the total set of 
operations to be performed (Francescutto, Schekotihin, 
and El-Kholany 2021).

To address the assignment and sequencing decisions 
under these constraints reliably and efficiently, advanced 
solution frameworks are utilised. These frameworks aim 
to solve the DRC-FJSSP by improving sequencing and 
assignment decisions, often through the integration of 
reinforcement learning (RL) with hybrid metaheuristics, 
such as Memetic Algorithms (Grumbach et al. 2023).

Maintenance scheduling
The integrated consideration of production scheduling 
and maintenance is increasingly recognised as essential 
in flexible job shop environments, yet maintenance is still 
frequently modelled in a simplified manner or treated 
separately from production planning decisions (Geurt-
sen, Adan, and Akçay 2024). Earlier work primarily 
represented maintenance through machine-availability 
restrictions, such as time-indexed availability calendars, 
blocking intervals, maintenance operations, or stochastic 
availability models (Sanlaville and Schmidt 1998).

More recent studies increasingly emphasise that pro-
duction and maintenance should be optimised jointly 
rather than sequentially. In particular, simulation-based 
and stochastic FJSSP formulations show that the inte-
grated determination of job sequences and maintenance 
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timing can improve schedule robustness and overall sys-
tem performance, especially under uncertain machine 
availability and failure-prone operating conditions (Ali, 
Saif, and Ghasemi 2022). Practice-oriented contribu-
tions likewise report efficiency gains when maintenance 
activities are aligned with production-related idle peri-
ods or other opportunistic decision windows (Thörnblad 
et al. 2015). This development is further reinforced by 
recent joint-optimisation models that integrate machine 
assignment, sequencing, and maintenance decisions in 
a unified optimisation framework and consistently out-
perform sequential planning approaches (Y. Wang et al. 
2024).

At the same time, first RL approaches indicate 
that learning-based methods are particularly promising 
for maintenance-aware scheduling in dynamic multi-
machine systems. Another work demonstrates that 
heterogeneous GNN-based RL can learn graph-based 
resource and maintenance policies that outperform 
heuristic baselines (Z. Wang and Gombolay 2022). These 
developments suggest that effective maintenance-aware 
scheduling requires not only integrated decision models, 
but also state representations and control mechanisms 
that can capture dynamic system interactions, variable 
resource availability, and the longer-term consequences 
of local scheduling decisions.

Energy-aware scheduling
Energy-aware scheduling has attracted increasing rese-
arch interest in recent years, with the literature showing 
strong overall growth and a particularly pronounced rise 
in mathematically oriented approaches (Gao et al. 2020). 
AI-based methods have also gained importance more 
recently, indicating that intelligent energy-aware produc-
tion control is becoming an emerging research direc-
tion (Loffredo et al. 2024). For example a Q-learning-
based cooperative meta-heuristic (CMAQ), combining a 
constructive heuristic, a bi-population framework, and 
a knowledge-based energy-saving strategy, to minimise 
makespan and total energy consumption in the dis-
tributed no-wait flow-shop scheduling problem with 
sequence-dependent setup times is proposed (F. Zhao, 
Jiang, and Wang 2023). Another work proposes a hybrid 
memetic algorithm (HMA) with Q-learning-based local 
search operators and an energy-saving operator to min-
imise makespan and total energy consumption costs in 
the distributed two-stage flexible job shop scheduling 
problem under time-of-use electricity pricing (Geng, Liu, 
and Wu 2024).

Integration approaches in real-world data 
landscapes

A further gap in literature is a clear analysis and integra-
tion of the system landscape and real production envi-
ronment, in which the resulting scheduling programme 
shall operate (Oluyisola et al. 2022). This, however, is 
necessary for usable solution concepts with the resulting 
gap impeding or even preventing the transfer of result-
ing solution into practical situations (Framinan and Ruiz 
2010). Romero-Silva, Santos, and Hurtado-Hernández 
(2024), thus, argue: ‘one of the biggest challenges for pro-
duction scheduling has been to transfer its body of the-
oretical knowledge to actual practical settings’. Not only 
do existing works lack methods and approaches on how 
to integrate the existing enterprise systems, but also do 
not take into account the possibilities new developments 
like Industry 4.0 can provide. One such development is 
concepts like the AAS (Bakopoulos et al. 2024).

Literature gap

The literature analysis shows that there is still no modular 
approach that integrates the key scheduling components 

• Set-up sequences
• Maintenance scheduling
• Workforce scheduling
• Sustainability aspects such as energy consumption
• Uncertainties such as machine failures and target 

times

into a scheduling solution that also considers the 
underlying data landscape of companies and is scalable 
for factories of different sizes and process principles. The 
aim of this paper is, therefore, to first develop a scalable 
architecture that is able to handle the complexity of the 
underlying scheduling problem. The above-mentioned 
factors are then integrated into the architecture. In order 
to make it universally applicable the architecture is con-
nected to a middleware enhancing easier deployment to 
practical settings.

Scalable and modular architecture for 
intelligent scheduling

Goal of the architecture

As seen from the previous paragraph scheduling still 
draws a lot of attention of scholars with a multitude 
of approaches. However, there is still fundamental gap 
between real-world requirements and theoretical exami-
nation, mainly due to a lack of necessary elements for an 
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Figure 1. Fundamental motivational aspects for the presented methodology.

application within a company. This degrades the usabil-
ity of many approaches as they may achieve high quality 
in benchmarks, but are not usable in real-world settings 
due to their perspective being limited to solution quality 
without regard to how data can be fed into the algorithms 
and how different parts of the programmes can and must 
interact with surrounding systems within companies like 
ERP, MES or smart machinery.

Therefore, the following methodology, visualised in 
Figure 1, first aims at developing a scalable and mod-
ular architecture that not only focuses on solving the 
integrated and dynamically the FJSSP, but sees the inte-
gration into the data landscape as an integral part of 
its conception. It shall be able to dynamically calculate 
an optimal selection of operations, machines, mainte-
nance and workers even under uncertain environmental 
conditions and volatile energy prices. Additionally, the 
architecture shall be easily implementable for companies 
through an extensive use of standardisation.

Currently, these concurrent decisions, like selecting 
the best employee for a set-up task or scheduling main-
tenance inbetween orders, are taken sequentially due to 
the resulting complexity (Haït and Artigues 2009). How-
ever, integrating these decisions not only provides a better 
decision support for companies, but also offers the possi-
bility of improving the overall solution quality (Geurtsen, 
Adan, and Akçay 2024).

In order to achieve the set goals, the methodology 
involves multiple steps. In a first step an initial architec-
ture is developed. This initial architecture aims to provide 
a comprehensive solution approach for the FJSSP while 
simultaneously enabling its integration into existing soft-
ware landscapes and production system configurations.

Following this, further parts of the architecture are 
implemented and validated. This step aims at extend-
ing the initial concept through integrating important 

aspects of scheduling leading to a more holistic view 
and therefore demonstrates the modular and scalable 
approach of the developed architecture. These important 
aspects feature two different subgroups. Enhanced input 
factors for decision making, modelling setup sequences 
and stochastic downtimes as well as machine availability 
enables a closer reflection of real production. A second 
group is built by the integration of employee and main-
tenance scheduling as well as energy costs in order to 
improve solution quality compared to a sequential opti-
misation through an interconnection and information 
exchange between subproblems (Jiang et al. 2022). The 
resulting integrative approach is able to identify a collec-
tively optimised solution and offer companies a compre-
hensive support to integrate various decision problems in 
order to transfer theoretical power to practical use (Ale-
mao et al. 2022). This is necessary for modern scheduling 
solutions (Dauzère-Pérès et al. 2024; Parente et al. 2020).

General overview of the architecture

The baseline architecture is divided into several mod-
ules as shown in Figure 2. This enables easier adaption 
not only to different companies and production system 
requirements, but also easier adaption of individual mod-
ules in case functional changes may be necessary in the 
future (Behrendt et al. 2023). Additionally, the neces-
sary abstraction and standardisation associated with such 
modular architecture avoids the use of proprietary inter-
faces and connectors potentially alleviating the necessity 
to adapt the software and, thus, reducing the cost asso-
ciated with using such software (Harjunkoski and Bauer 
2014). As such the framework can be positioned close 
to so-called ‘operation standard software’ with standard 
components, clear documentations and lower cost than 
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Figure 2. Modules of SMAS and its interconnections.

company-specific developments (Damsgaard and Karls-
bjerg 2010; Venters et al. 2018).

A description of a preliminary version of the frame-
work, herein referred to as SMAS (Scalable and Modu-
lar Architecture for Intelligent Scheduling), can also be 
found in (Hermann et al. 2025). The basic structure of 
the architecture consists of the AAS-Middleware for stan-
dardised modelling and representation of data; the Graph 
Modeler (GM), which models the scheduling problem as 
a heterogeneous graph; the State Modeler (SM), which 
translates the graph into embeddings using a graph neu-
ral network; the RL-Scheduler, which uses a RL agent to 
determine a probability distribution for the next possi-
ble actions; and the event-based (, discrete material flow) 
simulation, which maps the uncertainties and executes 
the actions. In the proposed architecture, the scheduling 
functionality itself is implemented as a service on top of 
the AAS middleware. This service-oriented design allows 
the scheduling modules to operate on a standardised data 
basis and is intended to ensure interoperability between 
heterogeneous systems, interfaces, and production envi-
ronments.

The main purpose of the architecture is to determine a 
production schedule (in the form of operation sequences 
for each individual machine) through successively deter-
mining the most appropriate action at each decision 
point. Decision points are points in time on which an 
operation can potentially be assigned onto a machine, 
either determined through simulation or requests from 
the physical production system. The specific modules are 
further described in the following sections.

AAS-middleware

The physical production system and its digital counter-
part, a standardised data model realised through (AAS), 
constitute the foundation of the architecture. The phys-
ical system serves as the starting point of the process 
and provides real-time data on job status, machine con-
ditions, and other control-relevant information. As dis-
cussed above, insufficient integration of existing systems 
and data can significantly hinder, or even prevent, the 
implementation of novel concepts. For many companies, 
this lack of integration capability remains one of the main 
reasons why AI-based solutions have so far only been 
adopted to a limited extent (Oluyisola et al. 2022).

To address this issue, the approach builds on the con-
cept of the AAS, which has been established in the con-
text of the German Industry 4.0 strategy as a means of 
enabling efficient integration of heterogeneous machines 
and system components. As a vendor-independent 
framework, AAS provides a modular abstraction of 
machines, equipment, and other production assets and 
defines standardised requirements for accessing their ser-
vices and data. Owing to this standardised structure, AAS 
has proven applicable beyond purely production-related 
use cases and offers a suitable basis for interoperable 
system design (J. Zhang et al. 2025).

In the present approach, the use of AAS enables the 
abstraction of the real production system in a form 
that is sufficiently standardised for a modular architec-
ture while still allowing the formulation of application-
oriented requirements for real factory environments. The 
AAS acts as a middleware in this scenario allowing het-
erogeneous physical components to offer unified digital 
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Figure 3. Used entities from SDM reference data model including its AAS components for creating scheduling problem instances.

interfaces. This separation supports system-independent 
analysis and development and thereby increases the flex-
ibility of the overall approach while reducing restrictions 
with respect to the specific design of the underlying 
production environment.

Within the AAS the physical production resources 
and system parts are modelled using a combination 
of ‘Product-Process-Resource’- or PPR-model as well 
as an implementation of the AAS from the pack-
age https://pypi.org/project/sdm-reference-model/. The 
PPR-model is a way of modelling production systems 
based on the distinction between products, processes and 
resources in order to manage modularity in modern sys-
tems. A product ‘denotes a final or intermediate product 
type’ with processes being used to represent changes to 
a product during production (Pfrommer, Schleipen, and 
Beyerer 2013). Resources then ‘execute processes and 
handle products’.

This model is aligned with the ISA-95 and ISA-88 
standards, which ensures compatibility with established 
hierarchical structures and production system modelling 
principles. ISA-95 defines the hierarchical structure of 
production systems, including levels such as enterprise, 
site, area, work centre, and workstation. ISA-88, in con-
trast, focuses on batch control and provides a foundation 
for process modelling (Vegetti and Henning 2014). Based 
on the standard frameworks mentioned above, the data 

points relevant for scheduling can now be integrated into 
a respective AAS, as shown in Figure 3.

The FJSSP instances, in form of diverse Product AAS 
(P), are then represented by a Process AAS (P), executable 
operations by Procedure AASs, and eligible resources by 
Resource AAS (R). Process-step identifiers in the Process 
AAS define the precedence structure, while their seman-
tic requirements are specified through process_attributes. 
Suitable procedures are determined by semantic match-
ing, and feasible resources are assigned explicitly through 
capabilities.procedure_ids. Hence, the resulting mapping 
is process step → procedure(s) → resource(s), which 
provides a compact and flexible AAS-based representa-
tion of FJSSP structure and resource alternatives.

Graph Modeler

The data provided by the AAS middleware is subse-
quently transferred to the GM, which introduces an addi-
tional abstraction layer between the physical system and 
its virtual representation. In close interaction with the 
simulation module, the GM transforms the scheduling 
problem into a heterogeneous graph that stores decision-
relevant information in a compact and structured form. 
This representation provides a simple, extensible, and 
scalable basis for modelling the problem and consists of 
distinct node types for machines and operations, each 
with potentially different but systematically structured 

https://pypi.org/project/sdm-reference-model/
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Figure 4. Transformation process from the data of AAS middleware layer to graph representations of scheduling problems that is 
performed in the GM module.

feature sets (C. Zhang et al. 2019; Rui et al. 2024; W. Song 
et al. 2023).

As illustrated in Figure 4, the transformation from 
the AAS-based data model to the scheduling graph is 
performed in several steps. First, product information 
is mapped to the corresponding process description, 
which enables the instantiation of job-specific operation 
nodes. Second, the sequence information contained in 
the process model is used to derive the technological 
precedence relations between operations. Third, process-
specific attributes are semantically matched with proce-
dure descriptions in order to assign relevant operation 
features. Fourth, the procedures are allocated to eligi-
ble resources based on capability information, resulting 
in feasible machine–operation relations and correspond-
ing machine node attributes. Finally, processing times 
are assigned from the time model and transferred to the 
graph as edge weights. In this way, the semantically struc-
tured AAS representation is converted into a scheduling-
specific graph structure that can be consistently used by 
the simulation, the SM, and the RL-Scheduler.

To satisfy the Markov property, the graph contains 
all information relevant for decision-making at a given 
scheduling instant. This is achieved through state aug-
mentation, which extends static machine and operation 
attributes with dynamic information updated after each 
decision. These dynamic features include, for example, 
the current status of machines and operations as well as 
the remaining processing time of unfinished operations. 
Additional node features capture further system charac-
teristics, such as reliability-related information. To ensure 

comparability across heterogeneous features, all numer-
ical values are normalised using min–max scaling to the 
interval [0,1].

State Modeler

The next component of the architecture is the SM. A fun-
damental challenge in applying the machine learning and 
RL methods lies in their limited ability to process inputs 
of variable size (Liu, Piplani, and Toro 2022; L. Zhang 
et al. 2023). Although the graph representation already 
provides a unified description of the underlying schedul-
ing problem, its size may still vary depending on the 
production system and the number of jobs considered. 
For subsequent processing, the graph must therefore be 
transformed into a representation of fixed dimension. 
Existing approaches to this problem often rely on selected 
summary indicators or on restricting the problem to a 
predefined maximum size (Bezoui et al. 2024; Felder et al. 
2023; Kuhnle et al. 2021). However, such simplifications 
may reduce the expressive power of the representation 
and thereby impair decision quality (Y. Zhao, Luo, and 
Zhang 2024).

For this reason, the present work adopts a separate 
SM component. Its purpose is to encode the informa-
tion contained in heterogeneous scheduling graphs into 
compact and informative vector embeddings while pre-
serving as much problem-specific structure as possible. 
The SM is implemented as an adapted heterogeneous 
graph neural network based on (C. Zhang et al. 2019). 
The selected model architecture is particularly suitable in 
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Figure 5. Transformation of the heterogeneous graph in embeddings through a HetGNN.

the present context because it explicitly supports hetero-
geneous node sets, here corresponding to machines and 
operations, and further allows self-supervised learning. 
As a result, the model can identify and exploit relevant 
structural relationships in the data without relying on 
manually specified target labels that may bias the learning 
process. To account more explicitly for the importance 
of processing times in scheduling, the model is extended 
such that these are incorporated into the weighting of 
node information during representation learning.

To obtain a common latent representation for hetero-
geneous node information, the different input types are 
first processed separately due to their potentially varying 
feature sets. Categorical inputs, such as node identities or 
discrete structural indicators, are mapped by embedding 
layers, while numerical attributes are projected into the 
same latent space by Long Short-Term Memory (LSTM) 
layers. After this pre-aggregation step, all generated vec-
tors have a common dimensionality and can be processed 
jointly by the aggregation layers visualised in Figure 5.

In the baseline formulation from (C. Zhang et al. 
2019), the representation of a node v is obtained by 
aggregating the representations of the elements i ∈ Cv
through bidirectional LSTM layers. Formally, the node 
embedding is given by

f (v) =
1
|Cv|

∑︂
i∈Cv

(
−−−→
LSTM(f (xi, θi))||

←−−−
LSTM(f (xi, θi)),

where Cv denotes the set of node features or intermedi-
ate node representations associated with node v. f (xi, θi)
denotes the transformed input representation of element 
i and || denotes vector concatenation. The bidirectional 
processing allows the model to capture dependencies 
among the aggregated elements in both directions, while 

the averaging operation produces a fixed-length embed-
ding independent of the local neighbourhood size.

However, the aggregation mechanism is modified in 
the present work in order to better reflect the specific 
characteristics of the scheduling graph. In contrast to 
the graph settings considered in prior work, the problem 
instances addressed here are substantially smaller and 
structurally more specialised. Moreover, the neighbour-
hood relations in the scheduling graph are not only deter-
mined by topology, but also by edge-specific information 
that carries operational meaning. For this reason, the use 
of randomly sampled walk-based neighbours is replaced 
by a complete aggregation over all adjacent neighbours of 
a node. The aggregation is therefore reformulated as

f (v) =
∑︂
i∈Nv

wi(
−−−→
LSTM(f (xi, θi))||

←−−−
LSTM(f (xi, θi))),

with

wi =
1
gv,i
∗

1∑︁
j∈Nv

1
gv,j

,

Nv = {u ∈ V|AZvu = 1}

Here, Nv denotes the set of nodes adjacent to node v, 
identified by the adjacency matrix AZ, and gv,i repre-
sents the edge weight between nodes v and i. Through 
this weighting scheme, neighbours connected via smaller 
edge weights exert a stronger influence on the result-
ing node embedding due to potentially lower impact of 
this node combination on final target functions to be 
minimised. This allows the SM to account not only for 
structural adjacency, but also for problem-specific dif-
ferences in the strength or relevance of individual node 
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relations. As a result, the learned representation better 
reflects the operational characteristics of the scheduling 
problem than a purely topology-based aggregation.

The learning objective encourages similar representa-
tions for nodes that are structurally related, while repre-
sentations of unrelated nodes are pushed apart. This con-
trastive learning principle enables the network to capture 
relational information from the graph without requiring 
explicit supervisory labels for each node. During train-
ing, the model parameters are optimised by backprop-
agation such that the latent representations increasingly 
reflect the structural patterns that are relevant for the later 
control task.

Overall, the proposed SM combines heterogeneous 
node attributes, graph topology, and edge-specific rela-
tional information in a unified neural representation 
model. By extending the original aggregation scheme 
towards a complete and weighted neighbourhood aggre-
gation, the module generates richer and more problem-
appropriate node embeddings. These embeddings form 
the basis for the subsequent decision-making process and 
thus represent an essential link between the graph-based 
state description and the learning-based control of the 
production system.

Event-based simulation

The simulation model enables a digital representation 
of the production system and thereby allows production 
runs to be simulated independently of the real system, in 
this case for training and inference runs of the developed 
RL agent.

A key design decision in this context concerns the 
definition of the control points at which scheduling deci-
sions are generated. In the present work, a discrete event-
based simulation (DES) was chosen, as the focus lies 
on discrete manufacturing environments. Such systems 
are typically characterised by discrete state transitions in 
practice, for instance from processing to idle states, which 
makes DES a natural and efficient modelling choice.

To make the setting used for RL explicit, the inter-
action between the discrete-event simulation and the 
RL-Scheduler is formalised as a Markov decision process 
(MDP) defined over the event timeline of the simula-
tion. The MDP is characterised by its decision points, 
state representation, action space, transition dynamics, 
and reward signal, which are specified as follows.

Decision points. A scheduling decision is requested 
at the initial simulation time and, thereafter, only when 
an event occurs that may require an adaptation of the 
schedule. In the baseline setting these events comprise: 

• the completion of one or more operations,

• machine failures
• the completion of repair processes

Between two consecutive decision points the simu-
lation advances to the next triggering event, so that no 
computation is spent on time steps at which no decision 
is required.

State. At each decision point the environment exposes 
a fixed-dimensional latent state vector produced by 
the SM. It combines a static embedding of the overall 
scheduling instance, embeddings of the currently feasi-
ble actions, and the current simulation time stamp, as 
described in the SM chapter.

Action space. The action space consists of all feasible 
machine–operation assignments that satisfy the techno-
logical and operational constraints active at the current 
decision point, complemented by a no-operation alterna-
tive for cases in which no immediate (re-)assignment is 
beneficial.

Transition dynamics and uncertainty. Given the 
selected action, the environment applies the correspond-
ing assignment and advances the simulation to the next 
event. Processing times are treated as deterministic, 
whereas disruptions are modelled stochastically: times to 
failure follow a Weibull distribution (MTBF) and repair 
durations a clipped Gaussian distribution (MTTR). The 
resulting next state is therefore governed jointly by the 
deterministic progression of assigned operations and by 
the stochastic breakdown and recovery behaviour of the 
resources.

Reward. After each transition the agent receives a 
scalar reward that combines a dense intermediate signal 
with a terminal schedule-level evaluation, as specified in 
the reward-function description below.

RL-Scheduler

The RL-Scheduler constitutes the central decision-
making component of the proposed approach, as it deter-
mines which feasible scheduling action should be exe-
cuted at each decision point. Its main purpose is to map 
the current production state to a suitable machine–oper-
ation assignment while accounting for the sequential 
and dynamic nature of the scheduling problem. In con-
trast to static scheduling procedures, the RL-Scheduler 
is designed to operate under continuously changing sys-
tem conditions and to generate decisions online during 
the course of production. To this end, it is embedded 
in a RL framework that enables the agent to improve its 
policy through repeated interaction with the simulation 
environment.

From a functional perspective, the RL-Scheduler 
receives the current system state as input together with 
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Figure 6. State-space representation of the proposed scheduling 
approach, combining embeddings of feasible actions at the cur-
rent time step with a static embedding of the overall scheduling 
instance and the current time stamp.

the set of admissible actions, visualised in Figure 6. The 
state representation is provided by the upstream mod-
elling components and contains the information required 
for decision-making at the respective scheduling instant 
and is always the same in its dimensionality due to the 
uniform vector magnitude. The action space consists 
of all feasible machine–operation assignments that sat-
isfy the technological and operational constraints of the 
system. In addition, the action set may include a no-
action alternative if no immediate reassignment is ben-
eficial or required. It should be noted that the number 
of feasible actions may vary across decision points. To 
ensure applicability across different scheduling problems, 
the present approach therefore adopts a commonly used 
strategy for modelling variable action spaces (Kool, van 
Hoof, and Welling 2018; P. Song et al. 2025). Specifi-
cally, feasible actions are processed sequentially as inputs 
to the network, which computes an individual score for 
each action. This formulation ensures that action selec-
tion is restricted to valid decisions and that the agent 
always operates within the feasible solution space of the 
scheduling problem.

To process this information, the scheduler is imple-
mented as a neural policy model following the PPO 
paradigm featuring an actor–critic architecture. This 
design is chosen because it combines direct policy learn-
ing with a value-based estimate of long-term decision 
quality, which improves optimisation stability in sequen-
tial control problems. More specifically, the actor network 
maps the input state to a numerical preference for each 
admissible action, whereas the critic network estimates 
the expected return associated with the current state. 
The actor is therefore responsible for action selection, 
while the critic provides an additional learning signal that 
supports stable and sample-efficient policy improvement.

Formally, let st denote the system state at decision 
point t, and let A(st) denote the set of feasible actions 
in this state. The actor network produces for each action 
a ∈ A(st) a scalar output zat , which can be interpreted 
as an unnormalised action score or logit. These logits 
are transformed into a probability distribution over the 

feasible actions by means of the softmax function:

πθ (a|st) =
exp(zat )∑︁

a′∈A(st) exp(z
a′
t )

, a ∈ A(st),

where πθ (a|st) denotes the probability of selecting action 
a in state st under policy parameters θ . This transfor-
mation serves two important purposes. First, it converts 
the raw network outputs into normalised probabilities, 
which allows the model to compare admissible alterna-
tives on a common scale. Second, it enables stochastic 
action selection during training, which supports explo-
ration of the action space and helps the agent avoid pre-
mature convergence to suboptimal scheduling policies. 
In application mode, the learned policy can then be used 
either stochastically or by selecting the action with the 
highest probability.

The critic network complements this mechanism by 
estimating the state value function Vφ(st), parameterised 
by φ, which approximates the expected cumulative return 
starting from system state st . This estimate is used dur-
ing training to evaluate how favourable a state is under 
the current policy and to compute the advantage of 
selected actions. In the present scheduling setting, this 
estimate reflects how favourable the current configura-
tion of machine loads, waiting operations, and remaining 
processing structure is under the learned policy. The 
critic thus provides a baseline against which the qual-
ity of a selected dispatching decision can be assessed. It 
is trained by minimising the discrepancy between pre-
dicted values and empirical return estimates by means of 
the loss

LCRIT(φ) = Êt[(Vφ(st)− R̂t)
2]

where R̂t denotes the return estimate associated with 
state st . This value-based baseline is used to compute the 
advantage

Ât = R̂t − Vφ(st),

which indicates whether a selected scheduling action 
performed better or worse than expected given the cur-
rent state. In operational terms, the critic therefore helps 
distinguish between generally favourable states and gen-
uinely beneficial scheduling decisions within those states.

The scheduler is trained using Proximal Policy Opti-
misation (PPO), which is adopted because of its robust-
ness, good empirical performance, and stable update 
behaviour in high-dimensional sequential decision prob-
lems. PPO updates the policy by maximising a clipped 
surrogate objective that restricts excessively large policy 
changes between successive iterations. This is particu-
larly beneficial in the present setting, as the scheduling 
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environment is highly dynamic and unstable updates 
may otherwise lead to deteriorating performance. The 
corresponding objective can be written as

LCLIP(θ) = Êt[min(rt(θ)Ât , clip(rt(θ), 1− ε, 1+ ε)Ât)],

with

rt(θ) =
πθ (at|st)

πθold(at|st)

where Ât denotes the estimated advantage at time step 
t, θold are the policy parameters before the update, 
and ε is a clipping parameter that limits the update 
range. In the scheduling case, this restriction is ben-
eficial because it prevents abrupt changes in dispatch-
ing behaviour between successive training iterations and 
thereby reduces the risk of unstable or erratic learning 
dynamics.

In addition to the clipped policy objective and the 
critic loss, training also includes an entropy-based reg-
ularisation term. The rationale behind this component 
is that the scheduler should not collapse too early to 
a narrow set of apparently favourable scheduling rules, 
especially in environments with heterogeneous jobs and 
flexible machine eligibility where the local preference for 
one machine–operation assignment may later prove infe-
rior once congestion, blocking, or precedence-induced 
side effects emerge. The entropy bonus therefore sup-
ports broader exploration of alternative scheduling pat-
terns before the policy becomes more concentrated by 
pushing the individual probabilities of actions to be more 
uniform. The entropy H of the action distribution is 
given by

H(πθ (·|st)) = −
∑︂

a∈A(st)

πθ (a|st) logπθ (a|st),

and encourages the policy to maintain sufficient diversity 
in the selection of feasible actions during training.

Accordingly, the overall optimisation objective com-
bines actor improvement, critic learning, and entropy 
regularisation, for example in the form

LPPO(θ ,φ) = LCLIP(θ)− αLCRIT(φ)

+ βÊt[H(πθ (·|st))],

where α and β control the relative influence of value 
learning and entropy regularisation.

Training is carried out through repeated rollouts in 
the simulation environment. During each episode, the 
scheduler successively observes production states, selects 
feasible dispatching actions, triggers the resulting sys-
tem transitions, and receives reward signals reflecting the 

quality of the emerging schedule. The collected trajecto-
ries are then used to estimate returns and advantages and 
to update the actor and critic over multiple optimisation 
epochs. This repeated interaction enables the scheduler 
to gradually learn decision patterns that are beneficial not 
only at the level of individual assignments but also with 
respect to the overall system objective.

Reward design represents a central element of the 
proposed RL approach, as it defines how the quality of 
scheduling decisions is communicated to the agent dur-
ing training. In contrast to supervised learning, where 
desired outputs are directly available, the agent in the 
present setting must infer suitable dispatching behaviour 
from scalar feedback signals that evaluate the conse-
quences of its actions. The purpose of the reward func-
tion is therefore not to replace the actual scheduling 
objective, but to provide a dense learning signal that 
guides the agent towards policies that improve system 
performance over time. In dynamic production schedul-
ing, this design task is particularly important because the 
impact of an individual dispatching decision often only 
becomes visible through its interaction with subsequent 
decisions and later system states. As already noted, the 
agent seeks to maximise the cumulative reward collected 
over the course of an episode. This objective can generally 
be expressed as

Repisode =
T∑︂
t=1

γ t−1Rat + γ TRfinal,

where Rat  denotes the reward assigned to action at at 
decision point t, Rfinal denotes an additional terminal 
reward at the end of the episode, T is the number of 
decision points, and γ  is the discount factor. This formu-
lation reflects the sequential structure of the scheduling 
problem by combining immediate decision-level feed-
back with a final assessment of the resulting schedule. 
The discount factor determines the relative importance of 
near-term and future rewards and thereby influences how 
strongly the agent values later consequences of current 
scheduling choices.

Overall, the RL-Scheduler provides a flexible and 
adaptive decision mechanism for dynamic production 
scheduling. By combining a learned state representa-
tion with a PPO-based actor–critic architecture, the 
module is able to evaluate feasible alternatives, gen-
erate probabilistic action preferences via softmax, and 
improve its policy through repeated interaction with 
the environment. It thus forms the core control com-
ponent of the proposed approach and establishes the 
connection between the graph-based state description 
and the final scheduling decisions executed in the
system.
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Enhancing SMAS

As outlined above, SMAS is intended to serve as a 
generic, modular, and scalable architecture for schedul-
ing applications. To demonstrate this flexibility, the fol-
lowing sections integrate setup dependencies, work-
force scheduling, maintenance scheduling, and addi-
tional system-specific aspects into the proposed architec-
ture, which results in the problem modelling shown in 
Figure 7. The integration of these factors results in the 
creation of an integrated schedule.

Set up sequencing

To account for setup dependencies within SMAS, the 
existing information flow is extended by machine and 
operation related setup-groups and integrated into the 
established processing sequence of the architecture. At 
the level of the AAS-based data representation, this 
includes the current setup state of each machine, the 
setup requirement associated with an operation, and 
the corresponding setup time. The reference model 
already includes the procedure type SETUP, which allows 
setup activities to be modelled as dedicated procedures. 
In addition, setup-related distinctions can be encoded 
semantically through process_attributes, using the exist-
ing structure of attribute_carrier, general_attribute, pred-
icate_type and attribute_value. Resource-specific exe-
cutability can then be linked via procedures_ids in the 
capabilities model.

These attributes are transferred to the GM together 
with the remaining technological and operational
information and represented as additional machine- 

and operation-related node features within the hetero-
geneous scheduling graph. As a result, setup-related 
information becomes part of the same graph-based rep-
resentation that already captures precedence relations, 
machine eligibility, processing times, and dynamic status 
information.

The SM processes this augmented graph together 
with the remaining node attributes and edge rela-
tions to derive the state representation at each decision 
point. Since the current setup state of each machine is 
included as dynamic information, the resulting state con-
tains the information required to determine whether a 
machine–operation assignment involves an additional 
setup process. More specifically, setup time is added 
whenever the current setup state of the selected machine 
differs from the setup requirement of the assigned opera-
tion. This additional time component is then considered 
together with the remaining technological and opera-
tional constraints during the determination of feasible 
actions.

Within the event-based simulation, setup is repre-
sented explicitly as a process phase preceding the actual 
machining step. During this phase, the corresponding 
machine is blocked for the required setup duration before 
processing can start. After completion of the setup pro-
cess, the setup state of the machine is updated in the graph 
and thereby made available for subsequent scheduling 
decisions in the same way as the other dynamic system 
attributes.

Figure 7. Graph-based modelling of the integrated scheduling problem, comprising the heterogeneous problem graph (left) and the 
dynamic node features of operation, maintenance, machine, and workforce nodes (right), distinguishing SMAS standard features from 
the proposed extensions.
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Maintenance scheduling

Maintenance can be modelled using existing procedure-
related elements of the SDM reference model. In 
particular, the enumeration of procedure types already 
includes MAINTENANCE, allowing maintenance activ-
ities to be described as dedicated procedures. Their dura-
tion can be specified through the existing TimeModel, 
while current resource states can be represented via 
ResourceStatus using status and status_start. To support 
maintenance-aware scheduling, the reference model is 
extended at the Resource level by a dedicated reliability-
related submodel. The existing model already provides 
general resource information, executable procedures, 
and a current resource status through ResourceInforma-
tion, Capabilities.procedures_ids, and ResourceConfigu-
ration.status, while maintenance activities themselves are 
already represented via ProcedureTypeEnum.MAINTE-
NANCE and a corresponding TimeModel. The extension 
therefore adds explicit reliability indicators, in particular 
mean_time_between_failure and mean_time_to_repair, 
and may further include distribution-based parameters 
for failure and repair processes. In this way, the exist-
ing procedure-oriented maintenance representation is 
complemented by a condition- and reliability-oriented 
description that can be used directly for maintenance 
planning, simulation, and scheduling.

To enhance the FJSSP within a realistic simulation 
environment, maintenance operations are included to 
build a stable learning environment. As maintenance 
operations are essentially treated as jobs, they are mod-
elled in a consistent way to maintain system integrity.

An additional binary feature was created within the 
operation node to separate order-related tasks from 
actual maintenance. This feature is an essential part of 
the feature engineering for the HetGNN to encode the 
specific priority and rigidity of these tasks. In this sce-
nario, regular characteristics must be adapted, as mainte-
nance cannot be assigned to alternative machines unlike 
normal operations. Consequently, the maintenance flag 
is checked during initialisation, and if active, the logic 
for finding alternative machines is skipped to enforce a 
fixed resource allocation. Additionally, these tasks always 
require the presence of one worker. The setup time from 
normal operations acts as a placeholder for the mainte-
nance duration, as this specification is independent of 
quantity, while the process time is set to a dummy value 
of one second to ensure simulation stability. Adjacent 
to this, upper limits ensure that the simulation is not 
negatively influenced by outlier data.

Energy awareness

Energy-related information can be represented using 
existing elements of the SDM reference model. At 
the resource level, the energy_interfaces submodel 
already provides attributes such as nominal_power_
consumption, peak_power_consumption, and standby_
power_consumption, which can be used to describe 
machine-related energy demand.

To account for energy-related aspects within the base-
line SMAS architecture, the GM is extended such that 
the scheduling graph captures not only technological and 
resource-related information, but also energy-relevant 
system characteristics. While the basic heterogeneous 
graph still consists of machine and operation nodes, the 
associated feature sets are enriched by energy-related 
attributes. In particular, machine nodes include the fea-
tures of processing-related and idle-state energy demand, 
whereas edge attributes continue to represent machine-
specific processing times and thereby preserve the rela-
tion between temporal and energy-relevant execution 
characteristics.

The state description is extended by additional infor-
mation that reflects the current system-wide energy con-
text. The state-vector structure is extended by an addi-
tional energy-prediction vector. This vector provides 
external information relevant to energy-aware schedul-
ing, such as predicted price developments or expected 
energy availability over future periods in form of an 
energy cost vector with respect to the time.

The simulation environment is likewise extended to 
reflect the energy-aware decision context. As in the base-
line architecture, the production system is modelled as 
a discrete-event simulation, but the event logic is aug-
mented by energy-related state changes. In particular, a 
new decision point is added: 

• changes in the external energy situation, due to time-
varying electricity prices

The reward function of the RL-Scheduler is extended by 
an additional energy-cost component in order to rep-
resent the scheduling problem as a bi-criteria optimisa-
tion task. In this way, the agent is encouraged to learn 
decision policies that not only improve conventional pro-
duction objectives, but also respond to time-dependent 
energy conditions in form of the energy costs of predicted 
schedules.

Workforce scheduling

For workforce-aware scheduling, the reference model is 
extended at the Resource level by a dedicated tempo-
ral availability submodel for human resources. While the 
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current model already contains general resource descrip-
tors such as name, production_level, resource_type, and 
status, and links executable activities indirectly through 
procedures_ids, it does not yet represent workforce-
specific temporal information explicitly. The exten-
sion therefore introduces attributes such as shift_start, 
shift_end, break_start_times and break_end_times. This 
preserves the existing resource-centric structure of the 
reference model while making it directly applicable to 
workforce-integrated scheduling.

A key extension of the GM is the inclusion of work-
force nodes in the instance graph alongside machine and 
operation nodes. In addition, edges between operation 
and workforce nodes are introduced to encode qualifi-
cation relationships and setup-related information. This 
graph extension provides the structural basis for ensuring 
that the RL agent only considers feasible combinations 
of operations, machines, and qualified workers. To con-
sistently integrate workforce-related information into the 
graph representation, the adjacency and neighbourhood 
structures are further adapted, including the computa-
tion of Katz centrality and the derivation of neighbour-
hood lists. As a result, workforce-specific relations are 
incorporated not only formally but also functionally into 
the graph-based scheduling model and can be treated 
equivalently to machine-related information in subse-
quent modelling and decision-making steps.

In the extended target system, the SM processes 
workforce-specific features in addition to machine and 
operation information and integrates them into the 
neural aggregation mechanism. To this end, dedicated 
embedding layers for workforce nodes are implemented 
within the HetGNN. At the same time, the neighbour-
hood logic is extended such that workforce-related infor-
mation directly contributes to the embeddings of oper-
ations and thereby becomes part of the decision basis. 
Particular attention is paid to the consistency of data 
fusion. Workforce, machine, and operation information 
are processed jointly in a unified representation without 
introducing redundancy or losing relevant information. 
The result is a comprehensive state description that cap-
tures all relevant resource types and enables the agent 
to make scheduling decisions that explicitly account for 
workforce dependencies.

In the extended system, the simulation model is aug-
mented by additional functions for modelling human 
resources. These include, in particular, the management 
of workforce states such as breaks, shift endings, and 
worker availability, all of which are dynamically updated 
during the simulation. A central function of the simu-
lation is the synchronisation of machine and workforce 
availability. An operation can only be scheduled if both 
resource types are available at the same time and the 

assigned worker possesses the required qualification. The 
event logic is further extended by the mechanisms of shift 
changes and staggered break structures, which improve 
the realism of the production dynamics. In addition, 
the reward design is adapted to avoid undesirable states 
such as workforce-related deadlocks, without explicitly 
incorporating broader social criteria such as worker sat-
isfaction or fatigue into the optimisation objective. Over-
all, the simulation environment captures the close inter-
dependence between machine and workforce capacities 
and thus enables a more realistic assessment of complex 
scheduling decisions.

The original binary assignment mechanism of the 
RL-Scheduler between operation and machine is thus 
extended to a ternary decision structure comprising 
operation, machine, and workforce. To process this 
enlarged action space, the underlying actor–critic net-
works are functionally adapted, in particular by integrat-
ing additional workforce embeddings into the decision 
process. The objective is to learn policies that system-
atically account for workforce-related constraints while 
simultaneously avoiding infeasible allocations and dead-
lock situations.

Integration of enhanced SMAS at machinery 
manufacturer

A real-world industrial case is considered to demon-
strate the applicability and potential of the proposed 
dynamic scheduling approach. The case company is a 
German medium-sized machine tool manufacturer that 
produces woodworking machinery. The overall produc-
tion is divided into manufacturing and assembly, with the 
focus of this study on the manufacturing domain.

The manufacturing system can be described as a flexi-
ble job shop environment with heterogeneous resources. 
The shop floor consists of 59 manufacturing machines, 
like automatic sawing machines, welding stations, blast-
ing machines, CNC machines for large-scale components 
such as machine beds, 3-axis milling machines, 5-axis 
milling machines, turning machines, sheet-metal pro-
cessing machines, and a painting line. In addition to these 
machine-based operations, manual finishing steps such 
as deburring are required and must be integrated into 
the scheduling process. On average, about 400 operations 
are executed per shift. Around 70 percent of produc-
tion orders involve small batch sizes between one and 
five units, with strongly varying processing times, setup 
times, and operation sequences. The workforce of the 
manufacturing system is made up of 39 employees, each 
with different qualifications.
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Integration of relevant data in middleware

To illustrate the data integration process, one representa-
tive order is used throughout the example. In the order 
data from SAP, order 8002145130 contains two oper-
ations. The first operation lists three alternative CNC 
machines for large components, namely Uniport 7000, 
Uniport 6000 and Uniport 6000 Pendel with an equal set-
up and processing time. The second operation has one 
executable alternative machine for painting large com-
ponents with a respective set-up and processing time. 
In the SDM reference structure, this order is first rep-
resented as a Product AAS with the identifier prod-
uct_8002145130. Its routing is represented by the cor-
responding Process AAS process_8002145130, whose 
ordered process sequence consists of the two logical 
operations op_8002145130_10 and op_8002145130_15. 
The product-specific fields job, material number, and 
the ordered operation numbers from the operation field 
therefore define the basic Product–Process structure of 
the instance.

The crucial transformation from the Process AAS to 
the Procedure AAS is performed at the level of each oper-
ation in the process sequence. For every operation node 
contained in process_8002145130, the entry of the order 
data alternative machines is parsed first. In the present 
example, operation op_8002145130_10 generates three 
executable Procedure AAS objects: procedure_800214
5130_10_uniport7000, procedure_8002145130_10_uni-
port6000, and procedure_8002145130_10_uniport6000_
pendel. Each of these procedures inherits the same 
logical operation identity from the Process AAS, but 
differs in the assigned resource and therefore repre-
sents one concrete execution alternative. The machine-
specific values are transferred into the procedure-level 
time_model, with their setup time and processing time 
as explicit procedure parameters. Analogously, operation 
op_8002145130_15 generates the single procedure pro-
cedure_8002145130_15_paint_job_large. In this way, the 
Process AAS defines the logical job structure, whereas the 
Procedure AAS instantiates the executable alternatives of 
each process step.

The machine resources are then created from the 
workplace and MES information. For the present 
case, the Resource AAS objects resource_machine_uni-
port7000, resource_machine_uniport6000, resource_
machine_uniport6000_pendel, and resource_paint_job_
large are instantiated. Their procedural capabilities 
are represented through procedures_ids, for example 
resource_machine_uniport7000.procedures_ids = [pr
ocedure_8002145130_10_uniport7000] and resource_
machine_paint_job_large.procedures_ids = [procedure
_8002145130_15_paint_job_large]. The MES records are 

used to populate execution history and resource state 
information. In addition, maintenance-related parame-
ters are attached to the machine resources via the reliabil-
ity extension. For example, the MES data reports regard-
ing the MTBF/MTTR for an Uniport machine the values 
Mean Time Between Failure = 51.553663 h and Mean 
Time to Repair = 5.026473 h, which are assigned to the 
corresponding resource as mean_time_between_failure 
and mean_time_to_repair.

The workforce resources are created directly from a 
qualification matrix excel sheet. Each row in that sheet 
becomes one human-resource Resource AAS. Accord-
ingly, a respective resource resource_worker_WF12 is 
created and receives the executable procedure refer-
ences procedure_8002145130_10_uniport7000, proce-
dure_8002145130_10_uniport6000, and procedure_800
2145130_10_uniport6000_pendel in its procedures_ids.

Finally, the graph instance is derived directly from 
these AAS objects. The ordered operations from the Pro-
cess AAS become the operation nodes op_8002145130_
10 and op_8002145130_15, connected by one prece-
dence edge. The machine resources become machine 
nodes, and the workforce resources become workforce 
nodes. Machine–operation edges are generated from 
the procedure assignments of the machine resources, 
and workforce–operation edges are generated from 
the worker-specific procedures_ids. For the present 
case, this yields three feasible machine–operation edges 
for operation 10, one machine–operation edge for 
operation 15, three workforce–operation edges from 
resource_worker_WF12-type resources to operation 10, 
and one workforce–operation edge from resource_worke
r_WF31-type resources to operation 15. In this way, the 
raw order file defines the logical routing and executable 
alternatives, the MES data provide execution- and state-
related machine information, the reliability workbook 
adds maintenance-related parameters, and the qualifica-
tion matrix generates the workforce resources required 
for workforce-aware scheduling.

The energy model reuses the machine-level attributes 
already provided by the EnergyInterface Submodel Ele-
ment Collection of the SDM reference model, namely 
nominal, peak, and standby power consumption. For 
scheduling, each machine is characterised by a pro-
ductive power demand that applies while an operation 
is being processed and by a reduced idle or standby 
demand that applies during non-productive states such 
as maintenance. External conditions are represented by 
a time-resolved electricity-price vector that specifies the 
price for each period over the considered horizon and is 
exposed to the agent through the energy-prediction vec-
tor of the state. The energy cost of an individual action is 
obtained by weighting the power demand of the selected 
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machine over the duration of the action with the elec-
tricity price prevailing in each covered period, i.e. by 
summing the price over the action window and mul-
tiplying it by the machine’s power demand. The total 
energy consumption of a completed schedule is the sum 
of these action-level contributions over the entire rollout, 
so that both the timing of an action and the choice of 
executing machine jointly determine the realised energy 
consumption.

The mapping is set up once and then only needs to be 
expanded if new factors need to be taken into account for 
scheduling.

Training and evaluation State Modeler

For the industrial case considered in this study, the SM 
had to encode production states of a highly heteroge-
neous manufacturing environment rather than abstract 
benchmark graphs. In practical terms, the model had 
to distinguish between scheduling situations in which 
several interchangeable resources were available for one 
operation and situations in which downstream process-
ing was effectively tied to a single bottleneck resource. 
This becomes particularly relevant in the present use case 
because many machining operations can be routed flexi-
bly across several eligible machines, whereas downstream 
steps such as painting are much more restrictive. The SM 
therefore had to learn embeddings that preserved exactly 
those structural asymmetries that drive scheduling diffi-
culty in the partner company’s production system.

From a feature-design perspective, the graph repre-
sentation was configured to reflect the operational logic 
of this environment as closely as possible. According 
to Figure 7, the graph contained seven machine fea-
tures, five operation features, and four workforce features. 
The machine-side representation therefore captured not 
only generic status and timing information, but also 
dynamic characteristics relevant for integrated schedul-
ing, whereas the operation-side representation encoded 
the technological and temporal properties required for 
sequencing decisions. On the workforce side, four fea-
tures were used to describe worker availability, time until 
completion of the current task, time until the next pause, 
and time until the end of shift. This is important in the 
case setting because the workforce is not merely an addi-
tional annotation, but a real feasibility constraint. An 
operation can only be executed when a qualified worker 
is simultaneously available for the selected resource.

The selected graph-construction settings further und-
erline this case specificity. The message-passing hori-
zon was restricted to one hop, which is consistent with 
the operational requirement of capturing the most rel-
evant local interactions at a scheduling decision point 

rather than diffusing information over unnecessarily 
large graph distances. At the same time, graph centrality 
and neighbourhood construction were guided by Katz-
based relations with an alpha value of 0.005 and beta 
equal to 1, while the inverse graph variant was acti-
vated and self-loops were retained. For neighbourhood 
reduction, the graph builder kept the top two neighbours 
for machine, operation, and workforce relations, respec-
tively. This compact neighbourhood design is mean-
ingful in the present use case because decision quality 
depends particularly strongly on the most relevant local 
alternatives, for example the most plausible substitute 
machines for a machining operation or the most rel-
evant qualified workers for a setup-intensive task. The 
graph input was capped at 1,024 nodes, which provided 
sufficient capacity for the industrial instances consid-
ered while maintaining computational stability during 
training.

The neural architecture of the SM was intentionally 
compact but tailored to the complexity of the partner 
company’s data structure. In the final reported setup, the 
model used two graph-neural layers, a hidden feature 
dimension of 40, and an output embedding dimension 
of 40. Dropout was set to 0.2 and layer normalisation 
was enabled. The encoder considered six neighbouring 
nodes during state construction, and the mini-batch size 
was fixed at 80. Training was performed for 2,000 opti-
misation iterations with a learning rate of 0.001, while 
300 samples per graph were generated both for training 
and evaluation. The evaluation interval was set to 25 iter-
ations. Operationally, this architecture means that every 
production state, regardless of the exact number of active 
jobs, feasible machine alternatives, or workforce-resource 
links, was compressed into a fixed 40-dimensional latent 
representation that could subsequently be processed by 
the RL-Scheduler. This compactness was not chosen for 
methodological elegance alone, but because the indus-
trial scheduling environment requires a representation 
that is expressive enough to preserve routing flexibil-
ity and resource dependencies while still being stable 
enough for repeated downstream RL training.

A further point that is relevant for interpreting the 
results concerns the dataset split. The final run reported 
for the present paper is the dedicated optimal-split exper-
iment documented in the results workbook, which used 
14 training instances in form of orders of a whole day and 
4 held-out evaluation instances also in form of orders of 
a whole day, corresponding to an approximately 80/20 
split over 18 total instances. This split is particularly 
meaningful in the present context because the indus-
trial instances differ substantially with respect to routing 
structure, machine flexibility, and the resulting conges-
tion patterns. A useful SM therefore had to generalise 
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Figure 8. Training loss of the SM over 2000 optimisation iterations. The curve shows a steep decrease during the early training phase 
followed by a gradual convergence towards a stable low-loss region, indicating that the heterogeneous graph representation was learned 
efficiently and refined progressively over the course of training.

Figure 9. Evaluation loss of the SM on the held-out instance set. The curve decreases strongly in the initial phase and then stabilises 
around a low level, suggesting that the learned graph embeddings generalise to previously unseen industrial scheduling instances and 
do not merely reflect memorisation of the training data.

across structurally different production situations rather 
than merely interpolate within one narrow family of 
graphs.

The observed training and evaluation results indicate 
that this objective was achieved to a meaningful extent. 
The training loss decreased from 18.786 at the begin-
ning of optimisation to 0.605 at the final iteration, with 
the best training loss of 0.557 reached at iteration 1,989. 
On the held-out evaluation set, the loss decreased from 
15.813 initially to 1.080 at the end of training, with the 

best evaluation value of 1.045 observed at iteration 975. 
This development is visualised in Figures 8 and 9. As 
shown in Figure 8, the training loss dropped very sharply 
during the initial phase of optimisation and then con-
tinued to decline more gradually until reaching a low 
and stable level towards the end of the 2,000 iterations. 
This pattern suggests that the model first learned the 
dominant structural regularities of the industrial graphs 
quickly and subsequently refined the latent representa-
tion more incrementally. A comparable development can 
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be observed for the evaluation loss in Figure 9. After the 
strong initial decrease, the curve flattened at a substan-
tially lower level and remained stable over the remaining 
training horizon, indicating that the learned graph repre-
sentation generalised beyond the training set rather than 
being limited to memorising recurring training constel-
lations.

From a substantive perspective, the central result is 
therefore not merely that the loss decreased, but that the 
SM was able to transform a highly case-specific inte-
grated scheduling state into a stable and transferable 
latent representation. In the present use case, this means 
that the model could jointly encode flexible routing 
alternatives, dynamic machine states, workforce-related 
feasibility, and maintenance-sensitive information in a 
single compact vector without requiring a fixed prob-
lem size. This is particularly relevant for the subsequent 
RL-Scheduler, because the quality of these embeddings 
is decisive for whether the RL agent can later distin-
guish between, for example, a genuinely favourable local 
machine-operation-worker constellation and a superfi-
cially attractive assignment that creates downstream con-
gestion. The observed convergence behaviour and held-
out performance indicate that the trained SM provided 
a sufficiently robust abstraction of the partner company’s 
production system to fulfil exactly this role.

Training and evaluation RL-Scheduler

Components of the RL agent
For the industrial use case, the RL-Scheduler was imple-
mented as a PPO-based actor-critic agent that operated 
on the 40-dimensional latent state representation pro-
duced by the SM and evaluated up to 80 feasible actions 
at each event-driven decision point. Both the actor and 
the critic were configured with three layers in total, cor-
responding to two hidden layers and one output layer, 
with 128 neurons per hidden layer, ReLU activation func-
tions, and no batch normalisation. The output dimension 
was one, such that the actor produced one scalar score 
per feasible action and the critic one scalar state-value 
estimate per scheduling state. The training configura-
tion comprised learning rates of 0.0001 for both actor 
and critic, 2,000 PPO updates, five optimisation epochs 
per update, 50 rollout steps, a mini-batch size of 128, a 
clipping parameter of 0.3, a discount factor of 0.99, and 
a GAE factor of 0.99. Entropy regularisation was set to 
0.005, gradient clipping to 2.0, and both learning-rate 
decay and entropy decay were applied over training with 
step sizes of 800 and 400 and decay factors of 0.4 and 
0.1, respectively. Training and evaluation were each con-
ducted with one agent, and the simulation was run until 

Table 1. Training configuration and simulation-environment set-
tings of the RL-Scheduler in the industrial use case.
Parameter Value

Algorithm PPO (actor–critic)
State dimension 40
Max. feasible actions per 
decision point

80

Hidden layers (actor & critic) 2× 128, ReLU
Batch normalisation None
Output dimension 1
Learning rate (actor & critic) 1× 10−4
PPO updates 2000
Optimisation epochs per 
update

5

Rollout steps 50
Mini-batch size 128
Clipping parameter ϵ 0.3
Discount factor γ 0.99
GAE factor λ 0.99
Entropy coefficient 0.005
Gradient clipping 2.0
Learning-rate decay (step size / 
factor)

800 / 0.4
Entropy decay (step size / 
factor)

400 / 0.1
Processing times Deterministic
Time to failure Weibull (MTBF)
Repair time Clipped Gaussian (MTTR), σ  factor 0.6
Agents (training / evaluation) 1 / 1
Episode termination Full schedule completion

episode completion so that the full schedule quality could 
be reflected in the reward signal.

The agent was trained in a simulation environ-
ment that combined deterministic processing times with 
stochastic disruption behaviour through the MTBF/
MTTR logic. In this setting, times to failure were mod-
elled by a Weibull distribution and repair times by a 
clipped Gaussian distribution, with the global repair-
time dispersion governed by an MTTR sigma factor of 
0.6. This design is particularly relevant for the indus-
trial application because it exposed the policy not only 
to sequencing and routing decisions, but also to stochas-
tic breakdown and recovery dynamics that affect down-
stream congestion and resource availability. The result-
ing training environment therefore represented a more 
realistic scheduling context than a purely deterministic 
shop-floor model. The complete training configuration is 
summarised in Table 1.

Reward function
The reward formulation consists of two clearly separated 
parts: a dense intermediate reward that is returned dur-
ing the rollout at each decision point, and a terminal 
reward that is added once the complete schedule has 
been generated. This separation is intended to combine 
local decision guidance with a final episode-level per-
formance evaluation. Accordingly, for all non-terminal 
decision points the agent receives only the intermediate 
contribution, whereas at the final transition the terminal 
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contribution is added to the last intermediate reward. In 
compact form, this interaction can be written as

rt =

{︄
rintt , t < T
rintT + rtermT , t = T

where rintt  denotes the intermediate reward at decision 
point t, rtermT  denotes the terminal reward at the end of the 
rollout, and T is the final decision point of the episode. In 
this way, the formulation makes it explicit that dense and 
terminal feedback play different roles: the former guides 
local action selection during the rollout, while the lat-
ter evaluates the quality of the completed schedule as a 
whole.

Both the intermediate reward and the terminal reward 
follow the same global trade-off between a time-oriented 
objective and an energy-oriented objective. This trade-off 
is controlled by a weighting factor ω ∈ [0,1], which deter-
mines the relative influence of time and energy through-
out the entire reward structure. The intermediate reward 
is therefore defined as

rintt = (1− ω)rint,time
t + ωrint,energyt

while the terminal reward is given by

rtermT = wf [(1− ω)rmk
T + ωrET]

where rint,time
t  and rint,energyt  denote the time-oriented and 

energy-oriented intermediate components, rmk
T  and rET

denote the makespan-based and energy-based terminal 
components, and wf  is a terminal reward weight. This 
structure ensures that the same trade-off principle is used 
consistently at both levels: local scheduling decisions are 
evaluated with respect to time and energy, and the final 
schedule is assessed with respect to the same two objec-
tives at the episode level.

The time-oriented intermediate reward is designed 
to provide dense feedback on whether a selected action 
improves the projected future completion effort of 
the system. Instead of relying directly on the final 
makespan, the formulation uses a normalised workload-
based potential 8t , which is derived from an aggregated 
proxy of the remaining completion effort. This proxy 
combines the current simulation time with the still out-
standing workload represented in the graph-based state 
and the remaining workload of currently active machines 
in the event-based simulation. The actual progress signal 
is then obtained from the potential difference between 
two consecutive decision points,

18t = 8t −8t−1

A positive potential difference therefore indicates that 
the selected decision has reduced the projected future 

workload of the system. To extend this progress signal 
by further operational considerations, the time-oriented 
intermediate component is formulated as

rint,time
t = λt(wp18t − wiIt + bt)

Here, It denotes the ratio of idling machines, and bt is 
an optional bonus for setup-efficient assignments. The 
coefficients wp and wi determine the relative influence of 
these components, while λt controls the overall scale of 
the dense time-oriented signal. In functional terms, this 
means that the intermediate reward captures progress 
towards lower completion times, penalises low machine 
utilisation, and rewards setup-efficient assignments.

The energy-oriented intermediate reward evaluates 
the energetic cost of the selected action at the current 
point in time. Its purpose is to make the scheduler sen-
sitive to both machine-dependent power demand and 
time-dependent electricity prices. In an aggregated form, 
this component can be written as

rint,energyt = −
Pm,t

∑︁t+dt−1
τ=t cτ

Pmaxcmaxdt

where Pm,t denotes the action-dependent power demand 
of the selected machine, dt is the duration of the selected 
action, cτ  is the electricity price at time τ , Pmax is a 
reference maximum power demand, and cmax is the cor-
responding maximum electricity price within the consid-
ered horizon. For productive operations, the productive 
power demand of the selected machine is used, whereas 
for maintenance-related actions the standby demand can 
be applied. This leads to a stronger negative reward 
contribution when an action is executed on an ener-
getically unfavourable machine or during periods with 
high electricity prices. Consequently, the energy-oriented 
intermediate component complements the time-oriented 
shaping signal by introducing a local cost perspective 
that directly depends on when and where an action is 
executed.

Whereas the intermediate reward evaluates local deci-
sions during schedule construction, the terminal reward 
evaluates the final outcome of the completed schedule. It 
therefore assesses the realised makespan and total energy 
consumption relative to corresponding reference values. 
The makespan-based terminal component is defined as

rmk
T =

2
π
arctan

(︃
gC

B− C
B

)︃
where C denotes the realised final makespan, B is a base-
line reference for the considered instance, and gC is a 
gain parameter controlling the sensitivity of the trans-
formation. In the same way, the energy-based terminal 
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component is defined as

rET =
2
π
arctan

(︃
gE

Emax − E
Emax

)︃
where E denotes the realised total energy consumption, 
Emax is an instance-specific energy reference, and gE con-
trols the sensitivity of the energy transformation. Both 
terminal terms compare the realised rollout outcome 
with normalised reference values and then map the result 
to a bounded range. This prevents extreme schedule out-
comes from producing disproportionately large terminal 
signals. By combining these two terminal terms through 
the global weighting factor ω, the final reward remains 
fully consistent with the trade-off already used at the 
intermediate level.

A final feature of the formulation is that the scale of 
the dense time-oriented signal is not fixed throughout 
training. Instead, the factor λt is adjusted across roll-
outs in order to maintain a stable relationship between 
cumulative intermediate feedback and terminal reward 
contribution. The purpose of this adaptation is not to 
change the optimisation objective itself, but to prevent 
either the dense local shaping signal or the final sched-
ule evaluation from dominating the learning process over 
extended training phases. Overall, the resulting formu-
lation provides a clearly structured objective in which 
intermediate and terminal rewards are functionally sep-
arated, while time and energy are treated consistently 
through a common weighting principle at both levels.

Results
Two final reward parameterisations were evaluated. 
The first configuration, AIS(ω0), represented a pure 
makespan-oriented policy with ω = 0. In this run, the 
terminal reward weight wf  was set to 2.0, the makespan 
terminal gain gC to 30.0, the initial scaling of the time-
oriented intermediate reward λ0 to 0.6, the progress 
weight wp to 0.4, the idle weight wi to 0.02, and the 
setup-efficiency bonus bt to 0.02. Since ω = 0, the energy 
component did not contribute to the effective reward 
signal of this run.

The second configuration, AIS(ω0,1), assigned 10% of 
the reward weight to energy and 90% to throughput time. 
Here, the terminal reward weight wf  again amounted to 
2.0, while the makespan terminal gain gC was reduced to 
25.0 and the energy terminal gain gE was 12.5. The initial 
scaling of the time-oriented intermediate reward λ0 was 
1.0, the progress weight wp was set to 1.0, the idle weight 
wi to 0.05, and the setup-efficiency bonus bt again to 0.02. 
In both runs, the baseline references used in the terminal 
terms were dynamic and instance-specific. Thus, the two 
evaluated policies differed not in architecture, but in the 
operational priority encoded in the reward design.

The evaluation was extended along three dimensions 
in order to separate the contribution of the architecture 
from case-specific tuning. First, the industrial evaluation 
was widened from a single order list to the daily order lists 
of two production areas of the application partner, com-
prising 18 day instances of small-part production, 18 day 
instances of large-part production and 18 combined day 
instances in which both areas are scheduled jointly on the 
shared resource pool. Second, the identical architecture 
was evaluated on 25 public benchmark instances drawn 
from four established flexible job shop families, namely 
Brandimarte Mk01 to Mk10 and the Hurink edata, rdata 
and vdata sets, fixed before the evaluation on the basis of 
instance size and routing flexibility. Since these instances 
do not contain the integrated problem features addressed 
in this work, they were reproducibly augmented with 
synthetic setup groups, worker qualifications, mainte-
nance operations and machine energy demands as well 
as real day-ahead electricity prices, while the routing 
structure and processing times of the originals were left 
unchanged. Reliability information, by contrast, was not 
synthesised, as artificial MTBF and MTTR parameters 
would bear no correspondence to the calibrated failure 
behaviour on which the policy is trained. The stochastic 
regime is therefore evaluated exclusively on the industrial 
instances, whose failure models were fitted to the MES 
failure logs of the application partner. Third, every indus-
trial instance family was evaluated both in a determin-
istic regime without machine failures and in a stochastic 
regime in which failures and repairs are sampled from the 
fitted distributions, which together with the determinis-
tic benchmark evaluation yields the seven evaluation cells 
reported below.

The learned policy is compared against seven dis-
patching baselines that are re-evaluated within the iden-
tical simulation environment, namely the shortest pro-
cessing time rule (SPT), the longest processing time 
rule (LPT), random action selection (RANDOM), first 
in first out (FIFO), the two work-remaining rules most 
operations remaining (MOR) and most work remain-
ing (MWR), and the machine affinity rule (MAF), which 
serves as an additional assignment-oriented reference. 
MAF prioritises jobs with the largest number of remain-
ing operations that can be processed on the machine 
under consideration, thereby favouring assignments that 
preserve routing flexibility on the respective machine. 
Unlike the established priority rules, MAF constitutes 
a problem-specific heuristic introduced in this study to 
reflect the machine-related structure of the industrial 
setting.

Each instance was evaluated in five independent 
runs with distinct random seeds. Inference was per-
formed with the stochastic policy rather than with a 
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greedy arg-max decision, so that the reported disper-
sion reflects both the sampling of the policy and the 
stochastic dynamics of the environment. All compar-
isons are reported as instance-wise relative deviations 
of the RL-Scheduler from a baseline, computed on the 
seed means of the respective instance, with negative val-
ues indicating an advantage of the RL-Scheduler. Because 
the instance-wise deviations are heavy-tailed and contain 
individual outliers, statistical significance is assessed by a 
two-sided Wilcoxon signed-rank test over the instances 
of an evaluation cell rather than by a t-test, and is com-
plemented by the number of instances on which the RL-
Scheduler is superior. The seed-level dispersion of the 
RL-Scheduler itself is low in the deterministic regimes, 
with a mean coefficient of variation of the makespan of 
1.2% to 2.0% on the industrial instances and 4.5% to 4.9% 
on the benchmark instances, and rises to 5.8% to 8.8% 
in the stochastic regimes. This increase reflects the vari-
ance introduced by the sampled failure events rather than 
instability of the learned policy.

Table 2 reports the aggregated results against the mean 
of the seven dispatching baselines. On the industrial 
instances the makespan-oriented configuration reduces 
the makespan by 5.62% on the small-part line and by 
4.68% on the large-part line in the deterministic regime, 
outperforming the baseline mean on 18 of 18 and on 15 of 
18 instances respectively. Under stochastic machine fail-
ures the advantage decreases only moderately, to 4.27% 
and 4.37% on 14 of 18 instances in both cases. On 
the combined day instances, in which small-part and 
large-part production are scheduled jointly, the advan-
tage is preserved but attenuated relative to the separate 
lines: the makespan-oriented configuration reduces the 
makespan against the baseline mean by 3.92% on 18 of 
18 instances in the deterministic regime and by 2.93% 

on 14 of 18 instances under stochastic failures, both sta-
tistically significant. This attenuation is plausible, as the 
joint scheduling of both lines pools the workload across 
the shared resource set, so that the relative benefit of 
exploiting the integrated feature set of any single line is 
diluted. For the energy-aware configuration the relative 
energy cost is likewise reduced on the small-part line, by 
3.51% in the deterministic and by 2.58% in the stochastic 
regime, whereas on the large-part line the energy effect 
is smaller and does not reach significance. The realised 
energy cost of the makespan-oriented configuration is 
not reported, since energy does not enter its objective 
and the corresponding values constitute a by-product 
rather than an optimisation result. On the combined 
instances the energy-aware configuration reduces the rel-
ative energy cost by 2.45% in the deterministic regime 
and by 2.62% under stochastic failures, both statistically 
significant. Averaged over the seven evaluation cells, the 
learned policy reduces the makespan against the baseline 
mean by 4.35% in the makespan-oriented and by 4.45% 
in the energy-aware configuration, and the energy-aware 
configuration reduces the relative energy cost by 2.41%; 
each of these advantages is consistent across all seven cells 
and significant in a two-sided Wilcoxon signed-rank test 
over the cell means (p = 0.016).

On the public benchmark instances the picture is more 
differentiated, and it is best read from the baseline-wise 
results in Table 3. In the deterministic regime the RL-
Scheduler outperforms the baseline mean by 4.67% on 22 
of 25 instances, but this aggregate conceals a systematic 
difference between weak and strong dispatching rules. 
The advantage over LPT, FIFO and random selection 
is substantial, amounting to 12.49%, 8.99% and 6.81% 
respectively, whereas the two work-remaining rules MOR 

Table 2. Aggregated evaluation results of the RL-Scheduler against the mean of the seven dispatching baselines.
Evaluation cell ω n 1 makespan (%) Better on p 1 energy cost (%) Better on p

Public benchmark, deterministic 0 25 −4.67± 4.76 22/25 <0.001 – – –
Public benchmark, deterministic 0.1 25 −5.48± 3.55 24/25 <0.001 −2.69± 3.65 18/25 0.001
Industrial small parts, deterministic 0 18 −5.62± 3.61 18/18 <0.001 – – –
Industrial small parts, deterministic 0.1 18 −6.76± 6.25 17/18 <0.001 −3.51± 7.29 15/18 0.018
Industrial small parts, stochastic 0 18 −4.27± 6.00 14/18 0.010 – – –
Industrial small parts, stochastic 0.1 18 −3.85± 6.67 14/18 0.030 −2.58± 6.19 14/18 0.024
Industrial large parts, deterministic 0 18 −4.68± 4.75 15/18 <0.001 – – –
Industrial large parts, deterministic 0.1 18 −4.03± 4.98 15/18 0.003 −1.79± 3.41 11/18 0.074
Industrial large parts, stochastic 0 18 −4.37± 7.41 14/18 0.018 – – –
Industrial large parts, stochastic 0.1 18 −4.60± 8.26 14/18 0.024 −1.24± 6.30 12/18 0.417
Industrial combined, deterministic 0 18 −3.92± 2.71 18/18 <0.001 – – –
Industrial combined, deterministic 0.1 18 −3.23± 3.25 17/18 <0.001 −2.45± 3.82 17/18 0.001
Industrial combined, stochastic 0 18 −2.93± 5.11 14/18 0.024 – – –
Industrial combined, stochastic 0.1 18 −3.21± 3.58 15/18 0.002 −2.62± 3.34 16/18 0.003
Mean over evaluation cells 0 7 −4.35± 0.82 7/7 0.016 – – –
Mean over evaluation cells 0.1 7 −4.45± 1.29 7/7 0.016 −2.41± 0.72 7/7 0.016

Notes: Negative values indicate an advantage of the RL-Scheduler. p-values from a two-sided Wilcoxon signed-rank test over the instances of the respective eval-
uation cell. Relative energy costs are reported only for the energy-aware configuration (ω = 0.1), since the makespan-oriented configuration does not include 
energy in its objective. The final rows report the unweighted mean over the seven evaluation cells, given as mean ± standard deviation of the cell means; the 
corresponding p-values result from a two-sided Wilcoxon signed-rank test over the seven cell means.
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Table 3. Instance-wise mean relative deviation of the RL-Scheduler from each individual dispatching baseline in percent.
Evaluation cell ω Metric SPT LPT RANDOM FIFO MOR MWR MAF

Public benchmark, deterministic 0 Makespan −4.20 −12.49 −6.81 −8.99 +2.08 +2.25 −4.55
Public benchmark, deterministic 0.1 Makespan −4.97 −13.27 −7.59 −9.77 +1.25 +1.37 −5.39
Public benchmark, deterministic 0.1 Energy cost +1.14 −7.87 −2.98 −4.52 −1.28 −0.49 −2.81
Industrial small parts, deterministic 0 Makespan −8.13 −4.42 −9.75 −6.24 −3.06 −2.62 −5.11
Industrial small parts, deterministic 0.1 Makespan −9.21 −5.70 −10.86 −7.43 −3.99 −3.84 −6.27
Industrial small parts, deterministic 0.1 Energy cost −4.40 −3.23 −7.28 −3.70 −1.15 −1.81 −2.98
Industrial small parts, stochastic 0 Makespan −7.03 −4.33 −8.58 −5.62 −1.95 +0.01 −2.36
Industrial small parts, stochastic 0.1 Makespan −6.69 −4.04 −8.18 −5.30 −1.55 +0.63 −1.85
Industrial small parts, stochastic 0.1 Energy cost −5.07 −2.96 −5.94 −3.06 +0.28 +0.48 −1.82
Industrial large parts, deterministic 0 Makespan −9.42 −3.64 −3.48 −5.96 −3.37 −1.13 −5.77
Industrial large parts, deterministic 0.1 Makespan −8.90 −2.99 −2.83 −5.23 −2.77 −0.39 −5.07
Industrial large parts, deterministic 0.1 Energy cost −5.37 −0.77 −1.91 −2.78 −0.57 +0.64 −1.77
Industrial large parts, stochastic 0 Makespan −7.27 −3.73 −6.88 −5.20 −3.48 +0.84 −4.90
Industrial large parts, stochastic 0.1 Makespan −7.50 −3.87 −7.01 −5.52 −3.60 +0.58 −5.27
Industrial large parts, stochastic 0.1 Energy cost −4.84 −0.35 −2.06 −1.77 +0.12 +2.01 −1.77
Industrial combined, deterministic 0 Makespan −5.20 −3.96 −6.94 −4.08 −1.11 −1.59 −4.58
Industrial combined, deterministic 0.1 Makespan −4.53 −3.25 −6.28 −3.37 −0.44 −0.88 −3.90
Industrial combined, deterministic 0.1 Energy cost −3.19 −2.55 −5.55 −1.88 −0.34 −1.55 −2.13
Industrial combined, stochastic 0 Makespan −4.78 −2.86 −5.07 −3.48 −1.21 +0.27 −3.39
Industrial combined, stochastic 0.1 Makespan −5.00 −3.09 −5.36 −3.75 −1.64 −0.03 −3.64
Industrial combined, stochastic 0.1 Energy cost −4.18 −2.69 −4.50 −2.30 −1.30 −0.99 −2.38
Mean over evaluation cells 0 Makespan −6.57 −5.06 −6.79 −5.65 −1.73 −0.28 −4.38
Mean over evaluation cells 0.1 Makespan −6.69 −5.17 −6.87 −5.77 −1.82 −0.36 −4.48
Mean over evaluation cells 0.1 Energy cost −3.70 −2.92 −4.32 −2.86 −0.61 −0.25 −2.24

Notes: Negative values indicate an advantage of the RL-Scheduler. Relative energy costs are reported only for the energy-aware configuration (ω = 0.1). The final 
rows report the unweighted mean over the seven evaluation cells.

and MWR outperform the learned policy by 2.08% and 
2.25%.

This contrast between the benchmark and the indus-
trial instances is informative rather than incidental. The 
public instances were augmented with the same inte-
grated feature set, that is setup groups, workforce qualifi-
cations and maintenance operations, yet these attributes 
were generated synthetically and are therefore largely 
uncorrelated with the routing and processing structure of 
the original instances. In such a setting a well-chosen pri-
ority rule such as most-work-remaining remains strong, 
since the synthetic attributes offer little exploitable reg-
ularity. The industrial instances, by contrast, exhibit 
systematically interrelated setup, qualification and load 
structures that emerge from a real production environ-
ment, which is precisely the structure the learned policy 
is able to exploit through the graph and state represen-
tation. It is on these instances that the learned policy is 
superior to, or at least slightly ahead of, all seven base-
lines, outperforming MOR by between 0.44% and 3.99%. 
Relative to the strongest rule MWR, the learned pol-
icy remains slightly ahead on average across the indus-
trial instances, by 0.70% in the makespan-oriented and 
by 0.65% in the energy-aware configuration, and this 
advantage is significant for the makespan-oriented con-
figuration under a one-sided Wilcoxon signed-rank test 
of the directional hypothesis that the learned policy 
does not fall behind MWR (p = 0.028), whereas the 
energy-aware configuration narrowly misses the signif-
icance level (p = 0.057). The cell-wise deviations under 
stochastic conditions and on the combined day instances 

nevertheless stay below the robustness threshold of 
approximately two percentage points discussed below.

The comparison of the two reward parameterisations 
does not reproduce the simple trade-off that was origi-
nally expected. The energy-aware configuration does not 
systematically sacrifice makespan. In the deterministic 
regimes it is at least as strong as the makespan-oriented 
configuration, improving the makespan advantage from 
4.67% to 5.48% on the benchmark instances and from 
5.62% to 6.76% on the small-part line. Its effect on energy 
cost is therefore assessed against the dispatching base-
lines rather than against the makespan-oriented config-
uration. The energy-aware configuration reduces the rel-
ative energy cost significantly on the public benchmark 
instances, on the small-part line in both regimes, and on 
the combined instances in both regimes, whereas on the 
large-part line the reduction does not reach significance 
in either regime. The energy term therefore acts as a mild 
regulariser whose benefit is real but modest and not uni-
form across settings. A systematic energy improvement 
at constant makespan is not supported by the present 
data. This result should, however, be read together with 
the comparison against the strongest dispatching rule. 
Whereas a priority rule such as MWR optimises a sin-
gle implicit criterion and offers no lever for adjusting the 
operational objective, the two evaluated configurations 
share the identical architecture, training procedure, and 
hyperparameters and differ only in the reward weighting. 
The learned scheduler thus attains at least the makespan 
level of MWR while allowing the operational objective to 
be shifted, for example towards energy cost under volatile 
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electricity prices or, in future extensions, towards due-
date adherence or workforce levelling, through a recon-
figuration of the reward rather than through a replace-
ment of the scheduling logic. The practical argument for 
the learned scheduler over a fixed priority rule therefore 
does not rest on the sub-percentage makespan margin 
alone, but on providing a configurable and integrated 
decision capability at no cost in makespan performance.

Module reusability and transfer across instances

The proposed architecture is designed as a set of loosely 
coupled modules so that adaptation to a new plant or pro-
duction instance is confined to well-defined components 
rather than requiring a redesign of the overall system. 
Table 4 summarises, for each module, whether it can be 
reused across plants and instances without change and 
which parts must be re-calibrated or retrained when the 
architecture is transferred to a new environment.

Together, Tables 4 and 5 substantiate the plug-and-
schedule character of the proposed architecture. Both 
the core modules and the functional extensions can be 
adopted as-is, without redeveloping the scheduling logic 
for a new deployment. Table 4 describes the reusable base 
framework, that is, the modules that constitute the archi-
tecture independently of the concrete use case, whereas 
Table 5 lists the functional extensions that are layered 
onto this framework and that may vary depending on 
the underlying production system. Which extensions are 
required, and to what extent they are parameterised, is 
therefore a matter of configuration rather than a redesign 
of the architecture. In the context of this work, the selec-
tion and scope of the extensions were driven by the 
requirements of the industrial application partner from 

the machinery manufacturing sector. A different produc-
tion system may call for a different subset or additional 
extensions, while the base framework shown in Table 4 
remains unchanged.

Managerial insights

From a managerial perspective, the proposed architec-
ture is relevant because it lowers several of the barriers 
that typically prevent advanced scheduling methods from 
being transferred into industrial practice. In contrast to 
many highly specialised scheduling solutions, the present 
approach is not limited to the integrated flexible job shop 
alone, but can in principle also be transferred to struc-
turally simpler settings such as flow shops or even single-
machine environments, provided that the correspond-
ing production structure is mapped consistently into the 
graph-based representation. At the same time, the paper 
shows that this abstraction remains sufficiently expressive 
to account for the operational characteristics that mat-
ter in practice, such as machine alternatives, workforce 
restrictions, maintenance requirements, setup dependen-
cies, uncertainty and energy efficiency. This implies that 
investments into the architecture are not tied to one nar-
rowly defined scheduling problem, but can form the basis 
for a broader and more scalable digital decision-support 
capability.

A second implication concerns implementation effort. 
The main initial effort lies in the one-time mapping of 
company data into the proposed structure and in the cal-
ibration of the most relevant hyperparameters of the SM 
and RL-Scheduler. Once this mapping has been estab-
lished, however, the architecture can be extended incre-
mentally when additional decision factors become rele-
vant. In the present case, this concerns for example the 

Table 4. Transfer matrix for reusability of the architecture modules across plants and scheduling instances.
Module Reusable across plants? Re-calibration of data / retraining needed
AAS-Middleware 
(data integration)

Yes (standard AAS interfaces) Map plant data sources to reference submodels

GM Yes (generic graph logic based on AAS 
SDM reference model)

Feature definitions of node types for new attributes
SM (embeddings) Architecture yes; embeddings no Retrain embeddings on target-plant data; Definition of embedding size
Event-based 
Simulation

Yes (generic DES engine based on 
graph from GM)

Parameters: times, MTBF/MTTR, energy (will be automatically transferred from graph)
RL-Scheduler Framework yes; weights no Retrain / fine-tune policy and reward weights

Table 5. Integration of the functional extensions into the SMAS architecture.
Extension Required data (AAS model) Architecture components adapted Change type
Set-up sequencing Setup state, requirement, time Setup features in graph and state; setup phase in 

simulation
Retrained; no structural 
change

Maintenance scheduling Maintenance orders marked by a 
flag in the feature vector

Flag triggers the corresponding resource binding 
in the simulation; no dedicated adaptation

None required; inactive when 
the flag is 0

Energy awareness Power values + price vector Energy features + prediction vector; price events; 
reward term

Retrained; adds bi-criteria 
objective

Workforce scheduling Availability: shifts, breaks, 
qualifications

Workforce nodes/edges; HetGNN embeddings; 
worker sync in simulation

Structural: ternary action 
space, adapted networks
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integration of maintenance, workforce constraints, and 
energy-related information. This modularity is impor-
tant from a managerial point of view because it makes 
implementation more manageable. Companies do not 
need to redesign the whole logic whenever they want to 
include another planning factor, but can build upon an 
existing representation and expand it step by step. Closely 
related to this is the fact that no completely separate 
optimisation-specific simulation model has to be devel-
oped in the traditional sense. However, the event-based 
execution logic must still be adapted whenever company-
specific production characteristics are to be represented 
adequately.

A further managerial insight is that the approach 
reduces dependence on manually designed scheduling 
heuristics. In many companies, practical scheduling still 
relies either on human scheduling experience or on rule 
sets that have to be specified, maintained, and adapted 
explicitly. Such heuristics can work reasonably well in sta-
ble environments, but they become increasingly difficult 
to design once multiple interacting objectives and con-
straints have to be considered simultaneously. The pro-
posed approach shifts this burden from manual rule engi-
neering towards data-driven policy learning. In other 
words, instead of investing substantial effort into con-
structing elaborate rule systems for every special case, 
companies can train the RL agent to learn suitable 
scheduling behaviour directly from repeated interaction 
with the modelled production environment. This is par-
ticularly valuable in complex environments where work-
force availability, maintenance events, setup dependen-
cies, and stochastic disruptions interact in ways that are 
difficult to translate into fixed rules. The findings of the 
paper therefore suggest that RL can serve as a practical 
alternative to extensive heuristic design, especially when 
scheduling complexity exceeds the range that can still 
be handled efficiently by manually specified scheduling 
logic.

The training concept itself also has practical impli-
cations. Once the underlying representation has been 
set up, the system can be trained directly and subse-
quently adapted through pretraining or retraining when 
system conditions change, for example after changes in 
routing structures, workforce availability, or maintenance 
behaviour.

Finally, the proposed architecture may be particularly 
useful for making RL-based scheduling more accessible 
to smaller and medium-sized manufacturers. Such firms 
often lack the resources for highly customised optimi-
sation software or large-scale in-house AI development. 
The modular structure proposed in this paper addresses 
this issue by combining standardised data integration, 

reusable scheduling components, and configurable learn-
ing logic in a way that is intended to accommodate the 
specific characteristics of different production systems 
without requiring a completely bespoke solution in each 
case.

Conclusion and outlook

This paper proposed Plug and Schedule, a scalable 
and modular architecture for integrated and dynamic 
scheduling that combines an AAS-based middleware 
for standardised data integration, a graph-based prob-
lem representation, a graph neural network-based SM, 
an event-based simulation, and a Proximal Policy 
Optimisation-based RL-Scheduler. The architecture inte-
grates setup sequencing, maintenance scheduling, work-
force constraints, and energy awareness into a single 
decision framework and was validated both on the pro-
duction system of an industrial application partner and 
on established public benchmark instances.

The evaluation supports a specific rather than a gen-
eral claim. On the industrial instances the learned policy 
reduces the makespan against the mean of seven dis-
patching baselines by between 2.93% and 6.76% across 
six evaluation cells covering small-part, large-part, and 
combined production under deterministic and stochastic 
machine failures, with statistical significance in every cell, 
and remains slightly ahead of the strongest individual 
rule MWR on average. Beyond these numerical margins, 
the practical value of the approach lies in its configurabil-
ity. The operational objective can be shifted through the 
reward weighting without any change to the architecture 
itself, as demonstrated by the energy-aware configura-
tion, which preserves the makespan performance while 
reducing the relative energy cost in most evaluation cells.

Several limitations remain. The industrial validation is 
based on a single production system, since the underlying 
data are proprietary. The advantage of the learned pol-
icy under machine failures is established only for failure 
models calibrated from the MES logs of the application 
partner, so that its robustness in systems without cal-
ibrated reliability data remains untested. Furthermore, 
the effect of the energy-aware configuration on energy 
cost is modest and not uniform across the evaluation 
cells, and differences below approximately two percent-
age points should not be interpreted as robust on indi-
vidual instances.

Future work will therefore focus on the scalability 
and transfer of the architecture. This includes its appli-
cation towards non-discrete production environments, 
and its transfer to further industrial domains, with con-
crete follow-up activities planned in the semiconductor 
and heat-pump industries in further research projects. In 
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addition, the reward design will be extended towards fur-
ther operational objectives such as due-date adherence 
and workforce levelling.
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Appendices

Appendix 1. Employed search terms

A.1 1. Employed search terms for ‘Web of Science’
TI ((‘Production’ OR ‘manufacturing’ OR ‘fabrication’ OR ‘assem-
bly’) AND (‘control’ OR ‘management‘ OR ‘operation’ OR 
‘administration’ OR ‘regulation’ OR ‘planning’ OR ‘scheduling’) 
AND (‘sustainable’ OR ‘green’ OR ‘ecological’ OR ‘environment-
friendly’ OR ‘environment friendly’ OR ‘eco-friendly’ OR ‘eco 
friendly‘ OR ‘energy-efficient’)) OR AB ((‘sustainable’ OR ‘green’ 
OR ‘ecological’ OR ‘environment-friendly’ OR ‘environment 
friendly’ OR ‘eco-friendly’ OR ‘eco friendly‘ OR ‘energy-efficient’) 
AND (‘manufacturing’ OR ‘fabrication’ OR ‘assembly’) AND 
(‘control’ OR ‘management‘ OR ‘operation’ OR ‘administra-
tion’ OR ‘regulation’ OR ‘planning’ OR ‘scheduling’)) NOT TI 
(‘food’ OR ‘plant’ OR ‘crop’ OR ‘farm∗’ OR ‘construction’ OR 
‘Agricultur∗’ OR ‘Nano∗’ OR ‘supply chain management’ OR 
‘SCM’ OR ‘human resource’ OR ‘HRM’) NOT AB (‘food’ OR 
‘plant’ OR ‘crop’ OR ‘farm∗’ OR ‘construction’ OR ‘agricultur∗’ 
OR ‘Nano∗’)

A.2 2. Employed search terms for EBSCOhost
(TITLE ((‘Production’ OR ‘manufacturing’ OR ‘fabrication’ OR 
‘assembly’) AND (‘control’ OR ‘management’ OR ‘operation’ OR 
‘administration’ OR ‘regulation’ OR ‘planning’ OR ‘scheduling’) 
AND (‘sustainable’ OR ‘green’ OR ‘ecological’ OR ‘environment-
friendly’ OR ‘environment friendly’ OR ‘eco-friendly’ OR ‘eco 
friendly’ OR ‘energy-efficient’) ) OR ABS ((‘sustainable’ OR 
‘green’ OR ‘ecological’ OR ‘environment-friendly’ OR ‘environ-
ment friendly’ OR ‘eco-friendly’ OR ‘eco friendly’ OR ‘energy-
efficient’) AND (‘manufacturing’ OR ‘fabrication’ OR ‘assembly’) 

AND (‘control’ OR ‘management’ OR ‘operation’ OR ‘adminis-
tration’ OR ‘regulation’ OR ‘planning’ OR ‘scheduling’)) AND 
NOT TITLE (‘food’ OR ‘plant’ OR ‘crop’ OR ‘farm∗’ OR ‘con-
struction’ OR ‘Agricultur∗’ OR ‘Nano∗’ OR ‘supply chain man-
agement’ OR ‘SCM’ OR ‘human resource’ OR ‘HRM’) AND 
NOT ABS (‘food’ OR ‘plant’ OR ‘crop’ OR ‘farm∗’ OR ‘con-
struction’ OR ‘agricultur∗’ OR ‘Nano∗’)) AND PUBYEAR >
2015 AND PUBYEAR <  2025 AND (LIMIT-TO (DOC-
TYPE, ‘ar’) OR LIMIT-TO (DOCTYPE, ‘cp’) OR LIMIT-
TO (DOCTYPE, ‘cr’) OR LIMIT-TO (DOCTYPE, ‘sh’) OR 
LIMIT-TO (DOCTYPE, ‘no’) OR LIMIT-TO (DOCTYPE, ‘tb’) 
OR LIMIT-TO (DOCTYPE, ‘ed’) OR LIMIT-TO (DOCTYPE, 
‘dp’)) AND (LIMIT-TO (LANGUAGE, ‘English’) OR LIMIT-
TO (LANGUAGE, ‘German’)) AND (LIMIT-TO (EXACTKEY-
WORD, ‘Manufacture’) OR LIMIT-TO (EXACTKEYWORD, 
‘Sustainability’) OR LIMIT-TO (EXACTKEYWORD, ‘Energy 
Efficiency’) OR LIMIT-TO (EXACTKEYWORD, ‘Manufactur-
ing’) OR LIMIT-TO (EXACTKEYWORD, ‘Sustainable Manu-
facturing’) OR LIMIT-TO (EXACTKEYWORD, ‘Decision Mak-
ing’) OR LIMIT-TO (EXACTKEYWORD, ‘Green Manufactur-
ing’) OR LIMIT-TO (EXACTKEYWORD, ‘Industry 4.0’) OR 
LIMIT-TO (EXACTKEYWORD, ‘Scheduling’) OR LIMIT-TO 
(EXACTKEYWORD, ‘Production Control’))

A.3 3. Employed search terms for Scopus
((TI = (AND (‘Production’ OR ‘manufacturing’ OR ‘fabrica-
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Appendix 3. Utilised benchmark instances
Brandimarte (1993): Mk01 – Mk10

Hurink, Jurisch, and Thole (1994):

- edata: la04, la06, la19, la22, orb10
- rdata: la31, mt06, mt10, mt20, orb6
- vdata: abz7, car4, la03, la05, la38
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