
S
c
E
a

b

A

D
t

K
E
C
S

1

i
c
n
r
r
c
f
a
i
a
i
p
P
c
d
n
p

h
R

Information and Software Technology 201 (2027) 108370 

A
0

 

Contents lists available at ScienceDirect

Information and Software Technology

journal homepage: www.elsevier.com/locate/infsof  

elf-adaptation via joint global–local explanations for autonomous 
yber–physical systems
hsan Elahi a , Matteo Camilli b ,∗, Raffaela Mirandola a
Karlsruhe Institute of Technology (KIT), Karlsruhe, Germany
Politecnico di Milano, Milano, Italy

 R T I C L E  I N F O

ataset link: Replication package (Original da
a)

eywords:
xplainable AI
yber–physical systems
elf-adaptive systems

 A B S T R A C T

Context: Autonomous and self-adaptive systems increasingly rely on black-box predictive models to support 
runtime decision making in critical domains. However, the lack of transparency of such models enlarges the 
adaptation search space and increases optimization costs.
Objective: This paper addresses the problem of multi-objective optimization in opaque autonomous systems 
through cost-effective explanation-driven adaptation.
Method: We propose GLASS, a self-adaptation approach that integrates model-agnostic interpretable machine 
learning into a feedback loop. Building on our previous work, GLASS combines global explanations (Partial 
Dependence Plots) with local explanations (counterfactuals) to guide runtime adaptation decisions and reduce 
the search space toward goal-relevant configurations.
Results: An empirical evaluation on three cyber–physical systems benchmarks shows that GLASS achieves 
competitive or superior adaptation effectiveness while significantly reducing execution time compared to three 
state-of-the-art baselines, including up to two orders of magnitude lower overhead than black-box optimization.
Conclusion: GLASS enables transparent and efficient runtime self-adaptation by jointly leveraging global and 
local explanations to optimize adaptation search while preserving effectiveness.
. Introduction

Modern software and Cyber–Physical Systems (CPSs) are increas-
ngly deployed in dynamic and unpredictable environments—from 
loud services managing fluctuating users’ needs to autonomous driving 
avigating complex pathways. For these systems to operate without 
edeployment, they must adapt to manage uncertainties in the envi-
onment or within themselves. Self-Adaptive Systems (SASs) play a 
rucial role in managing uncertainties by adjusting their behavior to 
ulfill the desired goals [1,2]. SASs can modify their own behavior 
t runtime in response to changes in their environment, goals, or 
nternal state. To engineer SAS, a primary approach is to incorporate 
n adaptation layer in its architecture. The adaptation layer usually 
ntegrates a MAPE-K feedback control loop, which monitors, analyzes,
lans, and then executes adaptation decisions onto the managed layer. 
re-trained machine learning models are typically used in the feedback 
ontrol loop to embed predictive capability and implement proactive 
ecision-making [3]. Here, supervised learning approaches, such as 
eural networks and ensemble models, are typically used to build 
redictive models [4,5].

∗ Corresponding author.
E-mail addresses: ehsan.elahi@kit.edu (E. Elahi), matteo.camilli@polimi.it (M. Camilli), raffaela.mirandola@kit.edu (R. Mirandola).

1 GLASS stands for Global–Local explAnations for Self-adaptive Systems.

Although such integration has advantages, the opaque nature of 
machine learning models makes it difficult for humans to understand 
why a system adapts in a certain way, thus creating a barrier to 
trustworthiness [6]. Moreover, this lack of transparency introduces 
complexity and makes them computationally expensive, as they may 
require expensive iterative methods to explore a large adaptation space 
with (many) optimization goals [7]. This problem has led to the emerg-
ing domain of explanation-driven self-adaptation [3,8]. The approach 
makes use of global interpretable machine learning [9] to make adapta-
tion decisions transparent. Such transparency typically yields efficient 
convergence toward adaptation decisions leveraging white-box opti-
mization methods rather than expensive black-box optimization [3,
10].

We introduce GLASS,1 a novel self-adaptation approach that jointly 
leverages global and local explanations to guide runtime adaptation 
decisions. The approach extends our previous work [11], in which 
we introduced CSA-𝛷, a counterfactual-based adaptation mechanism 
exploiting local explanations to steer adaptation.
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GLASS consists of two main stages: (𝑖) an offline preprocessing phase 
and (𝑖𝑖) an online white-box optimization phase. During offline prepro-
cessing, predictive models are trained for each system requirement 
(i.e., adaptation goal), and global explanations are computed in ad-
vance to support runtime decision making after deployment. During 
online optimization, the approach first generates counterfactual ex-
planations [12] for the current operating condition and subsequently 
exploits Partial Dependence Plots (PDPs) [9] to refine and comple-
ment the resulting adaptation decisions. By combining local and global 
explanatory information, GLASS enables a more effective and tar-
geted exploration of the adaptation space. Notice that GLASS treats 
explanations as machine-readable artifacts that constrain and guide 
the adaptation process. Rather than producing explanations primarily 
intended for human interpretation, we exploit transparency to improve 
the efficiency and effectiveness of runtime self-adaptation.

Compared to our prior work [11], GLASS integrates a global-
explanation layer, namely PDPs (discussed in Section 3.2.2), within 
the MAPE-K feedback loop. While CSA-𝛷 relied exclusively on local 
counterfactual explanations to derive adaptation decisions, GLASS com-
bines local and global explanatory information to guide adaptation 
more effectively. In particular, PDPs provide a principled, model-wide 
view of the relationship between controllable features and requirement 
satisfaction, enabling the system to steer adaptation toward globally 
favorable regions of the search space rather than relying solely on 
instance-specific adjustments.

We carry out an empirical evaluation of GLASS on three publicly 
available CPS benchmarks from different domains to assess the effec-
tiveness, quality distance, and efficiency of adaptation decisions. The 
results show that GLASS consistently achieves competitive or superior 
requirement satisfaction likelihoods, typically ranging between 0.9 and 
0.95 on the most complex benchmark, while also obtaining the highest 
success rates across the evaluated subjects. Moreover, GLASS signifi-
cantly reduces adaptation overhead, achieving median execution times 
of approximately ∼0.02s, up to two orders of magnitude faster than the 
selected black-box optimization baseline.

Our main contributions can be summarized as follows:

• We introduce GLASS, an extension of our previous work [11], 
that integrates global and local explanations within a white-box 
optimization approach to enable efficient, transparent runtime 
adaptation.

• We conduct an empirical evaluation to assess the impact of 
global–local explanations in enhancing the efficiency and quality 
of adaptation decisions compared to selected baseline methods.

• We release a publicly available replication package, including 
sources and instructions to replicate our experiments.

The remainder of this paper is structured as follows. Section 2 intro-
duces a running example from the robotics domain and formalizes the 
problem statement. Section 3 presents the necessary background con-
cepts. Section 4 details the proposed approach, GLASS, while Section 5 
reports the empirical evaluation. Section 6 discusses configuration 
parameters, assumptions, and limitations, while Section 7 discusses 
related work, and Section 8 concludes the paper.

2. Problem statement

This section outlines the problem description. To illustrate the main 
concepts, we consider a Rescue Robot (RR) self-adaptive system. RR 
operates in disaster scenarios such as earthquakes, hurricanes, and fires, 
where it is tasked with locating injured individuals [13]. The system 
comprises abstractions of physical interfaces, including sensors and ac-
tuators, and implements core rescue functionalities such as navigation, 
human and obstacle detection, and collision avoidance.

Operating in highly uncertain environments with fluctuating re-
quirements and resource constraints, such as limited battery capacity 
2 
Table 1
Semantic space of the rescue robot.
 Feature Dimension Type Range  
 cruise speed controllable continuous [0, 5] m/s  
 image resolution controllable categorical {low, mid, high}  
 control responsiveness controllable continuous [10, 50] Mbit/s  
 illuminance controllable continuous [40, 120000] lux  
 power observable integer [0, 100] %  
 smoke intensity observable categorical {none, thin, thick} 
 obstacle size observable continuous [0, 2] m3  
 obstacle distance observable continuous [0, 10] m  
 firm obstacle observable boolean Yes/No  

and variable image resolution, RR must continuously adapt its behavior 
at runtime. To this end, its components are designed to be dynamically 
reconfigured. Reconfigurations are managed by an adaptation layer 
implementing a MAPE-K feedback control loop, which monitors the 
system and its environment, analyzes the need for adaptation, plans 
suitable reconfiguration actions, and executes the selected adaptation. 
The goal of this loop is to ensure that system-level requirements, 
expressed as probabilistic properties, are satisfied. Selected examples 
of such requirements include:

• 𝑅1: ‘‘The probability that RR maintains a safe protective distance from 
humans while moving must be greater than 0.9.’’

• 𝑅2: ‘‘The probability that RR avoids collisions with obstacles must be 
greater than 0.9.’’

As discussed in Section 1, self-adaptive systems increasingly rely on 
black-box predictive models for runtime decision making. Following 
the common architecture adopted in machine-learning-enabled self-
adaptive systems [14,15], GLASS assumes that the Knowledge com-
ponent maintains pre-trained predictive models (e.g., neural network 
classifiers) that estimate the likelihood of requirement satisfaction un-
der given operating conditions [7]. These operating conditions are 
characterized along two dimensions: configuration and environment. The 
configuration dimension consists of controllable features, which can be 
adjusted by the system to improve requirement satisfaction. In con-
trast, the environment dimension consists of observable features, which 
capture environmental factors that cannot be controlled but can be 
observed at runtime. Table  1 summarizes the set of relevant features 
for the RR example.

Given a specific value assignment to controllable and observable 
features, the black-box classifiers estimate the satisfaction likelihood of 
the system-level requirements (i.e., likelihood of achieving adaptation 
goals). Consequently, adaptation decisions can be derived from an op-
timization process that requires exploring a large and high-dimensional 
configuration space, which is computationally expensive. Furthermore, 
the lack of interpretability of the classifiers hinders reasoning about 
trade-offs among multiple, potentially conflicting objectives. As a re-
sult, adaptation mechanisms must balance computational cost and 
decision effectiveness to avoid the curse of dimensionality [10].

3. Background

This section provides the basic overview of supervised machine 
learning, followed by a discussion on interpretable machine learning, 
which together form the foundation of our proposed approach. For a 
detailed understanding of these concepts, we refer the reader to the 
resources in the bibliography.

3.1. Supervised machine learning

Supervised ML refers to the paradigm within AI in which an al-
gorithm learns from the labeled data. Hence, this learned algorithm 
then maps the input data point (instance) to the target output based 
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on the data it learned [16,17]. The main goal of supervised ML is to 
predict the output label 𝑦 for the new unseen data (apart from the data 
it learned from). This form of learning, where we have defined labels 
as the output variable, is known as classification, and the algorithm 
that makes these predictions is known as the classifier. Classification 
models could be either binary (with two classes) or multiclass (more 
than two classes) and are built from learning the labeled data known 
as the training set, and are estimated on unseen data points known as 
the test set. The data point 𝑥 given to the classification function 𝑓 to 
predict the output label 𝑦𝑖 is denoted as; 
𝑓 (𝑥) = 𝑦𝑖 (1)

Supervised ML has many classifiers specific to different problems. 
Some models, such as decision trees and linear regression, are simple 
and inherently easy to understand their working, while others, such as 
neural networks, are complex and thus are black boxes.

3.2. Interpretable machine learning

The term interpretable refers to the level of human understanding 
of some phenomenon. In the same way, interpretable machine learn-
ing [9] is about the extraction of meaningful insights from the machine 
learning model to be well understood by humans. In this way, we 
get to know why a system made a certain decision [18]. As outlined 
by Miller [19], the terms interpretable and explainable will be used 
interchangeably in this paper. The interpretability could be either local 
or global. Global explanations provide the average behavior of the 
model, thereby offering a holistic view of the data distribution of the 
target output based on the features. In this way, not only are the 
important features determined, but the relationship between them is 
also understood.

In the following sections, we will discuss the interpretable machine 
learning techniques leveraged in this work to provide the reader with 
a high-level overview.

3.2.1. Counterfactual explanation
Counterfactual explanation [12] is a model-agnostic interpretable 

machine learning technique that explains the outcomes of a given 
model in the form of ‘‘what-if’’ reasoning, such as, ‘‘what minimum 
changes are needed to flip the model’s prediction to the desired out-
put’’. Counterfactuals are local explanations, meaning that they work at 
the instance level. It is also possible to have more than one equally valid 
counterfactual for the given instance. This is known as the Rashomon 
effect [20].

Consider an instance (data point) 𝑥, that results in a predicted 
output 𝑦, the mathematical description of counterfactual explanation 
is;

𝑓 (𝑥) = 𝑦 (original output)
𝑓 (𝑥′) = 𝑦′ (desired output)
𝑥′ is obtained by slightly modifying the 𝑥, consequently, we have 
the desired output 𝑦′. One thing to note here is that counterfactu-
als 𝑥′ should be as similar as possible to the original instance 𝑥. 
In other words, the distance between the original instance and the 
counterfactual should be as minimal as possible.

Example 3.1 (Counterfactual Explanation). Consider the robot that is 
rescuing people in a disaster situation, having darkness and poor visi-
bility in its environment. This makes it difficult for the robot to detect 
the obstacles correctly. To make it detect and classify the obstacles 
correctly, counterfactuals may suggest slightly changing the values of 
the features image resolution and illuminance from 25% to 30% and from 
50% to 60%, respectively. Utilizing these insights from counterfactuals, 
the system requirement of classifying the obstacles correctly is satis-
fied, and thus the output is flipped from False (not satisfied) to True
(satisfied).
3 
Fig. 1. Example of PDP.

3.2.2. Partial dependence plot
PDP [9] is a global, model-agnostic, interpretable machine learning 

technique that describes the marginal effect of features (usually one or 
two) on the predicted output of a machine learning model. Thus, it can 
describe whether the relationship between the selected feature(s) and 
the target output is linear, monotonic, or complex. The PDP function is 
defined as 
𝑓𝑠(𝐱𝑆 ) = 𝐸𝐱𝐶

[

𝑓 (𝐱𝑆 , 𝐱𝐶 )
]

= ∫ 𝑓 (𝐱𝑆 , 𝐱𝐶 ) dP(𝐱𝐶 ). (2)

where 𝐱𝑆 identifies the features for which the partial dependence 
function should be plotted and 𝐱𝐶 denotes the other features used in 
𝑓 .

In our context, 𝐱𝑆 contains controllable features, and PDP marginal-
izes the model output over the distribution of 𝐱𝐶 . Consequently, the 
relationship between selected controllable features and the target out-
put is determined. In classification tasks, PDP displays the predicted 
probability for a given class label. Since PDP is a global explanation 
technique, it yields the global relationship of a feature with respect to 
the output variable.

Example 3.2 (PDP Explanation). Consider Fig.  1 showing an example 
from our illustrative RR system. We can see the selected feature image 
resolution (feature values are normalized to the [0–100] range) with 
average (the one in the dashed line) and individual conditional expec-
tations (the continuous lines). The individual conditional expectation 
shows how the output variable (target variable) changes for each given 
sample in the distribution, that is, one line per sample. In the given 
example, the plot shows the relationship between the feature, image 
resolution, and the probability of satisfying the requirement 𝑅1 of the 
robot. It is clearly visible that as the image resolution is increased from 
10% to 20%, there is a sharp increase in the probability of satisfying 
𝑅1. In case of image resolution above 20%, the curve gets almost stable, 
with the maximum probability of satisfying 𝑅1 is around 60%.

4. The glass approach

This section provides a detailed description of GLASS. We outline 
architectural aspects, followed by a description of its two main compo-
nents: the offline preprocessor and the online white-box optimizer.

4.1. Architectural overview

GLASS is integrated into the MAPE-K loop, as illustrated in Fig. 
2. The Knowledge component stores pre-trained predictive models 𝑀𝑖, 
each corresponding to a system requirement 𝑅𝑖. During operation, the
Monitor component periodically collects the current operating condi-
tions of the managed system, including both controllable and observ-
able feature values. These conditions are then forwarded to the Analyze
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Fig. 2. Components of GLASS integrated into the MAPE-K loop.

component, which uses the corresponding model 𝑀𝑖 to estimate the 
probability of satisfying each requirement 𝑅𝑖. If at least one require-
ment is predicted to be violated (i.e., assigned a false class label), the
Analyze component triggers the Plan component. The Plan component 
identifies candidate configurations of the controllable features aimed 
at increasing the likelihood of satisfying all requirements. The selected 
adaptation is then enacted by the Execute component, which updates 
the configuration of the managed system accordingly.

The offline preprocessor follows the approach originally introduced 
by Negri et al. [3] and includes two stages: an explanation builder
and an explanation combiner. The explanation builder generates model-
agnostic explanations, which are stored in the Knowledge component. 
The explanation combiner subsequently aggregates and structures these 
explanations into actionable insights that can be efficiently exploited at 
runtime. The online white-box optimizer leverages these precomputed 
explanations to guide adaptation decisions and reduce the search space 
of candidate configurations. As shown in Fig.  2, the online white-
box optimization engine is embedded within the Plan component and 
operates after system deployment.

4.2. Offline pre-processor

In the offline phase, predictive models are trained for each system 
requirement and prepared for use during runtime adaptation. Algo-
rithm 1 summarizes the steps performed in this phase. The training 
loop (lines 4–7) iterates over each requirement 𝑅𝑖 and trains one 
corresponding model 𝑀𝑖. The training labels for 𝑀𝑖 are binary: 𝑦𝑖 = 1 
if the requirement 𝑅𝑖 is satisfied under the given configuration, and 
𝑦𝑖 = 0 if 𝑅𝑖 was violated.

For simplicity, the presentation assumes a one-to-one correspon-
dence between system requirements and predictive models (i.e., each 
requirement is associated with a dedicated binary classifier). More 
generally, GLASS supports many-to-many relationships between re-
quirements and predictive models. For example, a single multi-label 
predictor may jointly estimate the satisfaction of multiple requirements.

As anticipated above, the offline pre-processor includes: a build
stage and a combination stage. In the build stage, PDPs are computed 
for each requirement–feature pair. PDPs describe global relationships 
between feature values and the predicted probability of requirement 
satisfaction, thus reducing the adaptation search space. Since PDP 
computation is computationally expensive, performing this step offline 
avoids runtime overhead. Given the set of controllable features 𝐶𝐹
4 
Table 2
Example of PDP score computation.
 𝑥 ICE𝑅1

ICE𝑅2
Combined score 

 10 0.30 0.50 0.15  
 20 0.60 0.50 0.30  
 30 0.70 0.40 0.28  

and the trained predictive models 𝑀𝑖, Algorithm 1 computes 𝑃𝐷𝑃𝑖𝑗 , 
which captures the marginal effect of a controllable feature 𝐶𝐹𝑗 on 
the satisfaction of requirement 𝑟𝑒𝑞𝑖. As illustrated in Fig.  1, a PDP 
represents both the average effect of a feature (dashed line) and its 
Individual Conditional Expectations (ICE) (solid lines).

The combination stage aggregates the computed PDPs to derive a 
score for each controllable feature assignment (line 15). Specifically, 
the score function combines the individual conditional expectations 
extracted from all predictive models by multiplying their correspond-
ing values. A high score indicates that a given feature assignment is 
globally associated with an increased likelihood of satisfying multiple 
(potentially many2) system requirements simultaneously. Neverthe-
less, a high score does not necessarily guarantee the satisfaction of 
all requirements, since requirement satisfaction events may exhibit 
complex interdependencies. It is important to emphasize that such 
interdependencies among requirements are conceptually distinct from 
the feature-independence assumption underlying PDPs. While PDPs as-
sume independence among features when estimating marginal effects, 
requirement interdependence concerns the relationships among system 
objectives and their simultaneous satisfaction.

The artifacts produced by Algorithm 1, including the trained mod-
els, the individual PDPs, and the combined scores (𝑆𝑃𝐷𝑃 ), are stored 
in the Knowledge component of the MAPE-K loop and are subsequently 
exploited by the online white-box optimizer.

Example 4.1 (PDP Score Computation). Consider two requirements, R1,
R2 and the controllable feature, control responsiveness, evaluated over 
𝑥 ∈ {10, 20, 30}. Suppose the ICE line associated with the neighbor 
instance identified in the current context yields the predicted prob-
abilities as shown in Table  2. The combined score is obtained by 
multiplying, point-wise, the ICE values of the two requirement models 
at each grid point (line 15 of Algorithm 1). The maximal combined 
value occurs at 𝑥 = 20, a score of 0.30, which is therefore selected as 
the PDP-derived optimal value for this feature, even though it is not 
the value that maximizes either requirement individually.

4.3. Online white-box optimizer

The online white-box optimizer implements a two-stage,
explanation-driven strategy to generate refined adaptation decisions. 
This strategy produces adaptation configurations by combining com-
plementary global and local explanations.

When triggered, the engine exploits counterfactual explanations to 
identify minimal changes to controllable features that would flip the 
predictive model’s output toward the desired outcome. These coun-
terfactuals provide local, instance-specific information and focus on 
efficient mitigation of predicted requirement violations. As a result, the 
first step produces a set of candidate adaptation configurations that 
represent (low-cost), locally optimal adjustments.

These candidate adaptations are further refined using global infor-
mation available from PDPs. Since PDPs capture the average marginal 

2 The term many refers to optimization problems involving approximately 
4 to 15 objectives, following the convention adopted in the many-objective 
optimization literature [21].
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Algorithm 1 Offline Pre-processing
Input: Controllable features 𝐶𝐹 = {𝐶𝐹1 ,… , 𝐶𝐹𝑚}, System requirements 𝑟𝑒𝑞𝑠
Output: Trained models {𝑀1 ,… ,𝑀𝑛}, Set of PDPs 𝑃𝐷𝑃 = {𝑃𝐷𝑃𝑖𝑗∀𝑖 = 1..𝑛, 𝑗 = 1..𝑚}, set of 
summary PDPs 𝑆𝑃𝐷𝑃 = {𝑆𝑃𝐷𝑃1 ,… , 𝑆𝑃𝐷𝑃𝑚}
1: Set 𝑚𝑜𝑑𝑒𝑙𝑠 ← ∅
2: Set 𝑃𝐷𝑃 ← ∅
3: Set 𝑆𝑃𝐷𝑃 ← ∅

4: for each 𝑟𝑒𝑞 in 𝑟𝑒𝑞𝑠 do
5:  𝑀𝑖 ← 𝑡𝑟𝑎𝑖𝑛_𝑚𝑜𝑑𝑒𝑙(𝑟𝑒𝑞)
6:  𝑚𝑜𝑑𝑒𝑙𝑠 ← updateSet(𝑚𝑜𝑑𝑒𝑙𝑠,𝑀𝑖)
7: end for

⊳ Build step
8: for 𝑖 ← 1 to 𝑛 do
9:  for 𝑗 ← 1 to 𝑚 do
10:  𝑃𝐷𝑃𝑖𝑗 ← computePDP(𝑀𝑖 , 𝐶𝐹𝑗 )
11:  𝑃𝐷𝑃 ← updateSet(𝑃𝐷𝑃 , 𝑃𝐷𝑃𝑖𝑗 )
12:  end for
13: end for

⊳ Combination step
14: for 𝑗 ← 1 to 𝑚 do
15:  𝑠𝑐𝑜𝑟𝑒𝑗 ← computeScore(𝑃𝐷𝑃𝑖𝑗 ,… , 𝑃𝐷𝑃𝑛𝑗 )
16:  𝑆𝑃𝐷𝑃 ← updateSet(𝑆𝑃𝐷𝑃 , 𝑠𝑐𝑜𝑟𝑒𝑗 )
17: end for

effect of each feature on the model’s predictions, they enable the engine 
to reason about model-wide behavior rather than isolated instances. 
By leveraging PDP information, the engine can prioritize candidate 
configurations that are not only locally effective but also globally 
‘‘good’’ across a broader range of operating conditions. The refinement 
step relies on the precomputed PDPs generated during the offline 
phase and applies them to the counterfactual-based candidates. The 
rationale behind this combination is that counterfactual explanations 
efficiently identify minimal, instance-level changes, while PDPs provide 
a complementary global perspective that helps avoid locally optimal 
but globally suboptimal adaptations. Together, these two stages enable 
adaptation decisions that balance efficiency and effectiveness.

4.3.1. Counterfactual hillclimbing
Algorithm 2 presents the high-level procedure used to generate 

counterfactual explanations for a given operating condition. The al-
gorithm takes as input a set of classifiers 𝑀 , a confidence threshold 
𝜏, the set of controllable features 𝐶𝐹 , their corresponding domains , 
the number of counterfactuals, and the maximum number of iterations. 
Starting from the original data instance 𝑥, it initializes a candidate 
counterfactual 𝑥(𝑘) and computes its predicted satisfaction probability 
using the available predictive models (lines 3–4).

For each controllable feature, the algorithm computes a feasible 
perturbation step 𝛿 according to the feature domain and generates two 
neighboring candidates, 𝑥+ and 𝑥−, by perturbing the feature value in 
both increasing and decreasing directions (lines 7–9). This bidirectional 
exploration promotes diversity among candidate counterfactuals while 
ensuring that generated adaptations remain within admissible feature-
domain constraints. The perturbation step is calculated as a fixed 
fraction of the controllable feature’s domain rather than being man-
ually specified for each feature. Specifically, if a feature has a domain 
[𝑙𝑜𝑤𝑒𝑟, 𝑢𝑝𝑝𝑒𝑟], the perturbation step is calculated as (𝑢𝑝𝑝𝑒𝑟 − 𝑙𝑜𝑤𝑒𝑟) ⋅ 𝛼, 
where 𝛼 is a configurable factor.3 This formulation normalizes the per-
turbation across features with different value ranges. The perturbation 
strategy is designed to balance local exploration granularity with search 
efficiency, thus enabling meaningful neighborhood sampling without 
introducing excessive computational overhead.

Among the generated neighbors, the algorithm opportunistically 
selects the candidate that satisfies the feature-domain constraints and 

3 By default, GLASS adopts 𝛼 = 0.25 (25% of the feature range), as 
preliminary sensitivity analysis indicated good balance between local search 
granularity and computational cost. Results for additional values of 𝛼 are 
included in the replication package.
5 
Algorithm 2 Counterfactual Hillclimbing
Input: data instance 𝑥, set of classifiers 𝑀 = {𝑀1 , ...,𝑀𝑛}, confidence threshold 𝜏
(default 0.8), set of controllable features 𝐶𝐹 = {𝐶𝐹1 , ..., 𝐶𝐹𝑚}, feature domains , 
𝑛𝑢𝑚_𝑐𝑜𝑢𝑛𝑡𝑒𝑟𝑓𝑎𝑐𝑡𝑢𝑎𝑙𝑠 (default 3), 𝑚𝑎𝑥_𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠 (default 10)
Output: Set of adaptations 𝐴
1: 𝐴 ← ∅
2: for 𝑘 = 1 to 𝑛𝑢𝑚_𝑐𝑜𝑢𝑛𝑡𝑒𝑟𝑓𝑎𝑐𝑡𝑢𝑎𝑙𝑠 do 
3:  𝑥(𝑘) ← counterfactual(𝑥, 𝑘)
4:  𝑝 ← predictProb(𝑀,𝑥(𝑘))
5:  iteration = 0
6:  while iteration < max_iterations ς 𝑝 < 𝜏 do 
7:  for each 𝑐𝑓 ∈ 𝐶𝐹 do 
8:  𝛿 ← stepSize(𝑐𝑓 ,𝑐𝑓 )

9:  𝑥+ ← 𝑥(𝑘)[𝑐𝑓 ← 𝑥(𝑘)𝑐𝑓 + 𝛿]

10:  𝑥− ← 𝑥(𝑘)[𝑐𝑓 ← 𝑥(𝑘)𝑐𝑓 − 𝛿]
11:  𝑥∗ ← argmax𝑥′∈{𝑥+ ,𝑥−} predictProb(𝑀,𝑥′)
12:  𝑝∗ ← predictProb(𝑀,𝑥∗)
13:  if 𝑝∗ > 𝑝 then 
14:  𝑥(𝑘) ← 𝑥∗

15:  𝑝 ← 𝑝∗

16:  end if
17:  end for
18:  iteration ++
19:  if 𝑝 ≥ 𝜏 then 
20:  𝐴 ← 𝑥(𝑘)

21:  break 
22:  end if
23:  end while
24:  if 𝐴 = ∅ then 
25:  𝐴 ← 𝑥 ⊳ Fallback to original instance 
26:  end if
27: end for
28: return 𝐴

has a higher predicted probability of satisfying requirements. If the 
resulting probability satisfies the confidence threshold 𝜏, the candidate 
is added to the set of possible adaptations 𝐴. Otherwise, the algo-
rithm iteratively expands the local neighborhood exploration following 
a hill-climbing strategy [22], progressively selecting the neighboring 
candidate that increases the predicted probability of requirement satis-
faction until either a satisfactory candidate is identified or the stopping 
criterion is reached.

The proposed strategy treats controllable features independently 
while explicitly respecting domain constraints. This localized explo-
ration process encourages the generation of minimal, instance-specific 
adaptations that satisfy counterfactual conditions while avoiding un-
necessary deviations from the current configuration. Finally, if no valid 
counterfactual satisfying the confidence criterion can be identified, 
the algorithm falls back to the original operating condition (line 26), 
indicating that no safe adaptation could be derived within the explored 
neighborhood.

Example 4.2 (Counterfactual Hillclimbing). Consider the RR illustrative 
example. Suppose the current operating condition corresponds to a 
cruise speed of 4.5m/s, for which the predictive model estimates a 
low probability of satisfying the obstacle detection requirement. The 
algorithm generates counterfactuals, for instance, suggesting that cruise 
speed reduction below 4.2m/s may flip the prediction.

Among these candidates, the algorithm may identify configurations 
in which controllable features, including cruise speed, are perturbed. 
Some candidates exhibit cruise speeds below 4.2,m∕s, leading to an 
increased predicted probability of successful obstacle detection. If the 
candidates satisfy the feature-domain constraints and achieve a confi-
dence level greater than the threshold 𝜏 (e.g., 0.8), the algorithm selects 
one of them as the preferred adaptation, prioritizing the candidate with 
the highest confidence level.

4.3.2. PDP-guided refinement
Algorithm 3 describes the PDP-guided refinement procedure applied 

to the candidate adaptations generated by the counterfactual stage. The 
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Algorithm 3 PDP-Guided Adaptation Refinement
Input: Set of initial adaptations 𝐴 = {𝑎1 ,… , 𝑎𝑘}, current system state 𝑠,   set of classifiers 
𝑀 = {𝑀1 ,… ,𝑀𝑛},   confidence threshold 𝜏 (default 0.8), 𝑚𝑎𝑥_𝑝𝑜𝑠𝑠𝑖𝑏𝑖𝑙𝑖𝑡𝑖𝑒𝑠 (default 10000)
  set of controllable features 𝐶𝐹 = {𝐶𝐹1 ,… , 𝐶𝐹𝑚},   set of external features 𝑂𝐹 =
{𝑂𝐹1 ,… , 𝑂𝐹𝑙},   set of 𝑆𝑃𝐷𝑃 = {𝑆𝑃𝐷𝑃 1 ,… , 𝑆𝑃𝐷𝑃𝑚}
Output: Set of refined adaptations {𝐴̂ = {𝐴̂1 ,… , 𝐴̂𝑚}}
foreach 𝑎𝑑𝑎𝑝𝑡𝑎𝑡𝑖𝑜𝑛 ∈ 𝐴
1: 𝑓𝑢𝑙𝑙_𝑣𝑒𝑐𝑡𝑜𝑟 ← 𝑐𝑜𝑚𝑏𝑖𝑛𝑒𝐹𝑒𝑎𝑡𝑢𝑟𝑒𝑠(𝑎𝑑𝑎𝑝𝑡𝑎𝑡𝑖𝑜𝑛, 𝑠𝑂𝐹 ) ⊳ Step 1: Find similar context 
2: 𝑛𝑒𝑖𝑔ℎ𝑏𝑜𝑟_𝑖𝑑𝑥 ← 𝑘𝑛𝑛.𝑓 𝑖𝑛𝑑𝑁𝑒𝑖𝑔ℎ𝑏𝑜𝑟(𝑓𝑢𝑙𝑙_𝑣𝑒𝑐𝑡𝑜𝑟)
3: 𝑚𝑎𝑥𝑖𝑚𝑎𝑙𝑠 ← ∅ ⊳ Step 2: Extract info from PDPs 
4: for 𝑖 ← 1 to 𝐶𝐹 do 
5:  𝑚𝑎𝑥𝑖𝑚𝑎𝑙𝑠[𝑖] ← 𝑐𝑜𝑚𝑝𝑢𝑡𝑒𝑀𝑎𝑥𝑖𝑚𝑎𝑙𝑠(𝑆𝑃𝐷𝑃 𝑖 , 𝑛𝑒𝑖𝑔ℎ𝑏𝑜𝑟_𝑖𝑑𝑥)
6: end for
7: 𝑛_𝑝𝑜𝑠𝑠𝑖𝑏𝑖𝑙𝑖𝑡𝑖𝑒𝑠 ← 𝑡𝑜𝑡𝑎𝑙_𝑐𝑜𝑚𝑏𝑖𝑛𝑎𝑡𝑖𝑜𝑛𝑠(𝑚𝑎𝑥𝑖𝑚𝑎𝑙𝑠) ⊳ Step 3: Manage combinatorial explosion 
8: while 𝑛_𝑝𝑜𝑠𝑠𝑖𝑏𝑖𝑙𝑖𝑡𝑖𝑒𝑠 > 𝑚𝑎𝑥_𝑝𝑜𝑠𝑠𝑖𝑏𝑖𝑙𝑖𝑡𝑖𝑒𝑠 do 
9:  𝑖𝑑𝑥 ← argmax𝑖 |𝑚𝑎𝑥𝑖𝑚𝑎𝑙𝑠[𝑖]|
10:  𝑚𝑎𝑥𝑖𝑚𝑎𝑙𝑠[𝑖𝑑𝑥] ← 𝑑𝑜𝑤𝑛𝑠𝑎𝑚𝑝𝑙𝑖𝑛𝑔(𝑚𝑎𝑥𝑖𝑚𝑎𝑙𝑠[𝑖𝑑𝑥])
11:  𝑛_𝑝𝑜𝑠𝑠𝑖𝑏𝑖𝑙𝑖𝑡𝑖𝑒𝑠 ← 𝑡𝑜𝑡𝑎𝑙_𝑐𝑜𝑚𝑏𝑖𝑛𝑎𝑡𝑖𝑜𝑛𝑠(𝑚𝑎𝑥𝑖𝑚𝑎𝑙𝑠)
12: end while
13: 𝑐𝑜𝑛𝑓𝑖𝑔𝑢𝑟𝑎𝑡𝑖𝑜𝑛𝑠 ← 𝑐𝑜𝑚𝑝𝑢𝑡𝑒𝐶𝑎𝑟𝑡𝑒𝑠𝑖𝑎𝑛𝑃 𝑟𝑜𝑑𝑢𝑐𝑡(𝑚𝑎𝑥𝑖𝑚𝑎𝑙𝑠) ⊳ Step 4: Generate and evaluate 

candidates 
14: 𝑐𝑜𝑛𝑓𝑖𝑑𝑒𝑛𝑐𝑒 ← 𝑒𝑣𝑎𝑙𝑢𝑎𝑡𝑒𝐶𝑜𝑛𝑓𝑖𝑑𝑒𝑛𝑐𝑒(𝑀, 𝑐𝑜𝑛𝑓𝑖𝑔𝑢𝑟𝑎𝑡𝑖𝑜𝑛𝑠)
15: if ∃𝑐 ∈ 𝑐𝑜𝑛𝑓𝑖𝑑𝑒𝑛𝑐𝑒 ∶ 𝑐 ≥ 𝜏 then 
16:  𝐴̂ ← 𝐴̂ ∪ {(𝑐𝑜𝑛𝑓𝑖𝑔𝑢𝑟𝑎𝑡𝑖𝑜𝑛, 𝑐𝑜𝑛𝑓 ) ∣ 𝑐𝑜𝑛𝑓 ≥ 𝜏}
17:  continue 
18: end if

end foreach 
19: return 𝐴̂

algorithm takes as input the set of candidate adaptations 𝐴 (produced 
by Algorithm 2), the set of classifiers 𝑀 , the controllable features 𝐶𝐹 , 
and the precomputed PDP and summary PDP artifacts.

To ensure that refinement is contextual rather than generic, the 
algorithm first identifies a system configuration that is similar to the 
candidate adaptation under consideration (lines 1–2). This step grounds 
PDP guidance in the local operating context of the system. Then, for 
each controllable feature, the algorithm extracts the feature values 
corresponding to regions of the PDP curve that maximize the predicted 
probability of requirement satisfaction. In this way, exploration of 
candidate adaptations is guided by global model knowledge rather than 
random perturbations (lines 3–6).

Notice that for each controllable feature, the maximal values are 
extracted directly from the corresponding precomputed PDP. At run-
time, GLASS first identifies the PDP curve associated with the operating 
condition most similar to the current state by selecting its nearest 
neighbor. It then scans all sampled feature values on that PDP and 
determines the maximum predicted probability. Every feature value 
whose PDP prediction equals this maximum is included in the maximal 
set. As a result, multiple maximal values may be returned when the 
PDP exhibits a plateau rather than a unique optimum.

Given the PDP-derived optimal regions for all controllable features, 
the algorithm computes the space of possible configuration combi-
nations. Since the space of combinations grows combinatorially, the 
algorithm applies an iterative downsampling strategy to progressively 
reduce the number of candidate configurations while preserving di-
versity in the exploration (lines 7–12). At each iteration, it selects 
the controllable feature with the largest set of maximal values and 
halves this set by retaining every second value, so the remaining 
values still span the whole PDP-optimal region. The total number of 
combinations is then recomputed, and the process repeats until the 
number of candidate configurations falls within the computational 
budget. The remaining candidate configurations are generated via a 
Cartesian product over the selected feature values and subsequently 
evaluated using the predictive models.

Each candidate configuration is assessed against the confidence 
threshold 𝜏 across all requirements. Configurations that meet or exceed 
the threshold are retained, and the candidate with the highest overall 
confidence is selected as the refined adaptation decision (lines 13–18).

Example 4.3 (PDP-Guided Refinement). Consider the RR example. For 
clarity, we focus on a single controllable feature: image resolution. 
6 
Table 3
Feature values that map to global optima (according to PDPs). 
 Controllable feature PDP maximal values  
 Cruise Speed [41, 42, 43, . . . , 56] 
 Camera Quality [85, 86, 87, . . . , 95] 
 Control Responsiveness {71, 72, . . . , 80}  

Suppose the predictive model estimates that the current system config-
uration fails to satisfy the given safety requirement 𝑅2 (see Section 2).

After creating the candidate adaptations, the algorithm considers 
the PDP for the feature image resolution. As illustrated in Fig.  1, the PDP 
reveals a steep increase in the probability of requirement satisfaction 
as image resolution increases up to approximately 20 units, followed 
by a plateau beyond that point. Based on this, the algorithm samples 
a set of plausible image resolution values around the region that max-
imizes the predicted satisfaction probability. These values define the 
candidate space for refinement. Since combining plausible values across 
multiple controllable features may lead to a combinatorial explosion, 
the algorithm applies iterative downsampling to reduce the candidate 
space while preserving diversity in the exploration.

The remaining candidate configurations are then generated and 
evaluated using the predictive models. Configurations whose predicted 
confidence meets or exceeds the threshold 𝜏 (e.g., 𝜏 = 0.8) are retained, 
and the configuration with the highest confidence is selected as the 
refined adaptation.

Example 4.4 (Downsampling). Consider the RR example again. For 
simplicity, assume that all controllable features range within [0, 100]. 
Suppose that the counterfactual stage produces a candidate adaptation 
with the following feature values: cruise speed = 35, camera quality
= 86, control responsiveness = 77, and illuminance = 69. PDP curves 
corresponding to operating conditions similar to this assignment are 
then selected, and for each controllable feature, sets of globally optimal 
values are extracted by analyzing these curves (e.g., see Table  3).

Using these PDP-derived maximal sets, Algorithm 3 initially com-
putes the total number of possible configuration combinations via a 
Cartesian product. In this example, the number of combinations is 
16 × 11 × 15 × 10 = 26400, which exceeds the predefined computational 
budget (e.g., 10k). To mitigate the resulting combinatorial explosion, 
the algorithm applies an iterative downsampling strategy.

In the first iteration, the controllable feature with the largest set of 
global optima, cruise speed, with 16 values, is selected, and a subset of 
its values is sampled, reducing the set to 8 representative values. The 
number of candidate configurations is then recomputed as 8× 11× 15×
10 = 13200, which still exceeds the budget. The algorithm therefore 
proceeds to downsample the feature with the next largest maximal 
set, control responsiveness, which initially contains 15 values. After 
downsampling this set, the total number of candidate configurations 
is reduced to 8 × 11 × 8 × 10 = 7040, which falls below the budget. 
At this point, no further downsampling is required, and the remaining 
candidate configurations are evaluated using the predictive models.

5. Evaluation

In this section, we discuss the empirical evaluation of GLASS using 
three selected CPS benchmarks as study subjects. We consider the 
following research questions:

RQ1: How effective is GLASS compared to the baseline methods 
in terms of satisfaction likelihood and success rate?

RQ2: What is the quality distance of adaptation decisions made 
by GLASS compared to baseline methods?

RQ3: What is the computational cost of GLASS compared to the 
baseline methods?

RQ4: How sensitive is GLASS to variations in its hyperparame-
ters?
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Table 4
Structural characteristics of our study subjects.
 Subject Controllable features Observable features Requirements 
 RR 4 5 4  
 ADAS 1 5 3  
 UAV 3 4 12  

5.1. Design of the evaluation

In the following, we describe the design of the evaluation, including 
evaluation subjects, baseline methods, statistical tests, and testbed.

5.1.1. Evaluation subjects
We conduct an empirical evaluation using three publicly available 

CPS benchmarks as evaluation subjects. These benchmarks differ in 
the size of their semantic spaces and in the number and nature of the 
requirements they must satisfy. Table  4 summarizes the main character-
istics of the CPS benchmarks considered in this study. The benchmarks 
are selected to cover different levels of structural complexity, captured 
by the number of controllable and observable features, as well as 
varying numbers of requirements. This diversity enables a systematic 
analysis of how increasing system complexity affects the efficiency and 
effectiveness of adaptation decisions.

The ADAS subject [23] represents an autonomous driving system 
equipped with an automated emergency braking component. The sys-
tem operates with minimal human intervention and relies on runtime 
adaptation planning to satisfy safety requirements, such as maintaining 
a safe distance from pedestrians and obstacles. Compared to the other 
evaluation subjects, ADAS constitutes a relatively simple edge-case 
scenario, as its adaptation space includes only a single controllable 
feature. This characteristic makes it particularly suitable for assessing 
the behavior of GLASS in low-dimensional adaptation settings, where 
search-space optimization is less challenging. The RR subject [24] (see 
Section 2) models an autonomous rescue robot operating in catas-
trophic scenarios such as earthquakes or fires. The system is equipped 
with sensors and actuators to support navigation and rescue operations 
while ensuring safety-critical requirements (e.g., 𝑅1, 𝑅2 in Section 2). 
The UAV subject [25] models a team of unmanned aerial vehicles 
operating in a hostile environment to execute a surveillance mission. 
To accomplish the mission, the UAVs must continuously adapt their 
flight altitude to balance conflicting objectives, namely maximizing 
target detection effectiveness while minimizing exposure to potential 
threats and damage. Among the selected evaluation subjects, UAV 
represents the most complex adaptation scenario, as it involves the 
largest number of system-level requirements (12 in total) together with 
a multi-dimensional adaptation space. Specifically, its semantic space 
comprises seven features, three of which are controllable.

5.1.2. Baseline methods
We compare GLASS against a set of baseline approaches selected for 

their relevance to the problem setting and their representativeness of 
different adaptation strategies. These baselines provide reference points 
for evaluating the efficiency and effectiveness of GLASS and include 
both black-box and white-box approaches, as follows:

• NSGA-III: a many-objective metaheuristic optimization
algorithm [21]. We use it to explore the configuration search 
space to identify adaptation decisions that maximize the likeli-
hood of satisfying system-level requirements simultaneously. We 
select NSGA-III as a baseline to assess the computational cost 
and effectiveness of GLASS with respect to mainstream black-box 
optimization methods. The requirement is considered to be satis-
fied if the predicted confidence achieves the predefined threshold 
(𝜏 = 0.8). The implementation is provided by the pymoo frame-
work [26] with Das–Dennis reference directions (𝑛_𝑝𝑎𝑟𝑡𝑖𝑡𝑖𝑜𝑛𝑠 =
7 
12), from which the population size is automatically determined. 
Optimization terminates after at most 100 generations using the 
default multi-objective convergence criterion. For reproducibility, 
a fixed random seed is adopted.

• XDA: an existing explanation-driven white-box adaptation ap-
proach [3] that leverages global model explanations in the form 
of Partial Dependence Plots (PDPs) to make adaptation deci-
sions transparent. PDPs are computed offline to mitigate runtime 
overhead, while the online adaptation phase exploits these pre-
computed explanations to guide decision-making efficiently. At 
runtime, the current operating condition is first matched to its 
eight nearest neighbors to identify the most relevant context. 
Candidate adaptations are then generated from the PDP-derived 
optimal feature values. To prevent a combinatorial explosion, 
the number of candidate configurations is bounded to 10,000 
through iterative downsampling. Candidate adaptations are eval-
uated using the predictive models, and only those satisfying the 
confidence threshold (𝜏 = 0.8) are considered valid. The final 
adaptation is selected according to the optimization score.

• CSA-𝛷: our prior approach [11] that integrates local counterfac-
tual explanations into the Plan component of the MAPE-K loop to 
steer adaptation decisions at runtime. Consistent with the other 
baseline methods, a requirement is considered to be satisfied if the 
predicted confidence achieves the predefined threshold (𝜏 = 0.8). 
It serves as a direct point of comparison to evaluate the added 
value of combining local and global explanations in GLASS.

5.1.3. Statistical tests
To reduce the risk of obtaining results by chance, we account for 

randomness by executing the adaptation process starting from 200 
initial operating conditions using GLASS and all the selected base-
line methods. According to the guideline introduced by Arcuri and 
Briand [27], we apply Mann–Whitney U tests [28] to evaluate the 
statistical significance of the results.

5.1.4. Testbed
All experiments were carried out on a commodity laptop running 

the Windows 11 operating system (Version 10.0, Build 22631). The 
laptop is equipped with an Intel Core i5-10300H processor (4 cores, 
8 CPUs, 2.50 GHz) and 8 GB of RAM.

5.2. Results

5.2.1. Effectiveness (RQ1)
To address RQ1, we run GLASS and the selected baseline methods 

using the evaluation subjects listed in Table  4. Each initial configura-
tion is the operating condition that yields a violation of one or more 
requirements. We execute 200 runs from different initial configurations 
to compute and compare the effectiveness of adaptation decisions. 
To measure the effectiveness, we consider two metrics: satisfaction 
likelihood and success rate.

Notice that we adopt the same evaluation metrics as those used 
in the original XDA study [3], which we briefly summarize below for 
completeness.

Metric 1 (Satisfaction Likelihood). Given the requirement 𝑅𝑖, satisfac-
tion likelihood is the measure of probability predicted by the black-box 
model 𝑀𝑖 for the class label to be true, having an adaptation configura-
tion that represents assignments of new values to controllable features. 
Mathematically, it can be expressed as follows. 

𝐿𝑖𝑘𝑒𝑙𝑖ℎ𝑜𝑜𝑑(𝑅𝑖) = 𝑃𝑀𝑖

(

𝑦 = true ∣ ( ̂𝐶𝐹 ,𝑂𝐹 )
)

(3)

where ̂𝐶𝐹  represents the adaptation configuration applied to control-
lable features and 𝑂𝐹  is the current state of the observable features.
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Table 5
Statistical test for the satisfaction likelihood in the RR and ADAS subjects. 
Statistically significant values (𝑝 < 0.05) are highlighted.
Req. RR ADAS

NSGA-III XDA CSA-𝛷 NSGA-III XDA CSA-𝛷
R1 8.9e−06 4.5e−05 5.6e−03 0.62 0.50 0.33
R2 2.1e−22 1.4e−23 2.4e−09 2.5e−21 3.1e−19 4.2e−25
R3 7.5e−17 6.8e−12 5.8e−06 0.30 0.41 0.35
R4 2.8e−12 6.4e−11 4.7e−07 - - -

Table 6
Statistical test for the satisfaction like-
lihood in the UAV subject. Statistically 
significant values (𝑝 < 0.05) are high-
lighted.
Req. NSGA-III XDA CSA-𝛷
R1 0.2 0.12 0.12
R2 1.1e−22 1.2e−02 1.2e−03
R3 4.3e−24 2.6e−16 3.2e−17
R4 1.4e−21 4.8e−02 2.7e−03
R5 3.6e−14 3.7e−03 1.7e−04
R6 2.6e−17 1.7e−02 1.6e−02
R7 6.2e−26 2.6e−03 9.5e−04
R8 1.9e−17 7.3e−04 7.3e−04
R9 6.4e−07 0.32 0.23
R10 2.2e−11 5.8e−04 5.4e−04
R11 3.7e−21 6.1e−23 6.4e−14
R12 7.4e−22 2.7e−13 4.6e−12

Metric 2 (Success Rate). Given a requirement 𝑅𝑖, success rate is defined 
as the number of instances in 𝑋 that satisfy that requirement 𝑅𝑖
under the given operating conditions ( ̂𝐶𝐹 ,𝑂𝐹 ), such that the predicted 
probability for the class label to be true is greater than the threshold 𝜏.4 
In other words, the success rate is defined as the proportion of instances 
in 𝑋 that are successful. Mathematically, it is given as follows. 

𝑆𝑢𝑐𝑐𝑒𝑠𝑠𝑅𝑎𝑡𝑒(𝑅𝑖) =
𝑛success(𝑅𝑖)

|𝑋|

(4)

where 𝑛success(𝑅𝑖) indicates the number of successful cases in which the 
requirement 𝑅𝑖 is satisfied, while |𝑋| represents the total number of 
evaluated instances 𝑋 (i.e., 200 instances per evaluation subject).

Results. Fig.  3 compares the distributions of requirement satisfaction 
likelihood achieved by GLASS and the baseline approaches across the 
three CPS benchmarks. To assess whether the observed differences 
are statistically significant, we apply the Mann–Whitney U test; the 
resulting 𝑝-values are reported in Tables  5 and 6, with statistically 
significant differences (𝑝 < 0.05) highlighted.

When the adaptation problem is relatively simple, as in the ADAS 
benchmark, which has a single controllable feature, all approaches 
exhibit comparable performance. Notice that the purpose of includ-
ing ADAS as an evaluation subject is to validate GLASS in a con-
trolled, low-dimensional setting, thus offering a range of controllable 
features ranging from one to multiple. To assess the search-space 
reduction under multi-dimensional adaptation, RR and UAV evaluation 
subjects are leveraged, which have four and three controllable features, 
respectively, as stated in Table  4.

For the RR benchmark, GLASS consistently achieves higher median 
satisfaction likelihoods and tighter distributions across all requirements 
compared to the baselines. For the UAV benchmark, which involves 
3 controllable features and 12 requirements, GLASS attains median 
satisfaction likelihoods that are comparable to or slightly higher than 
those of the baselines for most requirements, typically ranging between 

4 We set the confidence threshold 𝜏 = 0.8, ensuring consistency with the 
configuration used by all baseline methods.
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0.9 and 0.95. These results indicate that GLASS maintains strong per-
formance as the dimensionality of the adaptation space and the number 
of requirements increase.

As anticipated above, we also evaluate the effectiveness of GLASS 
using the success rate metric across all requirements for each CPS bench-
mark. Notice that the success rate is an aggregate metric computed 
as the proportion of successful adaptation runs. Unlike the satisfac-
tion likelihood, which provides one continuous observation per run 
and therefore naturally lend themselves to distribution-based statistical 
analysis, the success rate is a single aggregate proportion derived from 
these outcomes.

As shown in Fig.  4, GLASS exhibits similar or superior success 
rates across all subjects when compared to the baseline methods. 
This confirms the robustness of GLASS in maximizing the number of 
simultaneously satisfied requirements across CPS domains with varying 
levels of complexity.

RQ1 summary. The results show that GLASS maintains com-
petitive or superior satisfaction likelihood and success rates 
across all benchmarks, with statistically significant gains in 
more complex scenarios. This suggests that GLASS effectively 
supports multi-requirement adaptation as system complexity 
grows.

5.2.2. Quality distance of adaptation decisions (RQ2)
We answer RQ2 by using the same setting as RQ1 but computing 

the quality distance for all methods under comparison and all selected 
subjects in Table  4. The score is defined as follows.

Metric 3 (Quality Distance). Given the adaptation configuration ̂𝐶𝐹 ∗

defined as a new value assignment to controllable features, the quality 
distance is 𝑑norm( ̂𝐶𝐹 ∗, 𝐼), that is, the normalized Euclidean distance 
between the configuration ̂𝐶𝐹 ∗ and the corresponding ideal operating 
condition 𝐼 .

The ideal operating condition 𝐼 is domain-specific and is defined 
according to the optimization direction of each controllable feature. 
Specifically, features to be maximized take their upper-domain bound 
as the ideal value, whereas features to be minimized take their lower-
domain bound. For example, in the RR subject, the ideal operating 
condition is 𝐼 = [100, 0, 0, 0]. This configuration reflects the objec-
tive of maximizing the cruise speed (upper bound of 100), while 
minimizing image resolution, illuminance, and control responsiveness 
(lower bound of 0) to reduce energy consumption. The quality distance 
𝑑norm quantifies the proximity of post-adaptation operating conditions 
with respect to ideal conditions (the smaller the distance, the better). 
We use normalization to adjust scale differences in the controllable 
features, ensuring that each feature contributes equally to the distance 
calculation regardless of domain size.
Results. The distributions of quality distances obtained by GLASS and 
the baseline approaches across the three subjects are shown in Fig.  5. 
Table  7 reports the results of the statistical significance tests. As lower 
quality distances indicate configurations closer to the ideal operating 
conditions, approaches with smaller medians are preferred.

For the RR subject, GLASS achieves a lower median quality distance 
than XDA and NSGA-III. CSA-𝛷 achieves the lowest median quality 
distance overall.

In the ADAS subject, GLASS yields a median quality distance com-
parable to those of XDA and NSGA-III but with a tighter distribution, 
suggesting more stable behavior across runs. In contrast, XDA and 
NSGA-III show similar medians but larger dispersion, with XDA exhibit-
ing several high-value outliers. CSA-𝛷 displays the largest variability, 
with both extremely high and low scores. This behavior can be at-
tributed to its exclusive reliance on counterfactual explanations without 
refinement using global information.
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Fig. 3. Distribution of satisfaction likelihood across requirements (higher is better).

Fig. 4. Success rate (higher is better).
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Fig. 5. Quality distance (lower is better).
Table 7
Mann–Whitney U test for statistical significance of the 
quality distance. Significant values (𝑝 < 0.05) are high-
lighted.

Comparison RR ADAS UAV
A B (𝑝-value) (𝑝-value) (𝑝-value)

GLASS NSGA-III 4.9e−31 1.1e−05 2.8e−10
GLASS XDA 4.6e−46 4.2e-09 2.2e-22
GLASS CSA-𝛷 0.2 0.5 0.4

For the UAV benchmark, GLASS achieves a median quality distance 
comparable to those of XDA and NSGA-III. Both NSGA-III and XDA 
exhibit a larger spread and multiple low-value outliers, indicating less 
robust performance across runs despite achieving competitive median 
values.

RQ2 summary. The results indicate that GLASS achieves qual-
ity distances that are comparable to or better than the baseline 
methods while exhibiting greater stability across runs. This 
suggests that GLASS consistently produces post-adaptation con-
figurations closer to the ideal operating conditions, particularly 
in more complex settings.

5.2.3. Computational cost (RQ3)
We address RQ3 using the same setup as RQ1 and RQ2, but we 

compute the computational cost in terms of wall-clock execution time 
taken by the plan component of the MAPE-K loop. Specifically, we 
compute the time taken by each of the initial configurations to adapt 
to the final configuration, that is, the value assignment to controllable 
features in the feature space. The execution time of GLASS is com-
pared with the selected baselines, using the subjects in Table  4. The 
reported execution times quantify only the computational overhead 
of the planning algorithm under controlled experimental conditions. 
They do not account for deployment-specific factors (e.g., hardware 
resource constraints, sensor acquisition and processing, communication 
latency, operating system scheduling, or actuator execution delays). All 
approaches are evaluated under the same experimental conditions to 
compare relative computational cost.
Results. Fig.  6 compares the computational cost of GLASS and the 
baseline approaches in terms of execution time across all evaluation 
subjects. Table  8 reports the results of the statistical significance tests. 
For the RR subject (largest feature space), GLASS achieves significantly 
lower execution times than NSGA-III and XDA, while performing com-
parably to CSA-𝛷. The median execution times of GLASS and CSA-𝛷
are 0.30s and 0.29s, respectively, indicating a negligible difference. It 
is shown in Fig.  6(a). In the ADAS subject, GLASS exhibits a median 
execution time of approximately 0.015s, representing a substantial 
improvement over the baseline methods, particularly NSGA-III, whose 
median execution time is almost an order of magnitude higher. CSA-𝛷
exhibits a slightly lower median execution time (around 0.02s). In 
Fig.  6(b), all white-box approaches (XDA, CSA-𝛷 and GLASS) run in 
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Table 8
Mann–Whitney U test for statistical significance of the 
execution time. Significant values (𝑝 < 0.05) are high-
lighted.

Comparison RR ADAS UAV
A B (𝑝-value) (𝑝-value) (𝑝-value)

GLASS NSGA-III 4.8e−36 4.5e−32 4.7e−38
GLASS XDA 8.8e−12 5.8e−23 1.2e−14
GLASS CSA 0.5 8.5e−44 0.5

the order of 10−2 s. GLASS nevertheless remains about an order of 
magnitude faster than NSGA-III. For the UAV subject (Fig.  6(c)), GLASS 
achieves the lowest median execution time (approximately 0.03s) on 
our experimental setup, which is two orders of magnitude faster than 
NSGA-III, as well as statistically significantly lower than those of XDA 
and NSGA-III (see Table  8).

We assess the scalability of GLASS by analyzing the computational 
cost (i.e., time taken in seconds) of the plan component of the MAPE-K 
loop with respect to two independent dimensions of problem com-
plexity: (i) the number of system requirements and (ii) the number of 
controllable features. Fig.  7(a) shows the execution time with respect 
to the number of controllable features, while Fig.  7(b) shows the 
execution time as the number of system requirements increases. Fig. 
7(a) illustrates the effect of the adaptation space given in the semantic 
space. As the number of controllable features increases from one (in 
the case of ADAS) to six (in the case of UAV25), the computational 
cost also increases. The increase is moderate rather than exponen-
tial, indicating that the search strategy effectively limits unnecessary 
exploration. Considering the effect of the number of requirements 
(Fig.  7(b)), the execution time generally increases as additional re-
quirements must be considered during adaptation planning. ADAS, 
which consists of only three requirements, exhibits the lowest execution 
time. RR, with four requirements, requires slightly more computational 
time, whereas the UAV benchmark, comprising twelve requirements, 
suffers a substantially higher cost. This is because each additional 
requirement introduces an additional predictive model whose confi-
dence must be evaluated during the generation and refinement of 
candidate adaptations. As a result, a larger set of requirements in-
creases the overall computational cost required to identify a satisfactory 
adaptation. Notice that RR (with four controllable features) exhibits a 
lower execution time than UAV (three controllable features). Although 
RR contains one additional controllable feature, it involves only four 
requirements compared with twelve requirements in UAV. As a result, 
the larger number of predictive models evaluated for UAV dominates 
the computational cost, showing execution time is determined jointly 
by the size of the search space and the number of requirements rather 
than by either one alone. The comparison between the UAV and the 
UAV2 provides additional evidence of scalability. Both benchmarks 
contain the same twelve requirements, differing only in the number 
of controllable features (three versus six). This experiment isolates the 

5 UAV2 has twice as many controllable features as UAV.
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Fig. 6. Cost in terms of execution time (lower is better).
Fig. 7. Scalability analysis. Error bars represent interquartile ranges.
effect of the adaptation-space dimensionality. Results indicate that the 
computational cost of GLASS increases in a controlled manner as the 
complexity of the adaptation grows. It shows that the proposed GLASS 
remains computationally practical for runtime adaptation of all selected 
evaluation subjects.

RQ3 summary. The results show that GLASS significantly 
reduces execution time compared to black-box optimization 
and achieves performance comparable to the fastest white-box 
baselines. This indicates that GLASS introduces a low planning 
overhead, making it a promising candidate for time-sensitive 
self-adaptation.

5.2.4. Sensitivity analysis (RQ4)
To answer RQ4, we analyze how the configuration hyperparameters 

of GLASS affect the satisfaction likelihood and adaptation quality dis-
tance. We vary one parameter at a time while keeping all others at their 
default values. We evaluate 𝜏 ∈ {0.5, 0.6, 0.7, 0.8, 0.9}, 𝑚𝑎𝑥_𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠 ∈
{2, 5, 10, 15, 20, 30}, 𝑛𝑢𝑚_𝑐𝑜𝑢𝑛𝑡𝑒𝑟𝑓𝑎𝑐𝑡𝑢𝑎𝑙𝑠 ∈ {1, 3, 5, 8, 10}.

Results. We report the distributions of satisfaction likelihood and 
quality distance by varying the confidence threshold 𝜏, 𝑚𝑎𝑥_𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠, 
and 𝑛𝑢𝑚_𝑐𝑜𝑢𝑛𝑡𝑒𝑟𝑓𝑎𝑐𝑡𝑢𝑎𝑙𝑠 across the three subjects. Fig.  8 shows the 
distributions of satisfaction likelihood and quality distance obtained 
when varying the confidence threshold 𝜏. Varying 𝜏 between 0.5 and 
0.9 yields identical distributions in all subjects. The median satisfac-
tion likelihood remains approximately 0.60, 0.91, and 0.87 for ADAS, 
RR, and UAV, respectively, and the median quality distance remains 
approximately 0.50, 0.08, and 0.68.

Fig.  9 shows the sensitivity analysis of GLASS with respect to 
𝑚𝑎𝑥_𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠. The search budget affects the results only when it is 
very small. With two iterations, for example, the counterfactual search 
often terminates before reaching a favorable region. In RR, the median 
quality distance increases from approximately 0.08 to 0.11, and the 
first quartile of the satisfaction likelihood decreases from approximately 
0.78 to 0.76. In ADAS, the upper quartile of the quality distance 
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increases from approximately 0.55 to 0.58. UAV is unaffected across 
the whole range.

Fig.  10 shows the sensitivity analysis of GLASS with respect to 
the factor 𝑛𝑢𝑚_𝑐𝑜𝑢𝑛𝑡𝑒𝑟𝑓𝑎𝑐𝑡𝑢𝑎𝑙𝑠. The number of counterfactuals has a 
negligible effect on satisfaction likelihood and a small effect on qual-
ity distance. In RR, the median satisfaction likelihood decreases only 
marginally (from approximately 0.92 to 0.90), while the median quality 
distance increases from approximately 0.06 with one counterfactual to 
approximately 0.10 with ten. In ADAS, the median quality distance 
increases from approximately 0.50 to 0.53, although a single counter-
factual yields a wider spread (interquartile range approximately 0.35 
to 0.55). UAV is unaffected.

RQ4 summary. Increasing the number of counterfactuals does 
not substantially affect the satisfaction likelihood, although a 
slight increase in quality distance is observed for RR and ADAS. 
Overall, the results provide no evidence that subject-specific 
tuning is necessary for the considered subjects, suggesting that 
the same default configuration can be used across them.

5.3. Threats to validity

For practical reasons, all experiments are conducted in a simulated 
environment rather than on real-world systems. This choice constitutes 
a potential threat to external validity, as the results depend on a specific 
simulation platform. We mitigate this threat by evaluating GLASS on 
three publicly available, open-source CPS benchmarks that differ in the 
number of requirements and in the size of their controllable and ob-
servable feature spaces. The use of multiple, heterogeneous benchmarks 
improves the generalizability of the findings and enables replication by 
other researchers.

A potential threat to internal validity arises from the counterfactual 
generation process, which may emphasize changes to certain features 
while neglecting others. To mitigate this risk, we generate counterfac-
tuals based on nearest-neighbor configurations, rather than relying on 
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Fig. 8. Sensitivity analysis w.r.t. 𝜏.
Fig. 9. Sensitivity analysis w.r.t. 𝑚𝑎𝑥_𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠.
Fig. 10. Sensitivity analysis w.r.t. 𝑛𝑢𝑚_𝑐𝑜𝑢𝑛𝑡𝑒𝑟𝑓𝑎𝑐𝑡𝑢𝑎𝑙𝑠.
random or arbitrary feature changes. In addition, features are selected 
for modification according to their contribution to confidence loss, 
ensuring that adaptations are guided by features with a meaningful 
impact on requirement satisfaction.

We address construct validity threats by comparing GLASS against 
three baseline approaches using multiple, well-defined evaluation met-
rics. The simulated setting provides full control over both controllable 
and observable features, enabling consistent and repeatable experi-
mentation. To enhance the reliability of our findings, each experiment 
is repeated 200 times. Statistical significance is assessed using the 
non-parametric Mann–Whitney U test.
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6. Discussion

This section discusses GLASS and its underlying assumptions and 
limitations that should be considered when GLASS is deployed.

6.1. Assumptions and limitations

GLASS relies on assumptions common to learning-based self-
adaptation. First, it assumes that the predictive models available in 
the Knowledge component remain representative of the operational 
environment after deployment. This assumption is reasonable when the 
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system behavior and its environment do not undergo substantial distri-
bution shifts. Second, GLASS assumes that controllable feature domains 
are correctly specified, ensuring that all generated adaptations remain 
feasible. The approach also inherits the assumptions of the explanation 
techniques it employs. PDPs estimate marginal feature effects under a 
feature-independence assumption. Moreover, GLASS exploits PDPs only 
to guide the search toward promising regions rather than to replace the 
predictive models used to validate candidate adaptations.

6.2. Generalizability of our results

Our empirical evaluation is currently limited to simulation-based 
cyber–physical system (CPS) benchmarks. Although these benchmarks 
span different levels of complexity, GLASS is not inherently specific 
to CPSs and may generalize to other classes of software-intensive 
autonomous systems, provided that the assumptions underlying the 
approach hold (e.g., the availability of predictive models, well-defined 
controllable features, and runtime adaptation through a MAPE-K feed-
back loop). Nevertheless, such generality has not yet been experimen-
tally validated. Future work will therefore investigate the applicability 
of GLASS to additional application domains, including real-world de-
ployments and alternative autonomous software systems, to further 
assess its robustness and external validity.

7. Related work

This section provides a brief overview of existing work on foun-
dational perspectives of explainability and its integration into au-
tonomous and adaptive systems. We have categorized it into different 
sections, as follows.

7.1. Explainable AI

Explainable AI refers to the ability of an AI model to be transparent 
and understood by different stakeholders involved in it [29]. This field 
has emerged as crucial for making black-box predictive models inter-
pretable. Indeed, predictive models having an opaque nature (e.g., deep 
neural networks) reduce user trust and also hinder the ability to make 
effective decisions [30].

The usage of AI components in software systems is increasing; there-
fore, explainability is now gaining attention in the field of software en-
gineering as well [31,32]. Foundational research in explainable AI [33,
34] has introduced a variety of techniques for interpreting machine 
learning models, including feature attribution methods, example-based 
explanations, counterfactual explanations, and global explanation tech-
niques. These studies primarily focus on improving the interpretability 
and transparency of machine learning models and establishing methods 
for evaluating explanation quality. GLASS builds upon existing model-
agnostic explanation techniques by integrating them into the feedback 
loop to support runtime adaptation decisions.

7.2. Explainability in self-adaptive systems

Self-Adaptive systems need to adjust themselves in response to 
changes in their surroundings, operating conditions, or user require-
ments. Most often, these systems utilize black-box predictive models 
to make complex decisions. For this reason, the stakeholders (system 
engineers and end users) may find difficulty in understanding why 
such a system is adapted in a certain manner, especially in safety-
critical domains where each decision has a considerable impact [35]. 
Thus, integrating the notion of explainability into adaptive systems has 
gained momentum recently.

Diallo et al. [36] propose a mechanism that utilizes explainable AI 
to build user trust in a deep learning model, as well as to reduce the 
search space of adaptations. Blumreiter et al. [37] presented the MAB-
EX framework that aims to make cyber–physical systems explainable 
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at runtime. MAB-EX aims to answer the questions and explain the 
system behavior to the stakeholders. The author in [38] argues that 
explanations come with associated costs, and also, there is a possibility 
that humans may make bad judgments. Therefore, they believe that it 
is not always necessary that explanations be helpful, and also, which 
explanation is to be provided to the operator. To address this concern, 
they propose a formal framework to reason about the behavior of an 
adaptive system and to characterize explanations with regard to content 
and cost. Wohlrab et al. [39] propose an approach that makes use of 
machine learning techniques to explain and reason about automated 
planning. They identified the trade-offs between quality attributes to as-
sist humans in understanding the adaptation behavior. XRL-DINE [40] 
is proposed, which combines explainable reinforcement learning tech-
niques to make adaptation decisions transparent, thus enhancing user 
trust as well as assisting in the debugging of self-adaptive systems. 
The XSA [7] framework is proposed, which is tailored to achieve 
different levels of explainability and provides proof of concept to give 
an explanation to adaptation decisions in the domain of robotics. There 
could be different human roles regarding the adaptation loop, and 
XSA differentiates between these different roles, such as ‘‘out-of-the-
loop’’ users (who do not involve themselves in the adaptation process) 
and ‘‘in-the-loop’’ users (who may monitor or supervise the adapta-
tion process) [41,42]. Based on that, EASE [43] — a framework that 
combines statistical model checking and interpretable machine learning 
— is proposed, which enforces dependability via formal analysis to 
enhance the level of trust in human–machine teaming. Negri et al. [44] 
presented the XDA approach that incorporates an interpretable machine 
learning technique into the feedback control loop. It not only makes 
the black-box model transparent, but it also reduces the computational 
cost by reducing the search space of controllable features. The authors 
validated their approach in the robotics domain.

Existing explanation-driven adaptation approaches leverage inter-
pretability to improve runtime adaptation; they essentially rely on 
either local or global explanatory information. XDA employs global 
model explanations (PDPs) to guide white-box optimization but lacks 
instance-level guidance; CSA-𝛷 leverages counterfactual explanations 
for minimal, instance-specific adaptations but provides no global per-
spective. In contrast, GLASS combines both explanation types as
machine-readable artifacts within the runtime optimization pipeline. 
Moreover, GLASS recognizes computational efficiency as a first-class 
concern, critical for CPS, by separating expensive PDP computation (in 
the offline phase) from the online adaptation.

8. Conclusion

We introduce GLASS, a novel two-stage, explanation-driven self-
adaptation approach that improves both the transparency and effi-
ciency of runtime adaptation decisions. GLASS integrates joint global–
local explanations into the feedback control loop to guide adaptation at 
runtime. Local explanations in the form of counterfactuals are exploited 
to craft adaptation decisions, while global explanations derived from 
PDPs provide a broader understanding of the model’s behavior to 
support informed adaptation when local information is insufficient.

We evaluate GLASS through an empirical study using three evalu-
ation subjects (open-source CPS benchmarks) and compared it against 
three baseline methods, including XDA, CSA-𝛷, and a black-box op-
timization method (NSGA-III). The results show that GLASS achieves 
significantly lower or comparable execution times relative to the base-
lines. In terms of effectiveness, GLASS consistently delivers competitive 
or superior performance with respect to satisfaction likelihood and 
success rate, while maintaining robust quality distance across varying 
levels of subject complexity.

We plan to extend GLASS by incorporating other optimization 
strategies, such as Bayesian optimization, which could be employed
to further refine search within the explanation-guided feature
space. Finally, integrating additional model-agnostic interpretability
techniques — such as SHAP values and feature importance measures 
— represents a promising direction for providing richer and more 
heterogeneous explanations to support transparent self-adaptation.
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