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Abstract. Deep Neural Networks (DNNs) often produce overconfident
predictions even when their inferences are incorrect. This kind of unex-
pected behavior is especially likely and possibly harmful when dealing with
Out-of-Distribution (OOD) samples. The occurrence of these situations
underscores the need to quantify the uncertainty of the model’s output to
mitigate its overconfidence. In this context, Monte Carlo (MC) sampling
is a widely used approach for quantifying uncertainty in estimators like
DNNs. However, this methodology requires processing a data point with
the DNN multiple times, resulting in a computationally expensive and
time-consuming process that is unsuitable for time-sensitive applications.
The teacher—student framework is designed to deal with these situation by
distilling a teacher model knowledge into a more efficient student model,
offering a mitigation to the MC sampling cost. Yet, this framework typically
fails to capture the teacher’s sampling behavior in the student and, thus,
to generalize beyond the training data. In this work, we propose a revised
teacher—student framework, Leaky Distilled Monte-Carlo (LDMC), that
distills both the MC sampling process and the teacher’s predictive knowl-
edge. LDMC improves the accuracy of uncertainty estimation across the
evaluated datasets, achieving gains of up to 30% relative to existing single-
pass methods when compared to the full MC estimate, while increasing
the inference time by only about 7—20% of a single forward pass.

Keywords: Monte-Carlo - uncertainty - distillation - teacher-student

1 Introduction

As reliance on Deep Neural Networks (DNNs) grows, so does the risk associated
with their failures [6]. In domains like healthcare, autonomous driving, and robotics,
reliable model inference is essential to prevent harmful or costly errors [18]. Similarly,
the increasing deployment of large-scale chatbots and decision-support systems
highlights the need for reliable fact-checking and confidence-aware predictions.
In this context, uncertainty estimation of the inference provides a quantitative



2 A. Maleki et al.

measure of predictive reliability and has become a crucial component of trustworthy
machine learning systems [12127].

Uncertainty can be characterized along multiple dimensions [IT]. A commonly
adopted taxonomy distinguishes between aleatoric uncertainty, which arises from
inherent noise in the data, and epistemic uncertainty, which reflects uncertainty due
to limited model knowledge. From a knowledge-based perspective, model inputs
can be broadly divided into knowns and unknowns. Knowns correspond to inputs
that are well represented in the training distribution and for which the model can
make reliable inferences. In contrast, unknowns encompass inputs that fall outside
the model’s reliable knowledge [11]. When we do not have high observational noise,
known inputs are typically associated with low uncertainty, whereas unknown
inputs should yield high uncertainty estimates.

In turn, DNNs are well known to produce confident but incorrect predictions
when faced with out-of-distribution (OOD) inputs, insufficient training data, or
corrupted samples. This is an overconfident behavior that motivates the need for
principled uncertainty estimation mechanisms.

Since the distributions of model parameters and outputs are generally in-
tractable [7], uncertainty must be estimated rather than computed exactly. From
a Bayesian perspective, Monte Carlo (MC)-based methods [3] approximate the
predictive posterior distribution by performing multiple stochastic forward passes
using mechanisms such as model ensembles [21] or MC Dropout (MCD), which
randomizes dropout masks to simulate sampling from the posterior [7]. Although
MC-based methods provide strong performance, their computational cost limits
practical deployment. In particular, repeated stochastic forward passes at inference
time make them unsuitable for latency-sensitive applications. Recent work has
explored distillation-based approaches to compress MC-based uncertainty into a
single forward pass [15J24]. However, these approaches often suffer from degraded
uncertainty quality, especially on OOD or previously unseen data.

To address this limitation, we introduce Leaky Distilled Monte Carlo (LDMC)
method, which is a teacher—student distillation framework where a student DNN
is trained to approximate the behavior of a teacher DNN [I0]. To enable this
information leak, we propose Quantized Monte-Carlo Dropout (QMCD), which
quantizes the dropout mask distribution. With a single forward pass, the student
approximates the teacher’s uncertainty estimates, despite having only partial
access to the teacher’s stochastic sampling process. By exposing the student to
incomplete information about the teacher’s MC sampling process during training,
the student learns to infer the teacher’s uncertainty behavior, enabling efficient
single-pass uncertainty estimation at inference time.

The main contributions of this paper are: (1) A teacher—student distillation
framework that compresses MC-based uncertainty estimation into a single forward
pass. The student is trained using partial information about the teacher’s dropout
masks, encouraging robust approximation of the sampling behavior. (2) A con-
trolled variant of MCD that closely approximates standard MCD while reducing
complexity by quantizing the distribution of dropout masks. (3) An evaluation of
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the framework under a structured data split, demonstrating improved uncertainty
estimation compared to state-of-the-art (SotA) baselines.

The remainder of this paper is organized as follows. Section 2 reviews related
work on uncertainty estimation. Section [3] presents background on MCD and
teacher—student uncertainty estimation. Section [4] introduces LDMC. Section [j]
reports the experimental evaluation. Section [6] concludes the paper.

2 Related Work

We organize the related work into two categories: uncertainty estimation in deep
learning and efficient uncertainty estimation via distillation.

2.1 Uncertainty Estimation in Deep Learning

A wide range of methods has been proposed for uncertainty estimation in deep
learning [8], including Bayesian approaches [I3] and evidence-based methods [26].
Bayesian neural networks (BNNs) model uncertainty by placing probability distribu-
tions over network parameters and performing inference via posterior sampling [I3].
While exact Bayesian inference provides a principled framework for uncertainty
quantification, its computational cost renders it impractical for modern deep neural
networks, thereby motivating approximate methods.

To enable scalable uncertainty estimation in deep neural networks, several
approximate Bayesian inference methods have been proposed. Among them, Monte
Carlo Ensemble (MCE) [2I] and MCD [7] are particularly popular due to their
simplicity and effectiveness [27]. MCE involves training multiple independently ini-
tialized models, which are treated as samples from the posterior distribution. Each
input is passed through all models, and the outputs are aggregated to quantify the
predictive uncertainty across the ensemble. MCD [7] approximates Bayesian infer-
ence by applying stochastic dropout masks at inference time, enabling uncertainty
estimation using a single trained model. As shown in [7], increasing the number of
MCD samples leads the uncertainty estimate to converge toward the BNN approx-
imation. To obtain more stable uncertainty estimates, a controlled variant of MCD
(CMCD) was introduced, in which MC sampling is performed by randomly selecting
from a set of pre-sampled masks rather than drawing new masks from the original
distribution at each forward pass [9]. Due to their simplicity and effectiveness,
MCE and MCD form the backbone of many SotA uncertainty estimation methods.

Another line of work approximates the Bayesian posterior locally around a
trained network using the Laplace approximation. Laplace Redux [4] revisits this
classical approach and demonstrates that a Gaussian approximation centered at
the maximum a posteriori solution can provide competitive uncertainty estimates.
Among these approximations, variational inference methods learn a tractable
variational posterior to approximate the intractable Bayesian posterior, enabling
scalable uncertainty estimation in deep models [2/19].
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2.2 Efficient Uncertainty Estimation and Distillation

Despite their performance, MC-based approaches require multiple stochastic for-
ward passes, resulting in significant computational overhead. This limitation has
spurred research into efficient alternatives that preserve uncertainty quality while
reducing inference cost. Distillation-based approaches, such as the teacher—student
framework [10], aim to transfer the predictive distribution or uncertainty estimates
of a teacher model—the model being distilled—into a single-forward-pass student
model [T524]. These approaches enable uncertainty estimation with a single forward
pass, making them attractive for real-time applications. In Bayesian Dark Knowl-
edge [15], the student is trained to directly predict the output distribution produced
by the MC—sampled teacher, from which the total uncertainty is later derived. In
Bayesian Bright Knowledge (BBK) [24] the student is augmented with an additional
output head dedicated to estimating the epistemic uncertainty provided by the
teacher. Hydra distillation method [25] preserves the predictive diversity of the orig-
inal ensemble by utilizing a multi-headed architecture where separate lightweight
heads mimic individual ensemble members through a shared body network.
However, existing distillation techniques often struggle to generalize under distri-
bution shifts and tend to underestimate uncertainty for OOD inputs. In particular,
distilled students may fail to capture the stochastic behavior of MC-based teachers,
leading to degraded uncertainty estimation. Our work addresses this challenge by
allowing the student to exploit partial information about the teacher’s sampling pro-
cess, resulting in improved uncertainty fidelity without incurring MC inference costs.

3 Background

In this section we present MCD for uncertainty estimation in DNNs and the
application of the BBK framework for efficient uncertainty estimation.

3.1 Monte-Carlo Dropout

MCD-based address the problem of uncertainty estimation for a given DNN model
0 [7]. For a classification problem over K classes (Cy,...,C,....,Cx ), given an input
x, the predictive (total) uncertainty is quantified using the entropy of the model’s
output distribution y = pg(k|x) [14]. A high entropy indicates a near-uniform
predictive distribution, reflecting high uncertainty, whereas a low entropy implies a
concentrated distribution, indicating high confidence. The total uncertainty, u;(x),
is defined as

K
u(x) = Hpo (k[x)] == _ Ps(Ck|x)log Py (Ck|x). (1)

k=1
Since the true predictive distribution pg(k|x) is generally intractable, we approx-
imate it using MC sampling. The DNN is equipped with D dropout layers [7], each
with dropout probability pgrop, which enables MCD. At each iteration t € {1,...,T'}
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and for each dropout layer d € {1,...,D} of the DNN, dropout masks m((;) are
independently sampled from a Bernoulli distribution, producing outputs that are
aggregated to form an empirical distribution

q(k[x) ~p(k|x). 2)

The i-th element in the dropout mask of the d-th layer, denoted by m((f)i, is
sampled as

———,  with probability 1—p4,0p,
mglt,)i: 1=parop P ' 3 p’ <3)

0, with probability pgrop-

where the scaling factor 1/(1—pa.,) ensures that the expected value of the mask
remains equal to one.
Let 2 (x) denote the output logits of 6 at MC iteration t, defined as

28 (%) = fo(x; M), (4)

where fg(-) is the function computed by the DNN and M, denotes the set of
dropout masks applied at iteration ¢:

M® :{mgt)7...,mg)}. (5)

For a fixed mask realization M®) | we obtain a local predictive distribution
by applying the softmax(-) function to the logits, yielding gq(k|x;M®)). By ag-
gregating predictions across multiple (T") MC samples, we can then estimate the
empirical predictive distribution as follows:

Qo (k|x;/\/l(t)> =softmax (z(t) (x))

T . (6)
qo(k|x) = %an (kIX;M(”>
t=1

Given the local predictive distributions gy (k:\x;/\/l(t)) obtained from individual
MC samples, we can further decompose the predictive uncertainty into aleatoric and
epistemic components. The aleatoric uncertainty, denoted by wu,(x), is quantified
as the expected entropy of the local predictive distributions [I4]. The epistemic
uncertainty, denoted by u.(x), is captured by the mutual information between
the model parameters and the predictions [I4], which can be computed as the
difference between the total uncertainty and the aleatoric uncertainty. As we do not
have access to pg, we use gy to estimate 4, 44, and 4. Formally, these quantities
are defined as follows:

T

a(x)=Hlg(k[x)],  (7) aa(x)zfzﬂ[qg(mxmm)}, 8)

Ue (X) =0y (X) — g (X). (9)
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3.2 Teacher-Student for Uncertainty Estimation

...............

Ur(x)
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|
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Fig. 1. The system model of a simple teacher—student method. The total uncertainty is
computed from the student output layer, while epistemic uncertainty is predicted by the
uncertainty quantification layer.

The teacher-student framework was first introduced to distill knowledge from a
teacher model 7 into a, typically more efficient, student S. The student is trained
by minimizing the reconstruction error between its output ys and that of the
teacher y .

In the context of MCD for uncertainty estimation, the use of the student DNN
is twofold [24]: (i) predict the teacher output distribution (from which we can
estimate 4 s(x) ~ 4, 7(x)), and (ii) predict an aleatoric uncertainty estimate
Uq,s R Uq, 7 (extending the architecture with a second output head).

The epistemic uncertainty estimate . s~ . 7 is predicted by removing the
aleatoric component from the total uncertainty. The overall process and architec-
tures are reported Fig. [1} 7 is used in the MC sampling process, S predicts both
the estimate output class distribution (computing the logits from the hidden vector
embedding the input) and the estimate aleatoric uncertainty estimate (using both
the hidden vector and the logits).

We train the student to minimize the Kullback-Leibler (KL) divergence be-
tween its predictive distribution ys = ¢s(k|x) and the teacher’s MC empirical
distribution yr = g7 (k|x; M), encouraging the student to match the teacher’s
predictive behavior [I5]. We introduce an additional term to the loss for uncertainty
supervision: the Mean Squared Error (MSE) loss between the teacher’s aleatoric
uncertainty 4, 7(x) and the student’s regression head output, as used in BBK [24].
The overall student’s training loss Lg is therefore defined as follows:

Ls =Ex m[Dkwlgs(k[x)lgr (kx;:M)) +MSE(ta,s (x),la,7(x;M))],  (10)
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where M= {M(l) ,...,M(T)} is the set of all the sets of dropout masks generated
by the MC sampling.

4 Proposed approach
In this section, we present our LDMC approach, where a student leverages partial

information from the teacher’s MC sampling process and, then, describe how the
teacher leaks this information to the student.

4.1 Leaky Distilled Monte-Carlo
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Fig. 2. System model of the LDMC method. The mask generator produces decomposable
dropout masks used by the teacher for Monte Carlo sampling, while the common knowledge
masks are shared with the student on the right. The aggregator module consolidates the
information and forwards it to the soft dropout layers.

To provide the student with partial information about the MC sampling process
in our proposed teacher-student framework, we expose S to information derived
from the dropout masks following the process depicted in Figure 2] We employ a
student model that shares the same backbone architecture as the teacher, but differs
in the additional regression head (to predict u,) and the use of soft dropout layers
to make use of the leaked information. This enables a more general formulation
of the loss in Equation . ‘We model each dropout mask as a composition of two
independent random tensors, m= f(m,,m,), where m,, represents mask compo-
nents private to the teacher and m, denotes components shared with the student
as common knowledge. Under the assumption that m, and m; are independent,
the entropy of the full mask decomposes additively as

Hp(m)| = Hp(my,)]+ H[p(m,)].

Using this decomposition, we can rewrite Equation as follows:

Ls=Fx, m, M [Dgr(gs (klx;Ms)|lgr (k|x;M)) +MSE(ila,s (x:Ms) e, 7 (x:M)) ], (11)
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where M is the set of masks with shared information used by S.

Output prediction during training follows the procedure is illustrated in Figure[2]
At each MC sampling iteration, a mask generator produces the dropout masks
M® | the shared component are aggregated layerwise throughout the iterations
and fed to the student in the form of soft masks M = {my,...,mp}. The aggregation
function can be any, possibly learnable, function combining the masks and preserv-
ing the values in the range [0,1] CR. The soft masks are applied via the hadamard
product (element-wise multiplication) to the hidden vector hy+ h;Gmy.
At inference time, the mask generator keeps generating masks for the student.

4.2 Quantized Monte-Carlo Dropout

As mentioned earlier, student models may exhibit reduced generalization under
unseen or distribution-shifted data [20]. To convey information about the teacher
model’s MC sampling process to the student and, thus, improve generalization,
we need to leak data regarding the dropout masks. However, sharing all 7" masks
sampled by the teacher is impractical because the masks are uniformly sampled
(see Figure a)): as T grows large, aggregating information from all masks yields
no additional insight beyond their mean. Therefore, to establish an information
channel between the teacher and the student for the MC process, we compress the
mask distribution.

°

°
°

a b c d
Fig. 3. Illu(st)ration of mask sam(p)ling strategies: (a) {J)niform mask distribu(ti)on in MCD.
(b) CMCD, where M masks are sampled initially and resampled during training. (c)
QMCD, where M central masks are first sampled, R masks selected during training, and
T dropout samples drawn. (d) The R masks are provided to the student.

Our work generalizes over CMCD [9], which proposes to initially samples a set
of M masks and then resamples from these during the MC process, as illustrated in
Figure b). Applying this method directly to provide MC-sampled masks to the
student would result in a number of masks close to either M or T'. Choosing a small
M makes the process tractable, but leads to unstable uncertainty estimates and poor
convergence. To address these issues, we propose a method that allows the student
to receive informative mask data while maintaining stable uncertainty estimation.

We first sample M initial masks for each layer from a Bernoulli distribution
with dropout rate pgrop to form the set

M ={m{" ~Bernoulli(pgop) ¥me[1,M]CNVde[1,D]CN}.  (12)



Leaky Distilled Monte Carlo for Efficient Uncertainty Quantification 9

A\

(t) 1

—Pcorr
My 1

\ Pru
1—parop 1

I )
b

A

Fig. 4. Two-step Bernoulli sampling process that preserves the marginal probability
distribution of each element in the mask tensor.

At each training iteration, we sample randomly without replacement R < M masks
from M for each dropout layer to compose M. Subsequently, for each dropout
layer, we sample randomly with replacement 7" masks using the previously R
selected masks, as illustrated in Figure c). Each of these T'x D samples un-
dergoes a random walk process with rate p,., to finally compose M. The overall
sampling procedure is illustrated in Figure |4, with peopr = (1=Parop)/pgrop * Prw and
D < Pron/(1=pasop)- Deorr 1S & correction factor ensuring that the mean of the mask
remains equal to 1, in fact

l_pdTop

P(m(dt,z, :O) =Pdrop- <1_ prw) +(1_pdrop)'p7“w:pdrop~ (13)

Pdrop

If the masks in M are sufficiently separated, increasing p,,, causes the distribu-
tion to approach the uniform distribution of standard dropout. In particular, for
Ddrop=1/2 and p,,,=1/2, the resulting distribution matches the standard dropout
distribution exactly.

Algorithm 1 Quantized distribution MCD (QMCD)

Require: Input sample x, teacher model T, initial masks M

1: M, {m{)~Unif({m{"™” € M;}) ¥re[1,R]CN Vde [1,D] CN} > W /o repl.
2: fort€[1,7]CNdo > For each iteration of MC sampling
3: for de[1,D]CN do > For each dropout layer
4 Ih(dt) emNUnif({mgc)leMs}) > W/ repl.
5 P < (Prawt =20 ar0p)fp gy o prow) -1

6: ng) <—n~Bernoulli(pg))

7 m,(it) — mgil@nfit) > Take random walk
8 end for

9: M(t)<—{m§t)7...,m%)}
100 yP e qrklMm®)

11: end for

12: 9(7’3) el/TZthlygf)NQT(Hx)
13: i, 7(x) Y131 Hly'P]
14: return yr, tq, 7(x), M,
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The QMCD uncertainty is computed as described in Algorithm [1} The algo-
rithm outputs the average predicted distribution y7, the aleatoric uncertainty
4 (x), and the sub-sampled masks M. These outputs are then used to train the
student. It receives M as partial information from the teacher while the random
tensors in M® are used only by the teacher. Thus, the student is aware of the
teacher’s sampling regions without accessing the full random variations.

5 Evaluation

In this section, we describe our experimental setup, we report about the evaluation
of QMCD and that of the LDMC , and, finally, we discuss the results.

5.1 Experimental Setup

We assess the effectiveness of our method on two image classification datasets,
namely MNIST [5] and CIFAR-10 [I6], and on one text classification dataset,
namely DBpedia-14 [28]. To assess the quality of uncertainty estimation, we par-
tition the data into three groups: known-known (kk), known-unknown (ku), and
unknown-unknown (uu), similar to the open-set recognition tasks [I]. The kk sam-
ples correspond to the in-distribution data, while ku and wu represent different
types of unknown (OOD) data.

During training, the teacher model is trained exclusively on samples from
the kk classes. The student model is then optimized to reproduce the teacher’s
predictive distribution and uncertainty estimates on samples drawn from both
the kk and ku sets. Importantly, the ku samples are not used as labeled OOD
examples; rather, they provide additional inputs on which the student can observe
the teacher’s uncertainty behaviour. At test time, both models are evaluated on kk,
ku, and previously unseen wu classes. Since the uu classes are disjoint from those
used during training, performance on uu assesses the extent to which the distilled
uncertainty function generalizes beyond the specific training inputs.

Throughout the experiments, we apply a sensitivity analysis to the pgrop and
Prw to understand quantitatively the behavior and robustness of the proposed
method (note that when p,,, =0 QMCD behaves as CMCD). Furthermore, we
compare our approach with two SotA baselines: we evaluate the proposed QMCD
approach against CMCD [9], and we compare LDMC with BBK [24], a basic
teacher—student method, as shown in Figure[I] For each configuration, we repeat
the experiment seven times, and report the average result for robustness.

We conduct our experiments on a workstation equipped with an Intel Core
i9-14900KF CPU, 64 GB of RAM, and a Nvidia RTX 4090 GPU.

5.2 Uncertainty Estimation with QMCD

We evaluate the QMCD approach on all the three datasets. Hereafter, we report
the detailed results of MNIST and summary results of experiments on all three
dataset. Results on CIFAR-10 and DBPedia-14 can be found in the Appendix.
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Fig. 5. Epistemic uncertainty per class is shown for the MNIST dataset under different
experimental scenarios and dropout rates (parop € {0.3,0.5}). The colored bars correspond
to different p,., values (pr €{0, 0.2, 0.4}) and the MCD baseline. Labels highlighted in
gray and blue denote the unknown and known classes, respectively.
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Fig. 6. (a) Average aleatoric uncertainty, (b) average total uncertainty of the known
classes. (c) Average aleatoric uncertainty, (d) average total uncertainty of the unknown
classes. The uncertainty value converges to that of MCD value increasing pr.

In MNIST experiments, we designate digits >0’ and ’9”, respectively, as the
ku and uu classes (the unknown classes), while all the remaining digits treated as
kk. To assess sensitivity to the choice of unknown classes, we test a second scenario
in which digits 2 and ’3’ are designated, respectively, as ku and uu. We train
an AlexNet [I7] with D=2 dropout layers, we set M =10 [9], R=3, and T =128,
we vary pr, €{0,0.2,0.5} and pgrop €{0.1,0.3,0.5,0.7}.

As we can see from Figure[5] for all classes, as we increase p,,, the uncertainty
values get closer to the base MCD value for both the epistemic and the total
uncertainty. The value of the epistemic uncertainty increases by increasing of p;.,,
because the model’s entropy increases by p,.,, and depending on the behavior of
the aleatoric uncertainty, which is intrinsic to the data, the total uncertainty can be
ascending by p,,. Looking at Figure[6] we can see how the uncertainty values of the
known and unknown classes increase by increasing pgrop and pr,,. The sensitivity
of the model increases with pgy.p for all classes.

For CIFAR-10, we adopt a VGG-16 model [23] with D=3 dropout layers. For
DBpedia-14, we use a DistilBERT model [22] in which the dropout layers D=7
are replaced with the proposed dropout layers for different values of p and p.,. All
other experimental settings follow those used for MNIST.

We report the results for all three datasets at pgyop =0.3 in Table[I] For each
dataset, the leftmost column presents the uncertainty estimated by the MCD base-
line, while the remaining columns report the relative differences between the QMCD
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Table 1. Epistemic, aleatoric, and total uncertainty values and their relative differences
under varying pr, values for MNIST, CIFAR-10, and DBpedia, reported for known (k)
and unknown (u) samples.

\ MNIST \ CIFAR-10 \ DBpedia
Unc. | Diff. value % | Unc. | Diff. value % | Unc. Diff. value %
Value Value Value
Prw= Prw= Prw=
Prw value
0.5 0.5 0.5
Epistemic k]0.012 |38% 13% 2% | 0.038 |16% 15% 0% | 0.025 | 3% 1% 1%
p u| 0.556 | 22% 8% 2% 0.116 |15% 14% 0% | 0.238 |-11% -3% 1%
Aleatoric K| 0-011 [22% 3% 2% 0.077 | 9% 9% 2% 0.126 | -4% 0% 0%
u| 0368 | 9% 0% 0%]|0.270 | 8% 7% 2%|1.243 |-11% -4% -1%
Total k| 0.024 |31% 8% 2% | 0.115 |10% 10% 2% | 0.152 | 4% 1% 1%
ul 0924 |17% 5% 2% |0.386 |10% 8% 2% | 1.481 |-12% -4% -1%

estimates and the MCD values. Across all three uncertainty types, increasing p,,
leads, as expected, to closer agreement with the MCD estimates. As shown in Tablel[]]
and detailed Figure QMCD outperforms CMCD [9], corresponding to QMCD
with p,, =0, consistently on both known and unknown classes as p,, increases.

5.3 Distillation and Efficient Inference with LDMC

In these experiments we follow the same configurations from the ones in Section[5.2}
Moreover, as before, we do the experiments on the three datasets.

In MNIST experiments, we designate digits >0’ and ’9”, respectively, as the
ku and uu classes (the unknown classes), while all the remaining digits treated as
kk. To assess sensitivity to the choice of unknown classes, we test a second scenario
in which digits 2 and ’3’ are designated, respectively, as ku and uu. We train
an AlexNet [I7] with D=2 dropout layers, we set M =10 [9], R=3, and T =128,
we vary pry €{0,0.2,0.5} and pgrop € {0.1,0.3,0.5,0.7}. As aggregator function to
compress the ordered masks for the soft-dropout layer, we use a weighted sum
(with learnable weights, one for each of the R masks) followed by a sigmoid action.
The CIFAR-10 experiments and the DBPedia-14 experiments follow the structure
of MNIST with VGG-16 and DistilBERT, respectively, as we did in the previous
experiment. We train student models using LDMC and BBK, as baseline, using
the loss function introduced in Equation .

Figure[7]shows how a student trained with LDMC achieves lower KL divergence
and RMSE losses than BBK. Varying the value of pgyop, as shown in Figure b),
or modifying the ku and wu settings, as presented in Figure c), does not alter
this behaviour. Results in Figure [§|show how LDMC consistently yields lower loss
values than the baseline method BBK across all configurations.

The full results for all three datasets at pgyop =0.3 and pr, €0.2,0.5 are summa-
rized in Table[2] In the majority of cases, LDMC yields lower loss values across all
three input categories. For MNIST, LDMC achieves reductions in KL loss of 35%,
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Fig. 7. Student training loss 207/25 different configurations on the MNIST dataset and
prw=0.2. (a) KL loss for p=0.3 (b) KL loss for p=0.5 (¢) KL loss for p=0.5, ku is 0’
and uu is ?9°. (d) RMSE loss for p=0.3 (e¢) RMSE loss for p=0.5 (f) RMSE loss for
p=0.5, ku is ’2? and wu is ?3°.
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Fig. 8. KL loss comparison between LDMC and BBK method for varying values of p at
Prw=0.2 and pr,=0.5. (a) shows the average loss for the kk classes, (b) the loss for the
ku classes, and (c) the loss for the uu class.

27%, and 31% for kk, ku, and wu, respectively, compared to BBK. For DB-Pedial4,
these values are —14%, 60%, and 24%, respectively. Overall, the LDMC student
achieves nearly the same classification accuracy, for kk data, as the BBK student,
and both match or slightly exceed the teacher’s accuracy. Although LDMC has
a 7—20% increase in inference time relative to BBK, as shown in Table similarly
to BBK, LDMC reduces inference cost of a single data by roughly a factor of 1/T
(for T=100) compared to MC-based methods, making this approach effective for
real time applications.

5.4 Discussion

With our experiments, we demonstrated that the dropout mask distribution can
be compressed at different levels by adjusting the random walk parameter p,,.
This compression enables the construction of an information channel through
which the student can access the teacher’s MC sampling behavior. As a result,
the student distills not only the teacher’s predictive outputs, but also information
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Table 2. Comparison of KL divergence, RMSE loss, and classification accuracy for
LDMC and the BBK methods on MNIST, CIFAR-10, and DBpedia with pgrop = 0.3
under different p,., values.

\ MNIST \ CIFAR-10 \ DBpedia
prw | LDMC BBK | LDMC BBK | LDMC BBK

kk 0.2 ]0.34+0.05 0.534+0.07|7.21+0.35 8.234+0.54| 0.16+0.04 0.14+0.03
0.5 |0.41+0.08 0.59+0.13|7.85+0.54 8.15+1.38|2.13+0.21 2.52+0.26

ku 0.2 |3.204+0.33 4.40+0.45| 22.9+1.0 23.9£1.6 |{0.26+0.12 0.66+0.14
0.5 |4.58+0.75 5.34+0.65| 21.8+0.8 23.3+0.9 |2.30+£0.28 3.02+0.31

uu 0.2 15.3£1.8 22.0£2.3 | 24.5£1.2 33.6+3.6 |1.09+£0.11 1.44+0.14
0.5 19.44+0.4 30.0+0.3 | 25.3+1.5 32.3+0.6 |3.07+0.29 4.20+0.36

kk 0.2 |0.03+0.00 0.04+0.00|0.194+0.01 0.19£0.01|0.11+0.03 0.15+0.04
0.5 |0.04£0.00 0.04+0.00|{0.19£0.00 0.20+0.01|0.13+£0.02 0.14+£0.02

RMSE-loss ku 0.2 [0.07£0.00 0.094+0.01|0.244+0.01 0.334+0.01 |0.144+0.05 0.2040.05
0.5 |0.09+0.01 0.09+£0.00|0.33£0.01 0.34+0.01|0.16+£0.02 0.20£0.03

uu 0.2 |0.264+0.01 0.2940.02|0.354+0.02 0.39+0.02| 0.56+0.06 0.54+0.04
0.5 |0.27£0.04 0.30£0.04|0.37£0.01 0.37£0.02|0.33+£0.03 0.42+0.02

Accuracy(%) kk 0.2/0.5| 99.5/99.5 99.5/99.5 | 93/93.1  92.8/93 | 99.3/99.2  98.9/98.9

KL-loss

(x10~3)

Table 3. Inference time (ms) of each method across the evaluated datasets.

\ MNIST \ CIFAR-10 \ DBpedia-14 \
| MCD  LDMC BBK | MCD  LDMC BBK |MCD LDMC BBK |
|23.440.1 0.25040.005 0.20740.004|75.840.1 0.618+0.010 0.52740.01|298+3 2.2940.02 2.14+0.05]

about the MC sampling process itself, leading to improved uncertainty prediction
performance. In our initial experiments, the teacher model was trained with dif-
ferent degrees of mask distribution compression. As compression increases, the
uncertainty estimates increasingly deviate from those produced by standard MC
sampling, revealing a trade-off between compression and fidelity to the original
MC uncertainty. This divergence remains negligible for p,.,, >0.2.

Using the proposed LDMC framework, as shown in the second experiment, the
student consistently outperforms the classical distillation approache. While requir-
ing the student to receive the R base masks from the teacher introduces additional
training overhead and slightly increases inference cost due to the inclusion of soft
dropout layers, the overall computational burden remains significantly lower than
that of full MC sampling. The extended training time limits exhaustive exploration
of all combinations of classification settings and hyperparameters such as M and
R. This substantial speedup with respect to full MCD combined with the fidelity
in uncertainty estimation enables the practical deployment of uncertainty-aware
models in time-critical applications.
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6 Conclusion

Time-critical applications make uncertainty estimation more challenging by im-
posing additional constraints on latency while still expecting effective estimates.
Although MC-based sampling methods provide this effective uncertainty estima-
tion, their high inference cost limits practical deployment. In this work, we aim
to distill the Monte Carlo sampling process into a student model to enable reliable
one-shot uncertainty estimation. Our approach achieves improved uncertainty
estimation compared to standard teacher—student distillation methods.

Several directions remain for future investigation. Exploring the hyperparam-
eters space may provide insight into the trade-off between uncertainty fidelity and
computational efficiency, and alternative mask sampling or distribution compres-
sion strategies could improve stability and approximation quality. Future work
will also investigate extending the distillation framework to other uncertainty
estimation methods, such as Bayesian approaches. Moreover, the proposed method
can be integrated into real-time systems, where predictive uncertainty guides
adaptive planning and execution. Within this framework, the student model can
be updated online, enabling continual refinement and adaptation to distributional
shifts in dynamic environments.

Data availability Link: https://github.com/alirezamlkki/LDMC
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